


Lecture Notes in Computer Science 2027
Edited by G. Goos, J. Hartmanis and J. van Leeuwen



3
Berlin
Heidelberg
New York
Barcelona
Hong Kong
London
Milan
Paris
Singapore
Tokyo



Reinhard Wilhelm (Ed.)

Compiler Construction

10th International Conference, CC 2001
Held as Part of the Joint European Conferences
on Theory and Practice of Software, ETAPS 2001
Genova, Italy, April 2-6, 2001
Proceedings

1 3



Series Editors

Gerhard Goos, Karlsruhe University, Germany
Juris Hartmanis, Cornell University, NY, USA
Jan van Leeuwen, Utrecht University, The Netherlands

Volume Editor

Reinhard Wilhelm
Universität des Saarlandes, Fachrichtung Informatik
Postfach 15 11 50, 66041 Saarbrücken, Germany
E-mail: wilhelm@cs.uni-sb.de

Cataloging-in-Publication Data applied for

Die Deutsche Bibliothek - CIP-Einheitsaufnahme

Compiler construction : 10th international conference ; proceedings /
CC 2001, held as part of the Joint European Conferences on Theory and
Practice of Software, ETAPS 2001, Genova, Italy, April 2 - 6, 2001.
Reinhard Wilhelm (ed.). - Berlin ; Heidelberg ; New York ; Barcelona ;
Hong Kong ; London ; Milan ; Paris ; Singapore ; Tokyo : Springer, 2001

(Lecture notes in computer science ; Vol. 2027)
ISBN 3-540-41861-X

CR Subject Classification (1998): D.3.4, D.3.1, F.4.2, D.2.6, I.2.2, F.3

ISSN 0302-9743
ISBN 3-540-41861-X Springer-Verlag Berlin Heidelberg New York

This work is subject to copyright. All rights are reserved, whether the whole or part of the material is
concerned, specifically the rights of translation, reprinting, re-use of illustrations, recitation, broadcasting,
reproduction on microfilms or in any other way, and storage in data banks. Duplication of this publication
or parts thereof is permitted only under the provisions of the German Copyright Law of September 9, 1965,
in its current version, and permission for use must always be obtained from Springer-Verlag. Violations are
liable for prosecution under the German Copyright Law.

Springer-Verlag Berlin Heidelberg New York
a member of BertelsmannSpringer Science+Business Media GmbH

http://www.springer.de

© Springer-Verlag Berlin Heidelberg 2001
Printed in Germany

Typesetting: Camera-ready by author, data conversion by PTP-Berlin, Stefan Sossna
Printed on acid-free paper SPIN: 10782418 06/3142 5 4 3 2 1 0



Foreword

ETAPS 2001 was the fourth instance of the European Joint Conferences on
Theory and Practice of Software. ETAPS is an annual federated conference that
was established in 1998 by combining a number of existing and new conferences.
This year it comprised five conferences (FOSSACS, FASE, ESOP, CC, TACAS),
ten satellite workshops (CMCS, ETI Day, JOSES, LDTA, MMAABS, PFM,
RelMiS, UNIGRA, WADT, WTUML), seven invited lectures, a debate, and ten
tutorials.

The events that comprise ETAPS address various aspects of the system deve-
lopment process, including specification, design, implementation, analysis, and
improvement. The languages, methodologies, and tools which support these ac-
tivities are all well within its scope. Different blends of theory and practice are
represented, with an inclination towards theory with a practical motivation on
one hand and soundly-based practice on the other. Many of the issues involved
in software design apply to systems in general, including hardware systems, and
the emphasis on software is not intended to be exclusive.

ETAPS is a loose confederation in which each event retains its own identity,
with a separate program committee and independent proceedings. Its format is
open-ended, allowing it to grow and evolve as time goes by. Contributed talks
and system demonstrations are in synchronized parallel sessions, with invited
lectures in plenary sessions. Two of the invited lectures are reserved for “unify-
ing” talks on topics of interest to the whole range of ETAPS attendees. The
aim of cramming all this activity into a single one-week meeting is to create a
strong magnet for academic and industrial researchers working on topics within
its scope, giving them the opportunity to learn about research in related areas,
and thereby to foster new and existing links between work in areas that were
formerly addressed in separate meetings.

ETAPS 2001 was hosted by the Dipartimento di Informatica e Scienze dell’Infor-
mazione (DISI) of the Università di Genova and was organized by the following
team:

Egidio Astesiano (General Chair)
Eugenio Moggi (Organization Chair)
Maura Cerioli (Satellite Events Chair)
Gianna Reggio (Publicity Chair)
Davide Ancona
Giorgio Delzanno
Maurizio Martelli

with the assistance of Convention Bureau Genova. Tutorials were organized by
Bernhard Rumpe (TU München). Overall planning for ETAPS conferences is the
responsibility of the ETAPS Steering Committee, whose current membership is:

Egidio Astesiano (Genova), Ed Brinksma (Enschede), Pierpaolo Degano
(Pisa), Hartmut Ehrig (Berlin), José Fiadeiro (Lisbon), Marie-Claude
Gaudel (Paris), Susanne Graf (Grenoble), Furio Honsell (Udine), Nigel
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Horspool (Victoria), Heinrich Hußmann (Dresden), Paul Klint (Amster-
dam), Daniel Le Métayer (Rennes), Tom Maibaum (London), Tiziana
Margaria (Dortmund), Ugo Montanari (Pisa), Mogens Nielsen (Aarhus),
Hanne Riis Nielson (Aarhus), Fernando Orejas (Barcelona), Andreas
Podelski (Saarbrücken), David Sands (Göteborg), Don Sannella (Edin-
burgh), Perdita Stevens (Edinburgh), Jerzy Tiuryn (Warsaw), David
Watt (Glasgow), Herbert Weber (Berlin), Reinhard Wilhelm (Saar-
brücken)

ETAPS 2001 was organized in cooperation with

the Association for Computing Machinery
the European Association for Programming Languages and Systems
the European Association of Software Science and Technology
the European Association for Theoretical Computer Science

and received generous sponsorship from:

ELSAG
Fondazione Cassa di Risparmio di Genova e Imperia
INDAM - Gruppo Nazionale per l’Informatica Matematica (GNIM)
Marconi
Microsoft Research
Telecom Italia
TXT e-solutions
Università di Genova

I would like to express my sincere gratitude to all of these people and organiza-
tions, the program committee chairs and PC members of the ETAPS conferen-
ces, the organizers of the satellite events, the speakers themselves, and finally
Springer-Verlag for agreeing to publish the ETAPS proceedings.

January 2001 Donald Sannella
ETAPS Steering Committee chairman



Preface

The International Conference on Compiler Construction (CC) is a forum for the
presentation and discussion of recent developments in programming language
implementation. It emphasizes practical methods and tools. CC 2001 was the
tenth conference in the series.

The CC conference originated as a series of workshops started by Günter
Riedewald in East Germany in 1986. In 1992 the series was relaunched by Uwe
Kastens in Paderborn. In 1994 CC joined ESOP and CAAP in Edinburgh as
it did 1996 in Linköping. CC federated with ESOP, FOSSACS, and TACAS
to form ETAPS in 1998 and became annual. The number of submissions has
shown a nice increase. The program committee received 69 submissions for CC
2001, from which 22 high-quality papers were selected for presentation. These
papers are included in these proceedings. The areas of program analysis and
architecture received the highest number of submissions and were rewarded with
the highest number of accepted papers. Exploiting the intra-processor parallelism
and improving the locality of memory referencing remain challenging problems
for the compiler.

The invited speaker at CC 2001 was Ole Lehrman Madsen, whose talk was
entitled Virtual Classes and Their Implementation. An abstract of the invited
talk opens these proceedings.

The work of the CC 2001 program committee was conducted entirely by el-
ectronic means. We used the START conference management software from the
University of Maryland. This proved to be very supportive for the work of the
PC. Christian Probst did a remarkable job in setting it up, adding more func-
tionality, and managing the technicalities of the submission and the reviewing
process.

I am glad to acknowledge the hard work and friendly cooperation of the
members of the program committee. I also wish to thank the much larger num-
ber of additional reviewers who helped us to read and evaluate the submitted
papers. I appreciated very much the support and advice of the ETAPS chair,
Don Sannella. Finally, I wish to thank all the authors of submitted papers for
their continued interest, without which the CC conference could not thrive.

January 2001 Reinhard Wilhelm
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Virtual Classes and Their Implementation
Ole Lehrmann Madsen

Computer Science Department, Aarhus University,
Åbogade 34, DK-8200 Århus N, Denmark

Ole.L.Madsen@daimi.au.dk

Abstract. One of the characteristics of BETA [4] is the unification of abstraction
mechanisms such as class, procedure, process type, generic class, interface, etc. into
one abstraction mechanism: the pattern. In addition to keeping the language small, the
unification has given a systematic treatment of all abstraction mechanisms and leads
to a number of new possibilities.

One of the interesting results of the unification is the notion of virtual class [7,8],
which is the BETA mechanism for expressing genericity. A class may define an
attribute in the form of a virtual class just as a class may define an attribute in the
form of a virtual procedure. A subclass may then refine the definition of the virtual
class attribute into a more specialized class. This is very much in the same way as a
virtual procedure can be refined - resulting in a more specialized procedure. Virtual
classes can be seen as an object-oriented version of generics. Other attempts to
provide genericity for OO languages has been based on various forms of parametric
polymorphism and function application rather than inheritance. Virtual classes have
been used for more than 15 years in the BETA community and they have
demonstrated their usefulness as a powerful abstraction mechanism. There has
recently been an increasing interest in virtual classes and a number of proposals for
adding virtual classes to other languages, extending virtual classes, and unifying
virtual classes and parameterized classes have been made [1,2,3,13,14,15,16,17].

Another distinguishing feature of BETA is the notion of nested class [6]. The
nested class construct originates already with Simula and is supported in a more
general form in BETA. Nested classes have thus been available to the OO community
for almost 4 decades, and the mechanism has found many uses in particular to
structure large systems. Despite the usefulness, mainstream OO languages have not
included general nesting mechanisms although C++ has a restricted form of nested
classes, only working as a scoping mechanism. Recently nested classes has been
added to the Java language.

From a semantic analysis point of view the combination of inheritance, and general
nesting adds some complexity to the semantic analysis, since the search space for
names becomes two-dimensional. With virtual classes, the analysis becomes even
more complicated – for details see ref. [10].

The unification of class and procedure has also lead to an inheritance mechanism
for procedures [5] where method-combination is based on the inner-construct known
from Simula. In BETA, patterns are first-class values, which implies that procedures
as well as classes are first-class values. BETA also supports the notion of class-less
objects, which has been adapted in the form of anonymous classes in Java. Finally, it

mailto:Ole.L.Madsen@daimi.au.dk
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might be mentioned that BETA supports coroutines as well as concurrent active
objects. For further details about BETA, see [6,9,11]. The Mjølner System is a
program development environment for BETA and may be obtained from ref. [12].
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Alias Analysis by Means of a Model Checker+

Vincenzo Martena and Pierluigi San Pietro

Dipartimento di Elettronica e Informazione, Politecnico di Milano
P.za Leonardo da Vinci, 32. Milano 20133, Italia
{martena, sanpietr}@elet.polimi.it

Abstract. We study the application of a standard model checker tool, Spin, to
the well-known problem of computing a may-alias relation for a C program. A
precise may-alias relation can significantly improve code optimization, but in
general it may be computationally too expensive. We show that, at least in the
case of intraprocedural alias analysis, a model checking tool has a great poten-
tial for precision and efficiency. For instance, we can easily deal, with good
precision, with features such as pointer arithmetic, arrays, structures and dy-
namic memory allocation. At the very least, the great flexibility allowed in de-
fining the may-alias relation, should make it easier to experiment and to exam-
ine the connections among the accuracy of an alias analysis and the optimiza-
tions available in the various compilation phases.

1 Introduction

Two symbol or pointer expressions in a program are an alias when they reference the
same memory location.

Alias analysis is the activity of detecting which expressions, at a given point in a
program, are not aliases of each other. Static (i.e., compile-time) alias analysis is very
important for generating efficient code [1], since many compiling optimizations rely
on knowing which data could be referenced by a load or store expression [2,3]. Cur-
rently, in compilers for Instruction-Level Parallelism (ILP) processors alias analysis is
even more important since it can improve the performance of the instruction scheduler
[4]. However, exact alias analysis is impractical, and in general undecidable [5], be-
cause of the difficulties in determining which objects are referenced by pointers at a
given point in a program. Hence, every approach to alias analysis makes some con-
servative approximations to the alias relation, determining what is called a may-alias
relation. A pair of expressions (e1,e2) ³ may-alias in a given point of the program if a
static  analysis determines that "there is a chance" that e1 and e2 address the same
memory cell at that point during some execution of the program. The relation must be
conservative, i.e., if (e1,e2) ´ may-alias then it is impossible that e1 and e2 may ref-
erence the same cell at that point: if this were not the case, a code optimization allo-
cating different addresses to e1 and e2 would deliver an incorrect program. Clearly,
the may-alias relation is an approximation that must be a compromise between preci-

                                                          
+ Work partially supported by STMicroelectronics and by CNR-CESTIA.



4         V. Martena and P. San Pietro

sion (leading to efficient code) and the temporal and spatial efficiency of the compu-
tation.

Approximated static alias analysis has attracted a great body of literature and it is
usually distinguished in flow-sensitive or flow-insensitive, context-sensitive or con-
text-insensitive and interprocedural or intraprocedural [2]. In practice, even approxi-
mated solutions may be computationally expensive for large programs (e.g., see
[6,7]): a precise analysis should be executed only after some other kind of imprecise-
but-efficient analysis has shown the necessity of improving the precision for some
parts of a program. It is also debatable how much precise an analysis should be to be
considered really cost-effective in terms of optimization. The goal of our work is to
build a tool that, rather than being adopted directly in a compiler, may be used to
explore and assess the importance and usefulness of various approximations to the
may-alias relation and also to check the results computed by other  alias analysis
tools.

The novelty of our approach is the adoption of a standard model checking tool,
Spin [8]. A model checker is essentially a highly efficient analyzer of properties of
finite state machines, using highly optimized concepts and algorithms, developed in
years of study and experiments. In our approach, the relevant features of a C program
are abstracted into a suitable finite-state automaton and the alias analysis problem is
transformed into a reachability problem for the automaton. The advantage of this
method is that no analysis algorithm has to be defined and implemented: the model
checker takes care of the actual analysis, without having to program or develop any
algorithm ourselves. Hence, our approach readily allows to study, extend, and ex-
periment with various advanced features that are usually ignored in alias analysis
[9,7,10]. For instance, the prototype we built so far is able to deal, with better preci-
sion than usual, with features such as dynamic memory allocation, aggregates (i.e.,
arrays and structs), multi-level pointers and pointer arithmetic in C.

Our approach to alias analysis may be especially useful in deciding whether a pre-
cise analysis effectively improves the performance of the code generated by a com-
piler for an ILP processor, by assessing whether the treatment of one or more precise
features is really useful and worth incorporating in a compiler.

A long-term goal of our research is also the integration of our toolkit with other
less precise analysis tools, such as the one being developed in our group [11] and
others [12,13]. The model checking tool could then be used to check only those parts
of a program that are found in need of greater optimization and thus require more
precision in the analysis. Alternatively, if experiments with the model checker may
show that a certain kind of precise analysis is feasible and useful for optimization,
specific algorithms and tools may also be developed.

The paper is structured as follows. Section 2 briefly describes a model checker and
introduces its usage in alias analysis on some short, but "difficult" examples. Section
3 summarizes the experimental results obtained so far, discussing issues of efficiency
and extendibility. Section 4 draws a few conclusions and directions of future research.
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2 Model Checking for Alias Analysis

Model Checking is the automated verification that a (often, finite state) machine,
described in a suitable format, verifies a given property. The property must be de-
scribed with a formal notation, which can be either the description of another machine
or a temporal logic formula.

If the verification of the property fails, the Model Checker (MC) tool builds a
counterexample, i.e., an execution trace of the specified system that leads to the vio-
lation of the desired property. By examining such traces, it is usually not difficult to
identify the cause of the failure.

Model checking techniques have received great attention in the last years, due to
the successes of the automatic verification of finite-state systems describing protocols,
hardware devices, reactive systems. A symbolic MC [14] may routinely check sys-
tems with 1010 reachable states, and the case of 108 states is routine also for on-the-fly
model checkers as Spin. In certain cases, much larger numbers have been obtained,
but they usually correspond to less than a few hundreds bits of state space. This means
that any non-trivial software system cannot be checked as it is. The approach for
applying a MC to software programs and specifications is to use some form of ab-
straction to reduce the number of states. An abstraction omits many details, such as
data structures, of the system to be checked. Finding the right abstraction is a very
difficult problem, and there is in general no guarantee that the verification of the ab-
stracted system brings any information about the real system. In case of alias analysis,
however, we are mainly interested in pointer expressions and we can thus abstract
away significant parts of the code to be checked, without loosing the correctness of
the results. Also, various conservative approximations may be applied to the original
code (e.g., replacing branch conditionals with nondeterministic choices), leading to
small, and efficiently analyzable, finite state machines, but still providing a good
precision of the analysis. The abstraction we propose is one of the main contributions
of this paper.

2.1 The Spin Model Checker and the Promela Language

Spin is a widely distributed software package that supports the formal verification of
distributed systems. For the sake of brevity, we do not include here a description of
the tool itself and of its use, which is widely available also via web.

The input language of Spin is called Promela. We cannot describe here a language
rich and complex such as Promela, whose description is widely available. The syntax
of Promela is C-like, and we ignore here Promela’s  communication aspects. Condi-
tional expressions may be defined as:  (expr1 -> expr2 : expr3), which has the
value of expr3 if expr1 evaluates to zero, and the value of expr2 otherwise. A
special skip statement denotes the null operation, i.e., it does nothing (its use derives
from the syntactic constraints of Promela that do not allow "empty" statements). Pro-
cesses may be declared with a proctype declaration. We are only interested in de-
claring one process, active proctype main(), which basically corresponds to the
main() function of a C program. Functions and procedures may be declared with an
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inlining mechanism. The control structures are a selection (if) statement and a repe-
tition (do) statement, but it is also possible to use labels and goto statements. Selec-
tion has the form: if :: statements  ...  :: statements fi. It selects one
among its options (each of them starts with ::) and executes it. An option can be
selected if its first statement (the guard) is enabled (i.e., it evaluates to a number
greater than 0). A selection blocks until there is at least one selectable branch. If more
than one option is selectable, one will be selected at random. The special guard else-
> can be used (once) in selection and repetition statements and is enabled precisely if
all other guards are blocked. Repetition has the form: do :: statements ... ::
statements od. It is similar to a selection, except that the statement is executed
repeatedly, until the control is explicitly transferred to outside the statement by a
goto or a break. A break will terminate the innermost repetition statement in which
it is executed.

2.2 Applying Model Checking to Alias Analysis on Demand

The application of the Spin model checker to alias analysis requires to deal with two
distinct problems:

1) how to encode the program to be analyzed into the Promela language of Spin;
2) how to encode and retrieve the alias information.

Encoding C into Promela.
The problem of encoding C into Promela is essentially the issue of finding the right
abstraction to solve the may-alias problem, since the model checker cannot deal ex-
actly with all the data and variables used in a real C program. In alias analysis, the
important task is to find aliasing information for pointer expressions: a good abstrac-
tion could remove everything not directly related to pointers (such as the actual data
values). Actual address values (integers) may be dealt with by Spin, provided their
value range is finite (32-bit integers are supported). Hence, each nonpointer variable
in a program may be replaced by an integer constant, denoting its address. Also a
pointer variable must have a static address, but it must also store an address: it corre-
sponds to an integer variable (actually, an array of variables is introduced, one cell of
the array for each pointer, to make it easier to reference/dereference dynamic struc-
tures and multi-level pointers).

Also, as it is usually the case in alias analysis, we can ignore the actual conditions
in conditional branching instructions, by replacing them with nondeterministic
choices, at least when they do not involve pointer expressions. Notice that Spin, when
confronted with a nondeterministic choice among two alternatives, always keeps track
that only one is actually taken. This is not often implemented in alias analysis. For
instance, the C statement:

if (cond) {p1=&a; p2=&b;}
else {p1 = &b; p2 = &a;}
is translated into Promela with a nondeterministic choice between the two

branches, but no mixing of the information is done: Spin does not consider p1 and p2
to be aliases.
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We may also make Spin to deal with malloc() instructions, which generate a new
address value and allocate new memory, by simulating this generation. However,
since in general the number of executions of a malloc may be unbounded, we make
the conservative assumption that each occurrence of a malloc in a C program may
generate explicitly only a certain fixed number of actual addresses (e.g., just one),
and, after that, the malloc generates a fictitious address that is a potential alias of
every other address generated by the same occurrence of the malloc statement.
Records (struct) types may be dealt as well, by allocating memory and computing
offsets for the pointer fields of a new struct and by generating new addresses for the
nonpointer fields.

Encoding and Retrieving the Alias Information.
The typical application of a model checker is to build counterexamples when a given
property is violated, or to report that no violation occurs.However, for recovering the
may-alias relation after verification with Spin, we need to have aliasing results rather
than counterexamples. Our idea is to use a "byproduct" of model checking analysis,
namely unreachability analysis. A model checker like Spin is able to report the un-
reachable states of a Promela program. Hence, we can add a simple test stating that a
pair of pointer expressions are aliases of each other, followed by a null (skip) opera-
tion to be executed in case the test is verified: if the analysis shows that the null op-
eration is unreachable in that point, then the two expressions cannot be aliases.

In this way, it is possible to compute the complete may-alias relation in each point
of the program, even though this would mean adding a great number of pairs (test,null
operation) to the Promela program, since the total number of states only increases
linearly with the number of may-alias tests. It is however more natural and convenient
to compute only the part of the may-alias relation that is deemed useful by a compiler.

2.3 The Translation Scheme

A simple translator is being designed to compile C programs into Promela. In this
section, we illustrate the translation scheme by translating a few examples of simple,
but not trivial, C programs. All the programs will be monolithic, i.e., not decomposed
in functions. This is not a limitation, since nonrecursive function calls may be re-
placed by code inlining; however, the inlining could cause a significant slowdown for
the interprocedural analysis  of large programs.

Pointer Arithmetics and Static Arrays.
The first program, called insSort.c, shown in Fig. 1, is a simple insertion sort of an
array of integers, using pointer arithmetics. The program reads 50 integers, store them
in an array numbers and then prints them in increasing order. The line numbers are
displayed for ease of reference.

For instance, we may be interested in computing alias information about posi-
tion and index at the beginning and at the end of the inner loop (lines 13 and 18).
The int main() declaration corresponds in Promela to the declaration active
proctype main(). We now show how to deal with variable declarations. Each
non-pointer variable declaration is replaced by the assignment of a progressive integer
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constant (the address) to the variable name. The addresses conventionally start at one.
For instance, int key; is replaced by: #define key 1.

Each pointer declaration corresponds to the Promela declaration of an integer vari-
able. To allow a homogenous treatment of multi-level pointers and of dynamic mem-
ory allocation, an array of integers is declared, called Pointers: each pointer is an
element of the array. Each pointer name is defined in Promela by an integer constant
(the static address of the pointer), which is used to index the array. Since no dynamic
memory allocation is used in this program, the dimension of this array is simply the
number of pointers in the program, i.e., two. We use three instead, since for various
reasons we prefer to ignore the first element of the array. Each pointer variable is then
replaced by the constant index of the array.

Hence, the declarations: int *index;  int *position; are replaced by the
Promela declarations:

1. int main(){
2.   int key;
3.   int numbers[50];
4.   int *index;
5.   int *position;
6.   for (index=numbers; index<numbers+50; index++) /*read

array */
7.     scanf("%d", index);
8.  index=numbers+1;
9.   while(index<numbers+50){ /*sort the array */
10.    key=*index;
11.    position=index;
12.    while (position>numbers){
13.  /*position and index are aliases here? */
14.    if ( *(position-1) > key) {
15. *position= *(position-1);
16.    }
17. position--;
18. /*position and index are aliases here? */
19.  }
20.  *position=key;
21.  index++
22.   }
23.  printf("Sorted array\n");
24.  for (index=numbers; index<numbers+50; index++) /*print

array */
25.  printf("%d\n",*index);
26. }

Fig. 1. The insSort.c program: a simple insertion sort in a static array

int Pointers[3];

#define index 1;

#define position 2;
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The actual address referenced by the pointer index is denoted with Point-
ers[index], while the address &index is denoted by the name index itself. To
make pointer expressions easier to write and generalize, we prefer to introduce a C-
preprocessor macro, called contAddr ("content at the given address"), which returns
the address stored in a pointer:

#define contAddr(expression) Pointers[expression]

 Hence, contrAddr(position) corresponds in Promela to the address that in C
is denoted by position, while position actually denotes in Promela what in C
is denoted by &position.

An array declaration, such as int numbers[maxEl], is considered as a declara-
tion of a group of non-pointer variables, in this case maxEl variables. Hence, we
allocate maxEl consecutive integer constants for the addresses of the array elements,
without allocating any memory for the array itself. The array declaration is replaced
by #define numbers 2;

Lines 6 and 7 only read values in the array and are thus ignored. The assignment of
line 8 means that the address of the second cell of the array numbers (i.e., the address
numbers + 1) is assigned as the new value of the pointer index. To make the
Promela program more readable and extendable, we introduce a macro of the C pre-
processor for this kind of assignments, called setAddr:

#define setAddr(P,expression) Pointers[P] = expression

Hence, index=numbers +1 becomes setAddr(index,numbers+1). The exter-
nal while loop of the insertion sort (line 9) must be replaced by a Promela loop.
Hence, a while(C) B; statement is replaced  by the Promela statement: do
::P(C)-> P(B); ::else -> break; od where P(C) and P(B) are the Promela
translation of the conditional C and of the (possibly compound) statement B, respec-
tively. In this case, the condition is translated to (con-
trAddr(position)>numbers)

 The assignment statement of line 10 is ignored, since no pointer value is involved,
while the one of line 11 (between pointers) becomes set(position,index);
where set is defined by the following C-preprocessor macro:

#define set(P,ex) setAddr(P,contAddr(ex))

Both set and setAddr assign a value to the cell indexed by the first argument P,
but setAddr considers this value to be directly the second argument, while set
considers this value to be the content of the cell whose address is the value of the
second argument.  Hence, the C fragment:  int a; int *p, *q; p = &a; q=p;

is translated into: setAddr(p,a); set(q,p);
The conditional if statement of lines 14 to 16 can be eliminated. In fact, the con-

dition cannot be computed on pointer values only and should be replaced by a nonde-
terministic Promela if statement. However, since line 15 must be eliminated as well,
the translation of the conditional would be:

if ::true ->  skip; ::true -> skip; fi

which obviously has no effect. Line 17 becomes Pointers[index]++; or, alter-
natively, setAddr(index,contAddr(index)+1), and the other lines may be ig-
nored.



10         V. Martena and P. San Pietro

The alias information is introduced, in the points corresponding to the  lines 13 and
18, by using a simple test, defined via a pair of macro as follows:

#define mayAlias(X,Y) if ::(Pointers[X] == Pointers[Y]) ->
skip;

#define notAlias   ::else-> skip; fi

The complete translation of the C program above is reported in Fig. 2.

When Spin is run to analyze the program, it reports that the mayAlias condition of
line 16 is the only unreachable part of the code. Hence,  position and index do
not belong to the may-alias relation at line 18 of the original program. Instead, since
the other mayAlias condition is reachable, the two pointers do belong to the may-
alias relation at line 13 of the original program. Notice that in the latter case the rela-
tion is not a must-alias relation (since also the notAlias condition is reachable as
well). The relationship between the speed of Spin in providing the answer, the total
memory usage and the size of the static array is reported in Section 3.

Multi-level Pointers.
Multi-level pointers can be easily dealt with. For instance, a pointer declared as
int** p; is declared in Spin again as a static address for p, used as an index of the
pointer array. The operator contAddr can be used to dereference a pointer expres-
sion. Consider the following fragment of code:

char **p2; char * p1; char a;

...

*p2 =&a; p2 = &p1; *p2 = p1; p1 = *p2;

...

This can be easily translated into Promela:
#define a 1

#define p1 2

#define p2 3

...

setAddr(contAddr(p2), a);

setAddr(p2,p1);

set(contAddr(p2),p1);

set(p1, contAddr(p2));

Structures and Dynamic Memory Allocation.
Traditionally, in alias analysis, programs with dynamic memory allocation are either
ignored or dealt with in a very limited way: when a p =(T*) mal-
loc(sizeof(T));  instruction occurs in a program, the expression *p is consid-
ered to be an alias of every other pointer expression of type T. At most, some separate
treatment is introduced by distinguishing among the pointers initialized with malloc
instructions at different lines of the program [7,9]. This is a conservative assumption,
assuring that the may-aliases relation always includes every pair of poi experessions
that are aliases, but it is often too imprecise. For instance, if T is struct {int
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info; T* next;}, the pointer expression p->next is assumed to be an alias of
every pointer expression of type T*.

 

1. #define maxEl 50
2. #define max_element 3 /*the number of pointers

declared in the program*/
3. #define key 1
4. #define numbers 2
5. #define index 1
6. #define position 2
7. int Pointers[max_element];
8. active proctype main () {
9.  setAddr(index,numbers+1);
10. do ::contAddr(index) < (numbers+maxEl) ->
11. set(position,index);
12.  do ::(contAddress(position)>numbers) ->
13. may_alias(position,index)
14. notAlias;
15.  contAddr(position)--;
16. mayAlias(position,index)
17. notAlias;
18.     ::else -> break;
19.  od;
20.  contAddr(index)++;
21.  ::else -> break;
22. od
23. }

Fig. 2.  The Promela translation of insSort.c

 For a more complete example, consider the simple program doubleList.c of Fig.
3, which inserts two integers in a double-linked list built from scratch.
1. struct elem {int inf; struct elem next*; struct elem previ-

ous*;};
2. int main(){
3.   struct elem *root;
4.  root = (struct elem*)malloc(sizeof(struct elem));
5.  scanf("%d", &(root->inf));
6.  root->previous = null;
7.  root->next = (struct elem*)malloc(sizeof(struct elem));
8.  root->next->previous=root;
9.  root->next->next = null;
10.  scanf("%d", &(root->next->inf));
11. /* root->next and root->next->previous may be alias here?*/
12. }

Fig. 3.  The doubleList.c program, which inserts two elements in a double-linked list

In a traditional approach, root->next and root->next->previous are all con-
sidered to be aliases, preventing optimizations. We will show that this is not the case
in our approach.
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To make this presentation simple, here we show how to deal with malloc in-
structions combined with variables of type struct*, ignoring statically-declared
variables of type struct and dynamic allocation of pointers to values of the basic
types. Also, we assume that the address of a nonpointer field of a structure is never
taken, i.e., there is no statement of type x = &(root->inf). The latter restriction
allows us to ignore the non-pointer fields, since in this case no pointer expression may
be an alias of a nonpointer field. Notice that the actual translation we implemented
does not have any of these limitations, which can be relaxed without any loss in effi-
ciency by using a more complex translation. Another limitation is that we do not
allow casting of structure types (as instead done in [15]), since we treat each pointer
field as a separate object based on its offset and size: the results would not be portable
because the memory layout of structures is implementation-dependent.

The declaration of the struct of line 1 corresponds to the following Promela
declaration:

#define sizeof_elem 2 /*number of pointer fields in elem */

#define offset_elem_next 0 /*offset of "next" field */

#define offset_elem_previous 1 /*offset of "previous" field
*/

Number all the malloc statements in the source code, starting from 1. We intro-
duce in Promela a malloc statement called malloc(P,T,N), where P is a pointer
expression of type T*, T is the type name and N is the malloc number.  Hence, a
statement of the form p = (int*) malloc(sizeof(int)); (corresponding to
the 3rd occurrence of a malloc in the source code) is translated in Promela into mal-
loc(p,int,3);

A malloc(P,T,N)statement must generate a new address for a variable of type T
and store it in the cell of the Pointers array whose index is P.  To be able to define
dynamically new addresses, the size of the array Pointers, defined via the constant
max_element, must be greater than the number of pointer variables declared in the
program. A new address can be easily generated by declaring a global counter vari-
able, called current, to be incremented of sizeof_T each time a new address is
allocated (and to be checked against max_element). The new address may again be
used to index the array Pointers. Also, there is a global array count_malloc of
integer counters, which keeps count of the number of actual allocations for each mal-
loc. Only a limited number of addresses, denoted by the constant max_malloc, is in
fact available for each malloc (typically, just one): hence, if no new address is
available (count_malloc[N] >= max_malloc), the malloc must return a ficti-
tious address, whose value is conventionally all_alias +N, where all_alias is a
constant denoting a special, fictitious address that is used to signal that an expression
address is actually an alias of every other expression. Every address greater or equal
to all_alias is considered to be fictitious, i.e., it does not refer to an actual mem-
ory cell in the Promela program (hence,  all_alias must be greater than
max_element). The malloc statement in Promela is defined as follows (with the C
preprocessor, "\" is used to define a multi-line macro, while "##" denotes string con-
catenation)

int current=total_number_of_pointer_variables+1;
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int Pointers[max_element];
byte count_malloc[total_number_of_malloc];
#define malloc(P,T,n) \

if \
    :: P >= all_alias -> skip; \
    :: else -> \
    if \
         :: (current + sizeof_##T <= max_element)&& \

    count_malloc[n-1] < max_malloc -> \
    Pointers[P] = current; \
    current=current+sizeof_##T; \
    count_malloc[n-1]++; \
:: else -> Pointers[P]=all_alias+n; \
fi; \

fi

P stands for the address (index) of the memory cell where the newly generated ad-
dress must be stored. Hence, the test P >= all_alias -> skip; is introduced in
order not to allocate memory to a nonexistent cell. If the test is false, the malloc has
to check whether there is space enough in the unused portion of the array Pointers
to allocate sizeof_T consecutive cells (current + sizeof_T <=

max_element) and whether the maximum numbers of addresses available for that
single malloc has not been exceeded (count_malloc[n-1] < max_malloc). If
the test is passed, the cell of index P is assigned the new address, the current counter
is incremented of sizeof_T, and count_malloc[n-1] is incremented of one. Oth-
erwise, the fictitious address all_alias+n is stored in Pointers[P], to denote that
the n-th malloc has not been able to allocate a new address.

To be able to deal with structures and their fields, we need to introduce Promela
equivalents of root->previous, &(root->next), etc. We first modify the opera-
tor contAddr to be able to deal with fictitious addresses:

#define contAddr(expr) (expr >= all_alias -> expr : Point-
ers[expr])

Hence, if the address of expr is fictitious, the array Pointers is not accessed
and the fictitious value is returned.

The address of a field of a pointer expression expr of type T is given by the
Promela macro getField:

#define getField(expr,field,T) (contAddr(expr)>=all_alias ->
all_alias :\

          Pointers[expr]+offset_##T##_## field) \

Hence, the access of a field returns the all_alias value if its address is fictitious,
the address of the field otherwise. The latter address is obtained by adding, to the
address of the first cell of the structure, the value of the offset of the field inside the
structure. Hence, line 7 of the above C program:

root->next = (struct elem*)malloc(sizeof(struct elem));

is denoted in Promela by:
malloc(getField(root,next,T), T,2);
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When a field is assigned a new value, e.g., root->previous = null; it is not
possible to use the setAddr operator defined above, since now the various pointer
expressions involved may also assume fictitious values. Hence, we redefine the op-
erator as follows:

#define setAddr(address,expr) if \

::address >= all_alias -> skip; \

::else -> Pointers[address]=expr; \

fi

When a pointer expression of address address is assigned the value expr, we
first check whether address denotes a valid cell, otherwise no assignment can be
executed.

Hence, root->previous = null; is translated into:
 setAddr(getField(root, previous), null);

where the null pointer is simply the constant 0: #define null 0
The mayAlias-notAlias pair has now to be extended: in fact, two pointer ex-

pressions may be alias also because either one evaluates to all_alias.
We extend the operators as follows:
#define mayAlias(ex1, ex2) if \

:: (contAddr(ex1) == contAddr(ex2) && \

   contAddr(ex1) != null) -> skip; \

:: (contAddr(ex1) == all_alias || \

   contAddr(ex2) == all_alias) -> skip

#define notAlias :: else -> skip; fi

The mayAlias operator checks whether the two expressions ex1 and ex2 refer-
ence the same cell, provided that the cell is valid and that the expressions do not refer
to the null pointer. Notice that two cells with invalid but different addresses, such as
all_alias+1 and all_alias+2, are not considered to be aliases of each other
(since they were generated by two distinct malloc instructions). Otherwise, the may-
Alias operator checks whether one of the two expressions is an all_alias: in this
case, the two expressions are also considered potential aliases. The notAlias opera-
tor corresponds to the case where neither of the two previous cases occurs: the two
expressions cannot be aliases. The complete translation of the doubleList.c pro-
gram is reported at http://xtese1.elet.polimi.it.
The result of the analysis with Spin is that the only unreachable part is the mayAlias
condition of line 16, meaning that, as expected, root->next and root->next-
>previous cannot be aliases. Since the program is quite small, the execution time
and memory requirements of Spin are negligible.

3 Experimental Results

Table 1 summarizes the experimental results obtained for the example insSort.c of
Section 2. The running times are given on a PC with a Pentium III 733 MHz proces-
sor, with 256 KB cache Ram, 256 MB Ram and the Linux OS  (vkernel 2.4.0, glibc
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2.1). Notice that the running times do not include the compilation time (Spin gener-
ates a C program to be compiled with gcc before execution), which usually is fairly
independent on the size of the Promela program and takes a few seconds. Memory
occupation is often dominated by the stack size, which must be fixed before the exe-
cution. Hence, if a stack size too large is chosen, the memory occupation may seem
quite large even if only a few states were reachable. On the other hand, the explora-
tion of a large number of states may be very memory consuming, even though often
can be completed in a very short time.

As it can be noticed, the number of states explored by Spin with insSort.c is
quadratic in the size of the static array, but the running time is still small even when
the array has hundreds of elements. The quadratic complexity is not surprising, since
it results from the time complexity of the original insertion sort algorithm. The mem-
ory occupation is large, and it is dominated by the size of the stack used by Spin,
while the number of bits in each state (called state vector size in Spin) is negligible,
since the array size only impacts on the number of reachable states.

We also explored the use of Spin using "critical" examples, to check whether this
approach really improves precision of analysis on known benchmarks. We consid-
ered, among others, one example taken from [7]. The example was introduced by
Landi in order to find a "difficult" case where his new algorithm for alias analysis
with dynamic memory allocation performed poorly. Landi’s original source code and
its Promela translation are reported at http://xtese1.elet.polimi.it. This example repre-
sents the worst case for Landi’s algorithm, which finds 3n3 + 7n2+6n+18 aliases,
where the parameter n is the size of the array v. Our analysis, instead, finds the exact
solution, n+11, for each fixed n. Notice that our analysis is also able to distinguish
that b and d cannot be alias after the execution of the two conditionals inside the
while loop. Table 2 shows also the performance of the tool for various values of the
parameter n. The running time is still quadratic, even though the original program
runs in linear time. In fact, both the number of states searched and the state vector size
increase linearly: the memory occupation and the running time must be a quadratic
function of n.

Pointers
Elements

Array
El.

State
Vector
(byte)

States Memory
Usage
(Mbyte)

Approximated
Analysis

Search Depth Running
Time (sec)

4 40 28 5085 2.527 No 5084 0.01
4 80 28 19765 3.192 No 19764 0.06
4 160 28 77925 5.861 No 77924 0.24
4 320 28 309445 16.501 No 309444 1.07
4 640 28 1.23e+06 62.716 No 1.233e+06 4.68
4 1000 28 3.00e+06 151.140 No 3.000e+06 35.6

Table 1. Performance results for InsSort.c
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Array
Elements

State
Vector
(byte)

States Memory
Usage
(Mbyte)

Approximated
Analysis

Search Depth Running Time
(sec)
(compilation
excluded)

40 432 754 2.302 No 387 0.01
80 432 1394 2.404 No 707 0.03
160 832 2674 2.849 No 1347 0.09
320 1632 5234 3.822 No 2627 0.36
1000 4112 16114 11.557 No 8067 2.92
2000 8112 32114 36.957 No 16067 11.43
4000 16112 64114 135.757 No 32067 46.00

Table 2. Performance Results for Landi’s example

Another example of a nontrivial program has been translated into Promela and the
quality of the alias analysis has been assessed and the performance results have been
studied. The example takes in input two series of integers in two separate linked lists,
calculates the maximum element of the two lists and then stores their sum in a third
list. The source code LinkedLists.c, along with its translation, is reported at
http://xtese1.elet.polimi.it, where we will collect further experimental results. The
example is composed of 116 lines of C code and makes a heavy use of dynamic
memory allocation to insert elements in the various lists. The tool is able to distin-
guish as not being aliases at least the heads of the tree lists, even though the analysis
cannot be exact due to the presence of malloc instructions inside unbounded loops.
Since each malloc instruction is allowed to generate only a very limited number of
new non-fictitious addresses, a very small number of pointers can be allocated dy-
namically by the Promela version. Hence, the maximum number of dynamically allo-
cated pointers does not affect the performances.

This and the above results show that the running time and memory occupation do
seem to depend just on the sheer size of the program to be analyzed, but especially on
the number of variables. Notice that the memory occupation could be considerably
reduced in most examples, by reducing the size of the available addresses (now, 32-
bit integers).

4 Conclusions and Related Works

In this paper, we presented a prototype tool, based on the model checker Spin, to
study and experiment with alias analysis. There are many known algorithms and tools
that can be used to determine may-alias relations, with varying degrees of accuracy
(for papers including broad references to alias analysis see for instance [16]). At the
best of our knowledge, we ignore of any previous application of model checker tech-
nology to this goal. However, there are various studies about the application of model
checking to flow analysis, e.g. [17]. In these works, it has been shown how many
problems usually solved by means of data-flow techniques can be solved more simply
by model checking techniques. In particular, our work is consistent with the method-
ology proposed in [18], which uses abstract interpretation [19] to abstract and analyze
programs by combining model checking and data flow techniques. The links among
abstract interpretation and data-flow analysis are also well-known (e.g., [20]). There
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is also some relation with works, such as [21], that transform program analysis (e.g.,
flow-insensitive point-to analysis), into graph reachability problems (on context-free
languages), since in our approach the may-alias relation is computed by using the
related concept of state reachability (on finite-state automata). Our approach has also
connections with works rephrasing static analysis questions in terms of systems of
constraints (such as the application of the Omega-library in [22]). There are different
approaches that try to deal with dynamic memory allocation. For instance, [23] per-
forms very precise or even exact interprocedural alias analysis for certain programs
that manipulate lists, using a symbolic representation. However, the result only has
theoretical relevance, since it fails to scale up to real cases. Another method is shape
analysis [24], that gives very good results in dealing with acyclic dynamic structures,
but does not appear to deal with the cyclic case, such as the double linked lists studied
in this paper.

By using our tool, we were able to experiment with more precise may-alias rela-
tions than are usually considered in intraprocedural analysis, allowing the study of
programs including features such as pointer arithmetics, structures, dynamic alloca-
tion, multi-level pointers and arrays. Preliminary experiments with the tool show that
it could have better performances even than specialized tools for precise analysis, but
further experiments are required to assess this claim. Future work will apply the tool
to standard benchmarks and C program, after having completed a translation tool
from C to Promela. We are going to apply the tool to object oriented languages such
as Java and C++ and to study other applications to static analysis of programs (such as
detecting bad pointer initialization). An advantage of our approach is that all the ex-
periments can be easily performed without writing any algorithm, but only defining a
few operators and leaving all the processing job to the highly optimized Spin model
checker.

The computation of the may-alias relation with a model checker is consistent with
an approach to alias analysis and program optimization called alias on demand [11].
The approach is based on the consideration that in the optimization phase not all ele-
ments in the may-alias relation have the same importance: first, only those parts of the
code that are executed frequently (such as loops) may deserve optimization, and
hence the may-alias relation for the other parts is not useful; second, many parts of the
may-alias relation do not enable any optimization. Therefore, in this approach the
may-alias relation is not computed entirely before the optimizations are performed,
but only after a preliminary optimization analysis has determined that a certain set of
instructions could be optimized if there is no aliasing among certain pointer expres-
sions. For instance, an optimization such as code parallelization for ILP processors
must rely on limited parallel resources: most of the may-alias relation is completely
irrelevant, since we cannot parallelize many instructions anyway. Therefore, it is
possible to save a great deal of computational power that is otherwise needed for alias
analysis.

 For the moment, interprocedural analysis with our tool must be done by inlining
the procedure calls in the main. Hence, precise analyses of the kind described here are
probably infeasible for large programs. However, our approach could be easily tai-
lored to deal with the precision that is required for the problem at hand. For instance,
loops could be transformed in conditional statements and further details of a program
could be omitted, leading to a less precise, but more efficient, analysis when and
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where precision is not essential. Again, this could be obtained with almost no cost,
leaving the user of the tool the possibility of customizing the analysis to the level of
precision that is required. An alternative is to use infinite-state model checking, which
however is still a subject of intense research.

A major goal of our group at Politecnico di Milano is to analyze the benefits that
can be obtained by using alias information in the various compilation phases  (register
allocation, instruction scheduling, parallelization) and to examine the connections
among the accuracy of the required alias analysis and the intended optimizations [1],
also in view of the machine architecture. We believe that our tool could easily be
tailored to support this kind of analysis.

Acknowledgements. We thank Marco Garatti and Giampaolo Agosta for their help
and their comments. Special thanks to Stefano Crespi Reghizzi for making this re-
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Abstract. Large programs are typically built from separate modules.
Traditional whole-program analysis cannot be used in the context of such
modular development. In this paper we consider analysis for programs
that combine client modules with precompiled library modules. We define
separate analyses that allow library modules and client modules to be
analyzed separately from each other. Our target analyses are Andersen’s
points-to analysis for C [1] and a side-effect analysis based on it. We
perform separate points-to and side-effect analyses of a library module
by using worst-case assumptions about the rest of the program. We also
show how to construct summary information about a library module and
how to use it for separate analysis of client modules. Our empirical results
show that the separate points-to analyses are practical even for large
modules, and that the cost of constructing and storing library summaries
is low. This work is a step toward incorporating practical points-to and
side-effect analyses in realistic compilers and software productivity tools.

1 Introduction

Large programs are typically built from separate modules. Such modular devel-
opment allows better software management and provides a practical compilation
model: instead of (re)compiling large programs from scratch, compilers can per-
form separate compilation of individual modules. This approach allows sharing
of modules between programs; for example, an already compiled library module
can be reused with no implementation or compilation cost. This development
model also allows different modules to be developed by different teams, at dif-
ferent times and in separate locations.

Optimizing compilers and software productivity tools use static analyses to
determine various properties of program behavior. Many of these analyses are
performed by analyzing the whole program. However, such whole-program anal-
yses cannot be used in the context of a modular development process. To make
these analyses useful in real-world compilers and software tools, analysis tech-
niques must be adapted to handle modular development.

This paper investigates one instance of this problem. We consider analysis
for programs built with reusable precompiled library modules. Reusable modules
are designed to be combined with many (yet unknown) clients, and are typically
packaged as precompiled libraries that are subsequently linked with the client
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code. We consider programs with two modules: a library module that is devel-
oped and compiled independently of any particular client, and a client module
that uses the functionality of the library module.1 For such programs, compil-
ers cannot use whole-program analyses because the two modules are compiled
separately. We show how certain whole-program points-to and side-effect anal-
yses can be extended to handle such applications. Our work is a step toward
incorporating practical points-to and side-effect analyses in realistic compilers.

Points-to Analysis and Side-Effect Analysis. Modification side-effect analysis
(mod) determines, for each statement, the variables whose values may be modi-
fied by that statement. The complementary use analysis computes similar infor-
mation for the uses of variable values. Such information plays a fundamental role
in optimizing compilers and software tools: it enables a variety of other analyses
(e.g., reaching definitions analysis, live variables analysis, etc.), which in turn
are needed for code optimization and for program understanding, restructuring
and testing. For brevity, we only discuss mod analysis; all results trivially apply
to use analysis, because the two analysis problems are essentially identical.

Side-effect analysis for languages like C is difficult because of pointer us-
age; typically, a points-to analysis is needed to resolve pointer dereferences. Our
work is focused on flow- and context-insensitive points-to analyses [1,18,21,17,
5], which ignore the flow of control and the calling contexts of procedures. Such
analyses are very efficient and can be used in production-strength compilers with
little additional cost. Several combinations of a mod analysis and a flow- and
context-insensitive points-to analysis have been investigated [16,15,10]. Similarly
to [16,10], we consider a mod analysis based on Andersen’s points-to analysis for
C [1]. Even though we investigate these specific analyses, our results also apply
to similar flow- and context-insensitive points-to analyses (e.g., [18,17,5]) and
related mod analyses.

1.1 Separate Analysis of Modules

Optimizing compilers cannot use whole-program analyses for programs built with
precompiled library modules. When compiling and optimizing a library module,
the compiler has no available information about client modules. When compiling
and optimizing a client module, only the library binary is available. Therefore,
the compiler must use separate analyses that allow each module to be analyzed
separately from the rest of the program. We define such separate analyses based
on Andersen’s analysis and the corresponding mod analysis.

Worst-Case Separate Analysis of Library Modules. The compilation and opti-
mization of the library module is performed independently of any client modules.
In this case, the separate analyses used by the optimizing compiler must make
worst-case assumptions about the rest of the program. The resulting analysis
solutions should represent all possible points-to and mod relationships in the
1 The work in [12] discusses programs built with more than one library module.
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library module; these solutions can then be used for library compilation and op-
timization. In our approach, the worst-case separate analyses are implemented
by adding auxiliary statements that model the effects of all possible statements
in client modules. The library is combined with the auxiliary statements and
the standard whole-program analyses are applied to it. This approach is easy to
implement by reusing existing implementations of the whole-program analyses.

Summary-Based Separate Analysis of Client Modules. During the compilation
and optimization of a client module, the compiler can employ separate analyses
that use precomputed summary information about the called library module.
Such summary-based analyses of the client module can compute more precise
points-to and mod information, as opposed to making worst-case assumptions
about the library in the case when only the library binary is available. This
improvement is important because the precision of the analyses has significant
impact on subsequent analyses and optimizations [16,10].

The summary information should encode the effects of the library module
on arbitrary client modules. Such information can be constructed at the time
when the library module is compiled, and can be stored together with the library
binary. The library summary can later be used during the separate analysis of any
client module, and can be reused across different client modules. In our summary-
based analyses, the client module is combined with the summary information,
and the result is analyzed as if it were a complete program. This approach can
reuse existing implementations of the corresponding whole-program analyses,
which allows minimal implementation effort.

Summary Information. Our summaries contain a set of summary elements,
where each element represents the points-to or mod effects of one or more li-
brary statements. We extract an initial set of elements from the library code and
then optimize it by merging equivalent elements and by eliminating irrelevant
elements. The resulting summary is precision-preserving : with respect to client
modules, the summary-based solutions are the same as the solutions that would
have been computed if the standard whole-program analyses were possible.

Our approach for summary construction has several advantages. The sum-
mary can be generated completely independently of any callers and callees of
the library; for example, unlike previous work, our approach can handle call-
backs from the library to client modules. The summary construction algorithm
is simple to implement, which makes it a good candidate for inclusion in realistic
compilers. The summary optimizations reduce the cost of the summary-based
analyses without sacrificing any precision. Finally, our experiments show that
the cost of constructing and storing the summary is practical.

Contributions. The contributions of our work are the following:

– We propose an approach for separate points-to and mod analyses of library
modules, by using auxiliary statements to encode worst-case assumptions
about the rest of the program. The approach can be easily implemented with
existing implementations of the corresponding whole-program analyses.
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– We present an approach for constructing summary information for a library
module. The library summary is constructed independently of the rest of the
program, and is optimized by merging equivalent summary elements and by
eliminating irrelevant summary elements. With this summary, the summary-
based analyses are as precise as the standard whole-program analyses.

– We show how to use the precomputed library summaries to perform separate
points-to analysis and mod analysis of client modules. The summary-based
analyses can be implemented with minimal effort by reusing existing imple-
mentations of the corresponding whole-program analyses.

– We present empirical results showing that the worst-case points-to analysis
and the summary construction algorithm are practical even for large library
modules. The results also show that the summary optimizations can signif-
icantly reduce the size of the summary and the cost of the summary-based
points-to analysis.

2 Whole-Program Analyses

In this section we present a conceptual model of Andersen’s points-to analysis
for C [1] and a mod analysis based on it. These whole-program analyses are the
foundation for our worst-case and summary-based separate analyses.

We assume a simplified C-like program representation (defined formally in
[12]), similar to the intermediate representations used in optimizing compilers.
Similarly to [18,17,16,6,5,10], structures and arrays are represented as monolithic
objects without distinguishing their individual elements. Calls to malloc and
similar functions are replaced by statements of the form “x = &heapi”, where
heapi is a variable unique to the allocation site. Because of the weak type system
of C (due to typecasting and union types), we assume that type information is
not used in the points-to and mod analyses2, and therefore the representation
is untyped. Figure 1 shows an example of a program with two modules.

Let V be the set of variables in the program representation. We classify
the elements of V as (i) global variables, (ii) procedure variables, which denote
the names of procedures, (iii) local variables, including formals, and (iv) heap
variables introduced at heap-allocation sites. Andersen’s analysis constructs a
points-to graph in which nodes correspond to variables from V . A directed edge
(v1, v2) shows that v1 may contain the address of v2. Each statement defines a
transfer function that adds edges to points-to graphs. For example, the function
for “∗p = q” is f(G) = G ∪ {(x, y) | (p, x) ∈ G ∧ (q, y) ∈ G}. Conceptually, the
analysis starts with an empty graph and applies transfer functions until a fixed
point is reached. Figure 1 shows the points-to solution for the sample program.

We define a mod algorithm which computes a set of modified variables
Mod(s)⊆V for each statement s. The algorithm is derived from similar mod al-
gorithms [16,15,10] by adding two variable filters that compensate for the some
2 This analysis approach is the simplest to implement and therefore most likely to be

the first one employed by realistic compilers. Our techniques can be easily adapted
to approaches that use some form of type information.



24 A. Rountev and B.G. Ryder

proc main() { proc exec(p,fp) {
local x,y,z,w local s,u,q,t
1: x = 1 11: s = 3 12: u = 4
2: y = 2 13: t = p
3: z = &x 14: (*fp)(g,t)
4: g = &y 15: q = &s 16: neg(q)
5: w = &div 17: q = &u 18: neg(q)
6: exec(z,w) 19: *t = u

} 20: g = t
proc div(a,b) { }

local c,d,e proc neg(r) {
7: c = *a local i,j
8: d = *b 21: i = *r
9: e = c / d 22: j = -i
10: *a = e 23: *r = j

} }

global g

Client Lib

Var Pt(v)
z x

g x, y

w, fp div
p, t, b x

a x, y

q, r s, u

Stmt Mod(s)
1 x

6 g, x, y

10 x, y

14 x, y

16,18 s, u

19 x

23 s, u

Fig. 1. Program with two modules Client = {main, div} and Lib = {exec,neg}, and
the points-to and mod solutions computed by the whole-program analyses.

of the imprecision of the underlying points-to analysis. The first filter adds a
variable v to Mod(s) only if v represents memory locations whose lifetime is ac-
tive immediately before and immediately after the execution of s. For example,
if v is a non-static local variable in procedure P , it represents locations whose
lifetime is active only for P and for procedures that are directly or transitively
called by P . We define a relation active(s, v) that holds only if (i) v is a global
variable, a static local variable, or a heap variable, or (ii) v is a non-static local
variable in procedure P1, s belongs to procedure P2, and either P2 is reachable
from P1 in the program call graph, or P1 and P2 are the same procedure.

Our second filter is applied only to Mod(s) of a call statement s. Suppose that
s invokes procedure P . Among all locations whose lifetime is active with respect
to s, only a subset is actually accessible by P and the procedures transitively
called by P . An active location is accessible if it can be referenced either directly,
or through a series of pointer dereferences. Only accessible variables can be
modified by the call to P , and only they should be included in Mod(s).

An active global variable is always directly accessible by P and the proce-
dures transitively called by P . Similarly, an active static local could be directly
accessible if its defining procedure is P or a callee of P . However, an active non-
static local can only be accessed indirectly through pointer dereferences; any
direct reference to this local in P and in the callees of P accesses a different
run-time instance of the local. Similarly, heap variables can only be accessed
through pointers. Based on these observations, for each call statement s we de-
fine a relation accessible(s, v) that holds only if active(s, v) holds and (i) v is a
global variable or a static local variable, or (ii) v ∈ Pt(a), where a is an actual
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input Stmt : set of statements Proc: set of procedures
SynMod : Stmt → V ×{D, I} Pt : V → P(V )
Called : Stmt → P(Proc)

output Mod : Stmt → P(V )
declare ProcMod : Proc → P(V )
[1] foreach s∈Stmt do
[2] if SynMod(s) = (v, D) then
[3] Mod(s) := {v}
[4] if v is global or static local then
[5] add {v} to ProcMod(EnclosingProc(s))
[6] if SynMod(s) = (v, I) then
[7] Mod(s) := {x | x∈Pt(v) ∧ active(s, x) }
[8] add Mod(s) to ProcMod(EnclosingProc(s))
[9] while changes occur in Mod or ProcMod do
[10] foreach call statement s∈Stmt do
[11] foreach P ∈Called(s) do
[12] Mod(s) := Mod(s) ∪ {x | x∈ProcMod(P ) ∧ accessible(s, x)}
[13] add Mod(s) to ProcMod(EnclosingProc(s))

Fig. 2. Whole-program mod analysis. P(X) denotes the power set of X.

parameter of s, or (iii) v ∈ Pt(w) and accessible(s, w) holds for some w ∈ V .
For example, variable u from Figure 1 is active for all statements in procedures
exec, div, and neg. With respect to calls 16 and 18, u is accessible because it is
pointed to by actual q; however, u is not accessible for call 14.

The mod algorithm is shown in Figure 2. SynMod stores syntactic modifica-
tions, which are pairs (v, d) where v is a variable that occurs on the left-hand
side of an assignment or a call, and d ∈ {D, I} indicates whether the modifi-
cation is direct or indirect. For example, in Figure 1, SynMod(s) is (x, D) for
statement 1 and (a, I) for statement 10. Called contains the procedures invoked
by each call statement; indirect calls are resolved using the points-to solution.
ProcMod stores the sets of variables modified by each procedure. Filters active
and accessible are used whenever a variable is added to a Mod set (lines 7 and
12). In addition, we filter out direct modifications of non-static locals (lines 4–
5), because the lifetime of the modified memory location terminates when the
procedure returns. This filtering improves the precision of the analysis in the
presence of recursion [12] and results in more compact summaries, as discussed
in Section 4. Figure 1 shows some of the Mod sets for the sample program.

3 Worst-Case Separate Analysis of Library Modules

During the compilation and optimization of a library module, a compiler must
use separate analyses that make worst-case assumptions about possible client
modules. In our approach, these assumptions are introduced by adding auxil-
iary statements to the library. The combination of the auxiliary statements and
the library is treated as a complete program and the whole-program analyses
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global v ph
proc p ph(f1,..,fn) returns p ph ret {
v ph = fi (1 ≤ i ≤ n) v ph = &v (v ∈ Vexp) v ph = &v ph
v ph = *v ph *v ph = v ph v ph = &p ph
v ph = (*v ph)(v ph,..,v ph) (with m actuals)
p ph ret = v ph

}
Fig. 3. Placeholder procedure and auxiliary statements.

from Section 2 are applied to it. The resulting solutions are safe abstractions
of all points-to and mod relationships in all possible complete programs. These
solutions can then be used for library compilation and optimization.

Given a library module Lib, consider a complete program p containing Lib
and some client module. Let PROG(Lib) be the (infinite) set of all such complete
programs. We use Vp to denote the variable set of any such p. Let VL ⊆ Vp be
the set of all variables that occur in statements in Lib (this set is independent
of any particular p). Also, let Vexp ⊆ VL be the set of all variables that may be
explicitly referenced by client modules; we refer to such variables as exported.
Exported variables are either globals that could be directly accessed by library
clients, or names of procedures that could be directly called by client code.

Example. We use module Lib from Figure 1 as our running example; for
convenience, the module is shown again in Figure 4. For this module, VL =
{exec, p, fp, s, u, t, g, q,neg , r, i, j}. For the purpose of this example, we assume
that Vexp ={g, exec}. Note that the complete program in Figure 1 is one of the
(infinitely many) elements of PROG(Lib).

Auxiliary Statements. The statements are located in a placeholder procedure p ph
which represents all procedures in all possible client modules. The statements use
a placeholder variable v ph which represents all global, local, and heap variables
v∈(Vp−VL) for all p∈PROG(Lib). The placeholder procedure and the auxiliary
statements are shown in Figure 3. Each statement represents different kinds of
statements that could occur in client modules; for example, “v ph = ∗v ph”
represents statements of the form “u=∗w”, where u, w ∈ (Vp − VL).

The indirect call through v ph represents all calls originating from client
modules. In the worst-case analyses, the targets of this call could be (i) p ph,
(ii) the procedures from Vexp , or (iii) any library procedure whose address is
taken somewhere in Lib. To model all possible formal-actual pairs, the number
of actuals m should be equal to the maximum number of formals for all possible
target procedures. Similarly, all callbacks from the library are represented by
indirect calls to p ph; thus, the number of formals n in p ph should be equal to
the maximum number of actuals used at indirect calls in the library.

Worst-Case Analyses. The worst-case points-to and mod analyses combine the
library module with the auxiliary statements and apply the whole-program anal-
yses from Section 2. An important advantage of this approach is its simple im-
plementation by reusing already existing implementations of the whole-program
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global g
proc exec(p,fp) { proc neg(r) {

local s,u,q,t 11: s = 3 12: u = 4 local i,j
13: t = p 14: (*fp)(g,t) 15: q = &u 21: i = *r
16: neg(q) 17: q = &s 18: neg(q) 22: j = -i
19: *t = u 20: g = t 23: *r = j

} }

Ptwc(v) = ∅ for v ∈ {s, u, i, j, neg} Modwc(s) = {v ph, g} for s ∈ {14, 19}
Ptwc(v) = {s, u} for v ∈ {q, r} and for the indirect call through v ph
Ptwc(v) = {v ph, p ph, g, exec} for every Modwc(23) = {s, u}
other v ∈ VL ∪ {v ph, p ph, fi, p ph ret} Calledwc(s) = {p ph, exec} for s = 14

and for the indirect call through v ph

Fig. 4. Module Lib (Vexp = {g, exec}) and the corresponding worst-case solutions.

analyses. It can be proven that the resulting worst-case solution is a safe ab-
straction of all points-to and mod relationships in all p∈PROG(Lib) [12].

Example. Consider module Lib from Figure 4. For the purpose of this example
assume that Vexp = {g, exec}. The library has one indirect call with two actuals;
thus, p ph should have two formals (n = 2). The indirect call through v ph
has possible targets exec and p ph, and should have two actuals (m = 2). The
points-to solution shown in Figure 4 represents all possible points-to pairs in all
complete programs. For example, pair (p, v ph) shows that p can point to some
unknown variable from some client module; similarly, (p, p ph) indicates that p
can point to an unknown procedure from some client module. The computed
call graph represents all possible calls in all complete programs. For example,
Calledwc(14) = {p ph, exec} represents the possible callback from exec to some
client module and the possible recursive call of exec. Similarly, the computed
mod solution represents all possible Mod sets in all complete programs.

4 Summary Construction and Summary-Based Analysis

In this section we present our approach for constructing summary information
for a library module, and show how to use the library summaries for separate
summary-based analysis of client modules.

Some previous work on context-sensitive points-to analysis [9,2,3] uses com-
plete summary functions to encode the cumulative effects of all statements in
a procedure P and in all procedures transitively called by P . This approach
can be used to produce summary information for a library module, by comput-
ing and storing the summary functions for all exported procedures. However,
this technique makes the implicit assumption that a called procedure can be
analyzed either before, or together with its callers. This assumption can be eas-
ily violated—for example, when a library module calls another library module,
there are no guarantees that any summary information will be available for the
callee [12]. In the presence of callbacks, the library module may call client mod-
ules that do not even exist at the time of summary construction. For example, for
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1. Variable summary
Procedures = {exec,neg} Locals(exec) = {p, fp, s, u, q, t}
Globals = {g} Locals(neg) = {r, i, j}

2. Points-to summary
proc exec(p,fp) q=&s *t=u i=*r
t=p neg(q) g=t *r=j
(*fp)(g,t) q=&u proc neg(r)

3. Mod summary
SynMod(exec) = {(t, I), (g, D)} SynMod(neg) = {(r, I)}
SynCall(exec) = {(fp, I), (neg , D)} SynCall(neg) = ∅

Fig. 5. Basic summary for module Lib.

module Lib from Figure 4, the effects of exec cannot be expressed by a summary
function because of the callback to some unknown client module.

We use a different summary construction approach that has several advan-
tages. The summary can be constructed independently of any callers and callees
of the library; therefore, our approach can handle callbacks. The summary con-
struction algorithm is inexpensive and simple to implement, which makes it a
good candidate for inclusion in realistic compilers. The summary is precision-
preserving : for every statement in the client module, the mod solution computed
by the summary-based analyses is the same as the solution that would have been
computed if the standard whole-program analyses were possible. This ensures
the best possible cost and precision for the users of the mod information.

The basic summary is the simplest summary information produced by our
approach. Figure 5 shows the basic summary for module Lib from Figure 4. The
summary has three parts. The variable summary contains all relevant library
variables. The points-to summary contains all library statements that are rel-
evant to points-to analysis. The proc declarations are used by the subsequent
points-to analysis to model the formal-actual pairings at procedure calls. The
Mod summary contains syntactic modifications and syntactic calls for each li-
brary procedure. A syntactic modification (defined in Section 2) is a pair (v, D)
or (v, I) representing a direct or indirect modification. A syntactic call is a sim-
ilar pair indicating a direct or indirect call through v. The Mod summary does
not include direct modifications of non-static local variables—as discussed in
Section 2, such modifications can be filtered out by the mod analysis.

In the summary-based separate analysis, the program representation of a
client module is combined with the library summary and the result is analyzed
as if it were a complete program. Thus, already existing implementations of the
whole-program analyses from Section 2 can be reused with only minor adjust-
ments, which makes the approach simple to implement. Clearly, the computed
points-to and mod solutions are the same as the solutions that would have been
produced by the standard whole-program analyses. However, the cost of the
summary-based analyses is essentially the same as the cost of the whole-program
analyses. The next section presents summary optimizations that reduce this cost.
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1. Variable summary
Procedures = {exec,neg} Locals(exec) = {fp, s, u} Reps = {rep1, rep2}
Globals = {g} Locals(neg) = {i, j}

2. Points-to summary
proc exec(rep1,fp) rep2=&s *rep1=u i=*rep2
(*fp)(g,rep1) rep2=&u g=rep1 *rep2=j

3. Mod summary
SynMod(exec) = {(rep1, I), (g, D)} SynMod(neg) = {(rep2, I)}
SynCall(exec) = {(fp, I), (neg , D)} SynCall(neg) = ∅

Fig. 6. Optimization through variable substitution.

5 Summary Optimizations

In this section we describe three techniques for optimizing the basic summary.
The resulting optimized summary has two important features. First, the sum-
mary is precision-preserving: for each statement in a client module, the summary-
based mod solution computed with the optimized summary is the same as the so-
lution computed with the basic summary. Second, as shown by our experiments
in Section 6, the cost of the summary-based analyses is significantly reduced
when using the optimized summary, compared to using the basic summary.

Variable Substitution. Variable substitution is a technique for reducing the cost
of points-to analysis by replacing a set of variables with a single representative
variable. We use a specific precision-preserving substitution proposed in [11,13].
With this technique we produce a more compact summary, which in turn reduces
the cost of the subsequent summary-based analyses without any loss of precision.

Two variables are equivalent if they have the same points-to sets. The substi-
tution is based on mutually disjoint sets of variables V1, . . . , Vk such that for each
set Vi (i) all elements of Vi are equivalent, (ii) no element of Vi has its address
taken (i.e., no element is pointed to by other variables), and (iii) no element of Vi

is exported. For example, for module Lib in Figure 4, possible sets are V1 = {p, t}
and V2 = {q, r}. Each Vi has associated a representative variable repi. We op-
timize the points-to summary by replacing all occurrences of a variable v ∈ Vi

with repi. In addition, in the Mod summary, every pair (v, I) is replaced with
(repi, I). It can be proven that this optimization is precision-preserving—given
the modified summary, the subsequent mod analysis computes the same solution
as the solution computed with the basic summary.

We identify equivalent variables using a linear-time algorithm presented in
[13], which extends a similar algorithm from [11]. The algorithm constructs a
subset graph in which nodes represent expressions and edges represent subset re-
lationships between the points-to solutions for the nodes. For example, edge (q, p)
shows that Pt(q) ⊆ Pt(p). The graph represents all subset relationships that can
be directly inferred from individual library statements. A strongly-connected
component (SCC) in the graph corresponds to expressions with equal points-to
sets. The algorithm constructs the SCC-DAG condensation of the graph and



30 A. Rountev and B.G. Ryder

traverses it in topological sort order; this traversal identifies SCCs with equal
points-to sets. Due to space limitations, the details of the algorithm are not
presented in this paper; we refer the interested reader to [13] for more details.

Example. Consider module Lib from Figure 4. Since t is assigned the value of
p and there are no indirect assignments to t (because its address is not taken), t
has exactly the same points-to set as p. In this case, the algorithm can identify
set V1 = {p, t}. Similarly, the algorithm can detect set V2 = {q, r}. After the
substitution, the summary can be simplified by eliminating trivial statements.
For example, “t=p” is transformed into “rep1=rep1”, which can be eliminated.
Call “neg(rep2)” can also be eliminated. Since this is the only call to neg (and
neg is not exported), declaration “proc neg(rep2)” can be removed as well.
Figure 6 shows the resulting summary, derived from the summary in Figure 5.

In addition to producing a more compact summary, we use the substitution
to reduce the cost of the worst-case points-to analysis. During the analysis, every
occurrence of v ∈ Vi is treated as an occurrence of repi; in the final solution, the
points-to set of v is defined to be the same as the points-to set computed for
repi. This technique produces the same points-to sets as the original analysis.

Statement Elimination. After variable substitution, the points-to summary is
simplified by removing statements that have no effect on client modules. A vari-
able v ∈ VL is client-inactive if v is a non-static local in procedure P and there is
no path from P to procedure p ph in the call graph used for the worst-case mod
analysis of the library module. The worst-case call graph represents all possible
call graphs for all complete programs; thus, for any such v, active(s, v) (defined
in Section 2) is false for all statements s in all client modules.

Let Reachwc(u) be the set of all variables reachable from u in the points-
to graph computed by the worst-case points-to analysis of the library module.3

A variable v ∈ VL is client-inaccessible if (i) v is not a global, static local, or
procedure variable, and (ii) v does not belong to Reachwc(u) for any global
or static local variable u, including v ph. It is easy to show that in this case
accessible(s, v) is false for all call statements s in all client modules.

In the summary-based mod analysis, any variable that is client-inactive or
client-inaccessible will not be included in any Mod set for any statement in a
client module. We refer to such variables as removable. The optimization elimi-
nates from the points-to summary certain statements that are only relevant with
respect to removable variables. As a result, the summary-based points-to analy-
sis computes a solution in which some points-to pairs (p, v) are missing. For any
such pair, v is a removable variable; thus, the optimization is precision-preserving
(i.e., Mod sets for statements in client modules do not change).

The optimization is based on the fact that certain variables can only be used
to access removable variables. Variable v is irrelevant if Reachwc(v) contains
only removable variables. Certain statements involving irrelevant variables can
be safely eliminated from the points-to summary: (i) “p = &q”, if q is removable
and irrelevant, (ii) “p = q”, “p = ∗q”, and “∗p = q”, if p or q is irrelevant, and
3 w is reachable from u if there exists a path from u to w containing at least one edge.
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1. Variable summary
Procedures = {exec,neg} Locals(exec) = {fp} Reps = {rep1}
Globals = {g} Locals(neg) = ∅

2. Points-to summary
proc exec(rep1,fp) (*fp)(g,rep1) g=rep1

3. Mod summary
SynMod(exec) = {(rep1, I), (g, D)} SynMod(neg) = ∅
SynCall(exec) = {(fp, I), (neg , D)} SynCall(neg) = ∅

Fig. 7. Final optimized summary.

(iii) calls “p = f(q1, . . . , qn)” and “p = (∗fp)(q1, . . . , qn)”, if all of p, q1, . . . , qn are
irrelevant. Intuitively, the removal of such statements does not “break” points-to
chains that end at non-removable variables. It can be proven that the points-to
solution computed after this elimination differs from the original solution only
by points-to pairs (p, v) in which v is a removable variable [12].4

Example. Consider module Lib and the worst-case solutions from Figure 4.
Variables {r, i, j} are client-inactive because the worst-case call graph does not
contain a path from neg to p ph. Variables {p, fp, s, u, q, t, r, i, j} are client-
inaccessible because they are not reachable from g or v ph in the worst-case
points-to graph. Variables {s, u, i, j} have empty points-to sets and are irrele-
vant. Variables {q, r, rep2} can only reach s and u and are also irrelevant. There-
fore, the following statements can be removed from the points-to summary in
Figure 6: rep2=&s, rep2=&u, *rep1=u, i=*rep2, and *rep2=j.

Modification Elimination. This optimization removes from the Mod summary
each syntactic modification (v, I) for which Ptwc(v) contains only removable
variables. Clearly, this does not affect the Mod sets of statements in client mod-
ules. In Figure 6, (rep2, I) can be removed because rep2 points only to removable
variables s and u. The final optimized summary for our running example is shown
in Figure 7.

6 Empirical Results

For our initial experiments, we implemented the worst-case and summary-based
points-to analyses, as well as the summary construction techniques from Sec-
tion 5. Our implementation of Andersen’s analysis is based on the Bane toolkit
for constraint-based analysis [6]; the analysis is performed by generating and
solving a system of set-inclusion constraints. We measured (i) the cost of the
worst-case points-to analysis of the library, (ii) the cost of constructing the op-
timized summary, (iii) the size of the optimized summary, and (iv) the cost of
4 Identifying client-inaccessible and irrelevant variables requires reachability compu-

tations in the worst-case points-to graph; the cost of these traversals can be reduced
by merging v ph with all of its successor nodes, without any loss of precision [12].
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Table 1. Data programs and libraries. Last two columns show absolute and relative
library size in lines of code and in number of pointer-related statements.

Program Library LOC Statements
gnuplot-3.7.1 libgd-1.3 22.2K (34%) 2965 (6%)
gasp-1.2 libiberty 11.2K (43%) 6259 (50%)
bzip2-0.9.0c libbz2 4.5K (71%) 7263 (86%)
unzip-5.40 zlib-1.1.3 8.0K (29%) 9005 (33%)
fudgit-2.41 readline-2.0 14.8K (50%) 10788 (39%)
cjpeg-5b libjpeg-5b 19.1K (84%) 17343 (84%)
tiff2ps-3.4 libtiff-3.4 19.6K (94%) 20688 (84%)
povray-3.1 libpng-1.0.3 25.7K (19%) 25322 (23%)

the summary-based points-to analysis of the client module. At present, our im-
plementation does not perform mod analysis. Nevertheless, these preliminary
results are important because the total cost of the two analyses is typically
dominated by the cost of the points-to analysis [16,15].

Table 1 describes our C data programs. Each program contains a well-defined
library module, which is designed as a general-purpose library and is developed
independently of any client applications. For example, unzip is an extraction
utility for compressed archives which uses the general-purpose data compression
library zlib. We added to each library module a set of stubs representing the
effects of standard library functions (e.g., strcpy, cos, rand); the stubs are
summaries produced by hand from the specifications of the library functions.5

Table 1 shows the number of lines of source code for each library, as an abso-
lute value and as percentage of the number for the whole program. For example,
for povray 19% (25.7K) of the source code lines are in the library module, and
the remaining 81% (108.2K) are in the client module. The table also shows the
number of pointer-related statements in the intermediate representation of the
library, as an absolute value and as percentage of the whole-program number.
These numbers represent the size of the input for the points-to analysis.

For our first set of experiments, we measured the cost of the worst-case points-
to analysis and the cost of constructing the optimized summary. The results
are shown in Figure 8(a).6 Column Twc shows the running time of the worst-
case points-to analysis of the library module. Column Tsub contains the time
to compute the variable substitution. Column Telim shows the time to identify
removable and irrelevant variables in order to perform statement elimination and
modification elimination. Finally, column Smax contains the maximum amount
of memory needed during the points-to analysis and the summary construction.

5 We plan to investigate how our approach can be used to produce summaries for the
standard libraries. This problem presents interesting challenges, because many of
the standard libraries operate in the domain of the operating system.

6 All experiments were performed on a 360MHz Sun Ultra-60 with 512Mb physical
memory. The reported times are the median values out of five runs.



Points-to and Side-Effect Analyses 33

(a) Library Module
Library Twc (s) Tsub (s) Telim (s) Smax (Mb)
libgd 3.9 0.4 0.1 10.1
libiberty 5.8 0.5 0.1 10.4
libbz2 4.1 0.8 0.1 8.5
zlib 6.5 1.0 0.1 11.4
readline 10.2 1.3 0.1 12.3
libjpeg 15.1 2.5 0.1 19.7
libtiff 23.4 3.6 0.2 25.2
libpng 19.8 4.0 0.2 21.8

(b) Client Module
Program Tb (s) ∆T Sb (Mb) ∆S

gnuplot 47.3 4% 79.6 5%
povray 111.6 17% 146.7 16%
unzip 21.0 25% 39.5 16%
fudgit 39.8 21% 59.5 17%
gasp 9.7 32% 18.6 26%
cjpeg 15.7 59% 32.1 56%
tiff2ps 22.5 61% 37.5 59%
bzip2 5.4 69% 13.0 54%

Fig. 8. (a) Cost of the library analyses: running time (in seconds) of the worst-case
points-to analysis (Twc) and time for constructing the optimized summary (Tsub and
Telim). Smax is the maximum memory usage. (b) Cost of the points-to analyses of the
client. Tb is the analysis time with the basic summary, and ∆T is the reduction in
analysis time when using the optimized summary. Sb and ∆S are the corresponding
measurements for analysis memory.

Clearly, the cost of the worst-case points-to analysis and the cost of the
summary construction are low. Even for the larger libraries (around 20K LOC),
the running time and memory usage are practical. These results indicate that
both the worst-case points-to analysis and the summary construction algorithm
are realistic candidates for inclusion in optimizing compilers.

Our second set of experiments investigated the difference between the basic
summary from Section 4 and the optimized summary from Section 5. We first
compared the sizes of the two summaries. For brevity, in this paper we summarize
these measurements without explicitly showing the summary sizes. The size of
the optimized summary was between 21% and 53% (31% on average) of the size
of the basic summary. Clearly, the optimizations described in Section 5 result in
significant compaction in the library summaries. In addition, we measured the
size of the optimized summary as percentage of the size of the library binary.
This percentage was between 14% and 76% (43% on average), which shows that
the space overhead of storing the summary is practical.7

Next, we measured the differences between the basic summary and the opti-
mized summary with respect to the cost of the summary-based points-to analysis
of the client module. The results are shown in Figure 8(b). The order of the pro-
grams in the table is based on the relative size of the library, as shown by the
percentages in the last column of Table 1. Column Tb shows the analysis time
when using the basic summary. Column ∆T shows the reduction in analysis time
when using the optimized summary. The reduction is proportional to the rela-
tive size of the library. For example, in bzip2 the majority of the program is
in the library, and the cost reduction is significant. In gnuplot only 6% of the
pointer-related statements are in the library, and the analysis cost is reduced

7 The sizes depend on the file format used to store the summaries. We use a simple
text-based format; more optimized formats could further reduce summary size.
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accordingly. Similarly, the reduction ∆S in the memory usage of the analysis is
proportional to the relative size of the library.

The results from these experiments clearly show that the optimizations from
Section 5 can have significant beneficial impact on the size of the summary and
the cost of the subsequent summary-based points-to analysis.

7 Related Work

The work in [16,10] investigates various points-to analyses and their applications,
including Andersen’s analysis and mod analyses based on it. Our conceptual
whole-program mod analysis is based on this work. At call sites, [10] filters out
certain variables whose lifetime has terminated; our use of the active filter is
similar to this approach.

A general approach for analyzing program fragments is presented in [14].
The interactions of the fragment with the rest of the program are modeled by
summary values and summary functions. The worst-case separate analyses are
examples of fragment analyses, in which auxiliary statements play the same role
as summary values and summary functions. Unlike [14], we use abstractions
not only for lattice elements (i.e., points-to graphs and Mod sets), but also for
statements, procedures, and call graphs.

The summary-based separate analyses are also examples of fragment analy-
ses, in which the summary information is used similarly to the summary func-
tions from [14]. However, instead of using a complete summary function for each
exported library procedure, we use a set of elementary transfer functions. This
approach is different from summary construction techniques based on context-
sensitive analysis [9,2,3]. In these techniques, a called procedure is analyzed be-
fore or together with its callers. In contrast, our summaries can be constructed
completely independently from the rest of the program. This allows handling of
callbacks to unknown client modules and calls to unanalyzed library modules. In
addition, for compilers that already incorporate a flow- and context-insensitive
points-to analysis, our summary construction approach is significantly easier to
implement than the context-sensitive techniques for summary construction. This
minimal implementation effort is an important advantage for realistic compilers.

Escape analysis for Java determines if an object can escape the method or
thread that created it. Our notion of accessible variables is similar to the idea
of escaping objects. Some escape analyses [20,4] calculate specialized points-to
information as part of the analysis. In this context, escape summary information
for a module can be computed in isolation from the rest of the program. The
techniques used in this manner for escape analysis cannot be used for general-
purpose points-to analysis.

Flanagan and Felleisen [7] present an approach for componential set-based
analysis of functional languages. They derive a simplified constraint system for
each program module and store it in a constraint file; these systems are later
combined and information is propagated between them. The constraint files used
in this work are similar in concept to our use of library summaries.
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Guyer and Lin [8] propose annotations for describing libraries in the domain
of high-performance computing. The annotations encode high-level semantic in-
formation and are produced by a library expert. Some annotations describe the
points-to and mod/use effects of library procedures, in a manner resembling
complete summary functions. The annotations are used for source-to-source op-
timizations of the library and application code. This approach allows domain ex-
perts to produce high-level information that cannot be obtained through static
analysis. However, such approaches cannot be used in general-purpose compilers.

Sweeney and Tip [19] describe analyses and optimizations for the removal of
unused functionality in Java modules. Worst-case assumptions are used for code
located outside of the optimized modules. This work also presents techniques
that allow a library creator to specify certain library properties (e.g., usage of
reflection) that are later used when optimizing the library and its clients.

8 Conclusions and Future Work

Traditional whole-program analyses cannot be used in the context of a modular
development process. This problem presents a serious challenge for the designers
of program analyses. In this paper we show how Andersen’s points-to analysis
and the corresponding mod analysis can be used for programs built with pre-
compiled libraries. Our approach can be trivially extended to use analysis. In
addition, our techniques can be applied to other flow- and context-insensitive
points-to analyses (e.g., [18,17,5]) and to mod/use analyses based on them.

We show how to perform worst-case analysis of library modules and
summary-based analysis of client modules. These separate analyses can reuse
already existing implementations of the corresponding whole-program analyses.
We also present an approach for constructing summary information for library
modules. The summaries can be constructed completely independently from the
rest of the program; unlike previous work, this approach can handle callbacks
to unknown clients and calls to unanalyzed libraries. Summary construction is
inexpensive and simple to implement, which makes it a practical candidate for
inclusion in optimizing compilers. We present summary optimizations that can
significantly reduce the cost of the summary-based analyses without sacrificing
any precision; these savings occur every time a new client module is analyzed.

An interesting direction of future research is to investigate separate analyses
derived from flow-insensitive, context-sensitive points-to analyses. In particular,
it is interesting to consider what kind of precision-preserving summary infor-
mation is appropriate for such analyses. Another open problem is to investigate
separate analyses and summary construction in the context of standard anal-
yses that need mod/use information (e.g., live variables analysis and reaching
definitions analysis), especially when the target analyses are flow-sensitive.
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Abstract. Classical data flow analysis determines whether a data flow
fact may hold or does not hold at some program point. Probabilistic
data flow systems compute a range, i.e. a probability, with which a data
flow fact will hold at some program point. In this paper we develop
a novel, practicable framework for probabilistic data flow problems. In
contrast to other approaches, we utilize execution history for calculating
the probabilities of data flow facts. In this way we achieve significantly
better results. Effectiveness and efficiency of our approach are shown by
compiling and running the SPECint95 benchmark suite.

1 Introduction

Classical data flow analysis determines whether a data flow fact may hold or does
not hold at some program point. For generating highly optimized code, however,
it is often necessary to know the probability with which a data flow fact will
hold during program execution (cf. [10,11]). In probabilistic data flow systems
control flow graphs annotated with edge probabilities are employed to compute
the probabilities of data flow facts. Usually, edge probabilities are determined by
means of profile runs based on representative input data sets. These probabilities
denote heavily and rarely executed branches and are used to weight data flow
facts when propagating them through the control flow graph.

Consider the example shown in Fig. 1 to discuss classical and probabilistic
data flow analysis. For the sake of simplicity we have chosen as data flow problem
the reaching definitions problem [8]. The control flow graph G of our running
example consists of two subsequent branching statements inside a loop and four
definitions d1 to d4. Variable X is defined at edges 2 → 4 and 5 → 7 by d1
and d3. Similarly, variable Y is assigned a value at edges 3 → 4 and 6 → 7 by
d2 and d4. Classical reaching definition analysis yields that definitions d1 to d4
may reach nodes 1 to 8. The solution is a conservative approximation valid for
all possible program runs. However, when we consider specific program runs, we
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Fig. 1. Running example.

can compute a numerical value denoting the probability with which a definition
actually may reach a node during execution. Ramalingam [13] presented a data
flow framework which computes the probability of data flow facts, once every
edge in the control flow graph has been annotated with a probability. In order to
get an idea of the precision of his results, we defined in [9] the best solution Sbest
that one can theoretically obtain and compared both. We showed that the differ-
ences between the theoretically best solution and Ramalingam’s solution can be
considerable and improvements are necessary. However, the computation of the
theoretically best solution is too expensive in general and, hence, not feasible in
practice. The modifications of the equation system described in [9] resulted in
some improvements, but there is still potential for further improvements left.

Two reasons are responsible for the deviations between the theoretically best
solution and Ramalingam’s approach. On the one hand, program paths are re-
duced to edge probabilities. On the other hand, it is an execution history inde-
pendent approach, i.e. it is assumed that particular branches are independent of
execution history, which obviously is not true in reality. Since edge probabilities
are indispensable to get an efficient handle on the problem, we focus on execution
history in order to get better results. Consider a program run for our example in
Fig. 1 that performs 10 iterations. At the beginning the left branches [1,2,4,5,7]
are executed and in the last iteration the right branches [1,3,4,6,7,8] are taken.
Without execution history edges 4 → 5 and 4 → 6 are dealt with independently
of the incoming edges 2 → 4 and 3 → 4. However by correlating outgoing edges
with incoming ones, it can be recognized that paths [2,4,6] and [3,4,5] are never
taken. Hence, d3 cannot reach node 5, since d3 is killed on edge 2 → 4. Similarly,
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it can be detected that d4 cannot reach node 6. Finally, since the loop is exited
via path [6,7,8], it can be determined that definition d2 cannot reach node 8.

In this paper we present a novel probabilistic data flow analysis framework
(PDFA) which realizes an execution history based approach, i.e. the execution
history is taken into account during the propagation of the probabilities through
the control flow graph. Our approach is unique in utilizing execution history. We
show that in this way significantly better results can be achieved with nearly the
same computational effort as other approaches.

The paper is organized as follows. In Section 2 we describe the basic notions
required to present our approach. In Section 3 we outline the basic ideas behind
Sbest and Ramalingam’s history-independent approach and compare the results
obtained by both approaches for our running example. Our novel approach is
developed in Section 4. In Section 5 we compare the probabilistic results of
the individual approaches for the SPECint95 benchmark suite and present time
measurements. Related work is surveyed in Section 6 and, finally, we draw our
conclusions in Section 7.

2 Preliminaries

Programs are represented by directed flow graphs G = (N, E, s, e) , with node
set N and edge set E ⊆ N × N . Edges m → n ∈ E represent basic blocks
of instructions and model the nondeterministic branching structure of G. Start
node s and end node e are assumed to be free of incoming and outgoing edges,
respectively. An element π of the set of paths Π of length k is a finite sequence
π = [n1, n2, . . . , nk] with k ≥ 1, ni ∈ N for 1 ≤ i ≤ k and for all i ∈ {1, . . . , k−1},
ni → ni+1 ∈ E.

A program run πr is a path, which starts with node s and ends in
node e. The set of all immediate predecessors of a node n is denoted by
pred(n)= { m | (m, n) ∈ E }. Function occurs : (N ∪ Π) × Π → IN0 denotes
the number of occurrences of a node/subpath in a path.

As usual, a monotone data flow analysis problem is a tuple DFA =
(L,∧, F, c, G, M), where L is a bounded semilattice with meet operation ∧,
F ⊆ L → L is a monotone function space associated with L, c ∈ L are the
“data flow facts” associated with start node s, G = (N, E, s, e) is a control flow
graph, and M : E → F is a map from G’s edges to data flow functions.

For bitvector problems the semilattice L is a powerset 2D of finite set D. An
element χ in 2D represents a function from D to {0, 1}. χ(d) is 1, if d is element
of χ, 0 otherwise.
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3 Abstract Run and Ramalingam’s Approach

Abstract Run. The theoretical best solution Sbest can be determined by an ab-
stract run [9]. The abstract run computes (1) the frequency C(u) with which
node u occurs in program run πr and (2) the frequency C(u, d) with which data
fact d is true in node u for program run πr. While C(u) can be determined very
easily, the computation of C(u, d) is based on monotone data flow problems [8]:
Whenever a node is reached, an associated function which describes the effect of
that node on the data flow information is executed (for the details on computing
C(u) and C(u, d) rf. to [9]).

Definition 1

Sbest(u, d) =

{
C(u,d)
C(u) if C(u) 6= 0,

0 otherwise.
(1)

The definition above combines both frequencies. If frequency C(u) of node u is
zero, then Sbest(u, d) is zero as well.

Table 1. Running example: Result of Abstract Run.

Sbest(u, d) d1 d2 d3 d4 C(u)
s 0 0 0 0 1
1 0 0 0.9 0 10
2 0 0 0.889 0 9
3 0 0 1 0 1
4 0.9 0.1 0.1 0 10
5 1 0 0 0 9
6 0 1 1 0 1
7 0 0 1 0.1 10
8 0 0 1 1 1

Table 1 summarizes the results of our running example with program run πr.
Columns correspond to definitions (d1 to d4), and rows to nodes of the control
flow graph. If Sbest(u, d) is 0, definition d does not reach node u (impossible
event). If Sbest(u, d) is 1, definition d reaches node u each time (certain event).
Any other numerical value in the range between 0 and 1 represents the proba-
bility for definition d reaching node u. E.g. consider Sbest(4, d1) and Sbest(4, d2).
Node 4 occurs in program run πr 10 times. Hence, the denominator of Equation
1 is 10 in both cases. To determine the number of times d1 and d2 reach node 4,
we trace definitions d1, d2 in execution path πr. Since edge 2 → 4 is executed 9
times, d1 reaches node 4 at least 9 times. Definition d1 is killed on edge 5 → 7 and
in the last iteration node 4 is entered through edge 3 → 4. Therefore, definition
d1 does not hold true in node 4 for the last iteration. Hence, the number of times
d1 reaches node 4 is 9 and Sbest(4, d1) = 9/10. Similarly, since edge 3 → 4 is
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executed once and d2 does not reach node 4 via edge 2 → 4, Sbest(4, d2) = 1/10.
Note that classical reaching definitions analysis yields that every definition can
reach each node except the start node. Nevertheless, an abstract run is not a
viable approach. The main drawback stems from the tremendous size of program
path πr and the resulting execution time.

d d d L1 2 3 4d 3: d d d L1 2 3 4d

4: d d d L1 2 3 4d

5: d d d L1 2 3 4d 6: d d d L1 2 3 4d

8: d d d L1 2 3 4d

7: d d d L1 2 3 4d

d d d L1 2 3 4d

1: d d d L1 2 3 4d

2:

s:

Fig. 2. Exploded flow graph of running example.

Ramalingam’s Approach. Ramalingam [13] presents a framework for finite bi-
distributive subset problems which estimates how often or with which probability
a fact holds true during program execution. It is based on exploded control flow
graphs introduced by Reps et al. [14] and Markov chains (with minor changes).
Fig. 2 depicts the exploded control flow graph (ECFG) of our running example.
The exploded control flow graph has N × DΛ nodes, where DΛ denotes data
fact set D extended by symbol Λ. Edges of the extended control flow graph
are derived from the representation relation (see [14]). Based on the ECFG, a
linear equation system in IR+ solves the expected frequencies which are used to
compute the probabilities: y(v, d) denotes the expected frequency for fact d to
hold true at node v, and y(v, Λ) gives the expected number of times that node
v is executed. Thus Prob(v, d) = y(v, d)/y(v, Λ) yields the probability for fact d
to hold true in node v. The linear equation system is given as follows.
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Ramalingam’s Equation System:
y(s, Λ) = 1

for all d in D:
y(s, d) = c(d)

for all v in N \ {s}: for all δ in DΛ:
y(v, δ) =

∑
(u,δ′)∈pred(v,δ)

p(u, v) ∗ y(u, δ′)

where pred(v, δ) denotes the set of predecessors of node (v, δ) in the ECFG
(v ∈ N , δ ∈ DΛ) and p(u, v) denotes the probability that execution will follow
edge u → v once u has been reached.

Table 2 lists the results of that approach for our running example. In com-
parison to Table 1, we can see deviations due to the reduction of the entire
path to simple edge probabilities and the assumption that an incoming edge is
independent from an outgoing edge. E.g. consider the probability of definition
d4 to reach node 6. Although the abstract run yields probability 0, the result
of Ramalingam’s approach is 0.299, since it cannot be recognized that node 6 is
always entered via path [3,4,6].

Table 2. Running example: Result of the history-independent approach.

Prob(u, δ) d1 d2 d3 d4 Λ

s 0 0 0 0 1
1 0.082 0.299 0.817 0.332 10
2 0.082 0.299 0.817 0.332 9
3 0.082 0.299 0.817 0.332 1
4 0.908 0.369 0.082 0.299 10
5 0.908 0.369 0.082 0.299 9
6 0.908 0.369 0.082 0.299 1
7 0.091 0.332 0.908 0.369 10
8 0.091 0.332 0.908 0.369 1

Table 3 lists the absolute deviations as a percentage. Except for start node s
the data facts deviate in a range between ±0.8% and ±91.9%. In the following
section we present a novel approach which takes execution history into account
and yields in this way significantly better results.

4 Two-Edge Approach

The main idea of our two-edge approach is to relate outgoing edges with incoming
ones. Instead of propagating information through nodes the two-edge approach
carries data flow information along edges in order to take execution history
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Table 3. Comparison of the History-Independent Approach vs. Abstract Run (0%
means that there is no deviation; maximum deviations are ±100%).

∆% d1 d2 d3 d4

s 0.0 0.0 0.0 0.0
1 8.2 29.9 -8.3 33.2
2 8.2 29.9 -7.2 33.2
3 8.2 29.9 -18.3 33.2
4 0.8 26.9 -1.8 29.9
5 -9.2 36.9 8.2 29.9
6 90.8 -63.1 -91.8 29.9
7 9.1 33.2 -9.2 26.9
8 9.1 33.2 -9.2 -63.1

into account. This is achieved by relating unknowns of the equation system to
ECFG edges. Let ŷ(v → w, d) denote the expected frequency for fact d to hold
true at node w under the condition that edge v → w has been taken, and let
ŷ(v → w, Λ) denote the expected number of times that edge v → w is executed.

Further, p(u, v, w) denotes the probability that execution will follow edge
v → w once it reaches edge u → v. Consequently, the sum of the probabilities
for all outgoing edges of edge u → v must be either one or zero1. Path profiling
techniques necessary to compute occurs([u,v,w], πr) are discussed in detail in
[19].

p(u, v, w) =

{
occurs([u,v,w],πr)
occurs(u→v,πr) if occurs(u → v, πr) 6= 0,

0 otherwise.
(2)

Next we introduce a function In to determine the set of preceding ingoing edges
of an edge. The function is derived from the exploded CFG. Fig. 3 depicts the
relation between an edge v → w with data fact δ and its preceding node u with
data fact δ′′.
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(u, δ′′)

(v, δ′)

(w, δ)

Fig. 3. Graphical visualization of function In

1 If there are no outgoing edges for edge u → v.
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Hence, In is given as follows,

In(v → w, δ) = {(u, δ′)|(u, δ′′) → (v, δ′) → (w, δ) ∈ ΠECFG} . (3)

where ΠECFG represents the set of paths in the exploded control flow graph.
Since we need a “root” edge, we introduce an artificial edge ε → s with pseudo

node ε. This artificial edge does not have any predecessor edge and the outgoing
edges of node s are successor edges. Note that pred(s) = {ε}. We associate the
initial values c(d) of the data flow analysis problem with the data facts of edge
ε → s. We further extend the probability p(ε, s, v): For node v, p(ε, s, v) is either
one (the program executes node v immediately after node s) or the probability
is zero (another subsequent node of node s was taken.)

Finally, we can describe the linear equation system for a general data flow
problem by the following formula. Once the equation system of edge unknowns
has been solved, the expected frequencies of data facts are determined by sum-
ming up the unknowns of the incoming edges as shown in Equation 7.

Two-Edge Equation System

ŷ(ε → s, Λ) = 1 (4)

for all d in D:
ŷ(ε → s, d) = c(d) (5)

for all v → w in E: for all δ in DΛ:

ŷ(v → w, δ) =
∑

(u,δ′)∈In(v→w,δ)

p(u, v, w) ∗ ŷ(u → v, δ′) (6)

for all w in N : for all δ in DΛ:

ŷ(w, δ) =
∑

u∈pred(v)

ŷ(v → w, δ) (7)

The two-edge approach generates a set of very simple linear equations. Con-
sequently, any of the standard algorithms for solving linear algebraic equations
can be used. Most of these algorithms have a worst case complexity of O(n3)
where n is the number of unknowns in the equation system. In the equation
system of the two-edge approach there exist (|E|+1)×|DΛ| unknowns. Clearly,
Ramalingam’s approach has less unknowns |N | × |DΛ| due to the fact that the
probabilities are related to nodes rather than edges. But the effort can be re-
duced by solving the equation system in two steps. In the first step we only solve
Λ unknowns, which only depend on Λ unknowns itself. In the second step we
solve data fact unknowns, which depend on Λ and data fact unknowns. Due to
the first step Λ unknowns become constants for the second step.

Standard algorithms for solving linear equation system are usually to inef-
ficient because they fail to utilize the extreme sparsity of the CFG. For our
purpose, we can adapt various elimination methods [16,1,17,8] (a good survey
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Fig. 4. Subgraph of Fig. 1 for node 1 annotated with edge probabilities.

can be found in [15]). These algorithms are often linear or almost linear in size
of the graph.

Clearly, the two-edge approach can be extended to a three-edge, four-edge, or
k-edge approach accordingly resulting in better probabilistic results. However,
the time required to solve the system of equations will increase as well. As shown
in our experimental section the two-edge approach yields for the SPECint95
benchmark suite very precise results. Hence, we believe that the two-edge ap-
proach is a good compromise between complexity and required precision.

In the following we present the differences between Ramalingam’s and our
two-edge approach for our running example. We illustrate the differences by
discussing equations of data flow facts. In the first case Ramalingam’s approach
overestimates the probabilities and in the second case underestimates them.

Case 1. Consider Fig. 4 and the equation at node 1 for definition d1. Since the
edge probability of 7 → 1 equals 9/10, the equations of Ramalingam’s approach
are given as follows:

y(1, d1) = 9/10 ∗ y(7, d1) + 1 ∗ y(s, d1)
y(7, d1) = y(5, d1) + y(6, d1)

Since y(s, d1) is initialized to zero, y(1, d1) depends solely on y(7, d1). Further,
definition d1 is killed on edge 5 → 7 which results in y(5, d1) to be zero and,
hence, y(7, d1) depends in turn solely on y(6, d1). Thus the value of y(6, d1)
is propagated to y(1, d1), although the path [6,7,1] is never executed. As a
consequence, the value of of y(1, d1) is too high compared with the result of the
abstract run.

Since in the two-edge approach the unknowns are related to edges rather
than nodes, the expected frequency of a data fact at a node is defined by the
sum of unknowns of all incoming edges:

ŷ(1, d1) = ŷ(s → 1, d1) + ŷ(7 → 1, d1)
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Fig. 5. Subgraph of Fig. 1 for node 6 annotated with edge probabilities.

Note that ŷ(s → 1, d1) is 0 because there is no reaching definition in start node
s. Only the second part of the sum needs to be considered.

ŷ(7 → 1, d1) = p(5, 7, 1) ∗ ŷ(5 → 7, d1) +
p(6, 7, 1) ∗ ŷ(6 → 7, d1)

The first part of the sum reduces to 0 since definition d1 is killed on edge 5 → 7.
The second part of the sum is 0 as well due to the fact that probability p(6, 7, 1)
is zero (path [6,7,1] is never taken). We obtain ŷ(1, d1) = 0, which perfectly
matches the result of the abstract run.

Case 2. Consider Fig. 5 and the data flow equation at node 6 for definition d2.
Since the edge probability of 4 → 6 is given by 1/10, we have for Ramalingam’s
approach the following equation:

y(6, d2) = 1/10 ∗ y(4, d2)

Note that on edge 3 → 4 variable Y is defined by d2, whereas edge 2 → 4 is
transparent for variable Y . Hence, definition d2 can reach node 6 also via path
[2,4,6] depending on execution history. Since execution history is not taken into
account, this results in a value less than probability 1 of the abstract run.

Again, for the two-edge approach, we are relating the unknowns to edges
resulting in ŷ(6, d2) = ŷ(4 → 6, d2), since node 4 is the only predecessor. By
weighting the incoming edges of node 4 with their probabilities we get:

ŷ(4 → 6, d2) = p(2, 4, 6) ∗ ŷ(2 → 4, d2) +
p(3, 4, 6) ∗ ŷ(3 → 4, d2).

Note that probability p(2, 4, 6) is zero and the first part of the sum vanishes since
path [2,4,6] is never taken. Probability p(3, 4, 6) is 1 according to Equation 2
since path [3,4,6] is always executed when edge 3 → 4 is reached. Therefore we
obtain

ŷ(4 → 6, d2) = ŷ(3 → 4, d2)

Definition d2 is executed on edge 3 → 4 and, hence, ŷ(3 → 4, d2) is equal to
ŷ(3 → 4, Λ). Since ŷ(3 → 4, Λ) denotes the number of times edge 3 → 4 occurs
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in the program run, ŷ(3 → 4, Λ) equals 1. Finally, we substitute backwards and
gain ŷ(6, d2) = 1 which perfectly matches the result of the abstract run.

It is important to stress that our method, which is based on relating outgoing
edges to incoming ones, can trace rather complicated flow graph paths. E.g. we
get that definition d3 reaches node 6 each time (i.e. probability equals 1): Thus
our method finds out that edge 5 → 7 has been executed prior to node 6 in
one of the previous loop iterations and that definition d3 has not been killed by
taking edge 2 → 4 before execution arrives at node 6.

For the running example the solution of our two-edge approach is identical
to the best solution Sbest of the abstract run as shown in Table 1, whereas
Ramalingam’s approach significantly deviates from the abstract run as shown in
Table 3.

5 Experimental Results

In our experiments we address two issues. First, we show that for the two-
edge approach the analysis results are significantly better. We illustrate this
by analyzing the SPECint95 benchmark suite. Second, we demonstrate that
probabilistic data flow analysis frameworks are viable even for larger programs,
since in most cases the original equation system can be reduced considerably
and the remaining equations are usually trivial ones with a constant or only one
variable on the right-hand side.

The compilation platform for our experiments is GNU gcc. We integrated
abstract run, Ramalingam’s one-edge approach, and the two-edge approach. To
evaluate Ramalingam’s approach and the two-edge approach we have chosen
SPECint95 as benchmark suite and the reaching definitions problem as reference
data flow problem. The profile information has been generated by running the
training set of SPECint95. Of course, the same training set has been used for
the abstract run as well.

Probabilistic Data Flow Results. In our first experiment we have compared the
deviations of the two-edge approach from the abstract run with the deviations
of the one-edge approach from the abstract run. For each benchmark program
of SPECint95 we added the absolute deviations for each CFG node and each
data flow fact. The ratio of the sums of the two-edge approach over the one-edge
approach is shown in Fig. 6. The improvement for SPECint95 is in the range of
1.38 for vortex up to 9.55 for li. The experiment shows that the results of the
two-edge approach compared to the one-edge approach are significantly better.

Above we have shown that the results of the two-edge approach are sig-
nificantly better than the results of the one-edge approach, but maybe both
solutions deviate substantially from the theoretically best solution. Hence, we
executed the abstract run to get the theoretically best solution and compared
it with the two-edge approach. For each benchmark program of SPECint95 we
calculated for all CFG nodes and data flow facts the mean of deviations of the
probabilities. The results are shown in Fig. 7. The mean of deviations is between
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SPECint95 Improvement Ratio
go 1.95

m88ksim 2.26
gcc 2.54

compress 3.28
li 9.55

ijpeg 4.20
perl 2.44

vortex 1.38

Fig. 6. SPECint95: Improvement ratio of two-edge approach compared to Rama-
lingam’s one-edge approach.

SPECint95 Av. Prob ∆ Function hits
go 1.72 42.6%

m88ksim 0.31 87.9%
gcc 0.41 76.8%

compress 0.36 78.9%
li 0.11 94.2%

ijpeg 0.20 92.2%
perl 0.16 89.9%

vortex 0.16 92.4%

Fig. 7. SPECint95: Comparison two-edge approach with abstract run.

0.11% for li and 1.72% for go. The reason for this excellent result is that usually
programs execute only a small fraction of the potential paths. For non-executed
CFG nodes the result of the two-edge approach always coincides with the prob-
ability of the abstract run (namely zero), since the two-edge probability (Equ.
2) yields zero. Hence, we did a second comparison which is more meaningful. We
calculated the percentage of functions for which the two-edge approach coincides
with the abstract run. The function hits reaches for the two-edge approach from
42.6% for benchmark go up to 94.2% for li which is an excellent result as well.

Effort for Solving Linear Algebraic Equation Systems. In general, the worst
case complexity for solving linear algebraic equation systems is O(n3) with n
denoting the number of unknowns. The number of unknowns for the original
one-edge and two-edge equation system as described in Sections 3 and 4 can be
rather big. However, unknowns, which are related to control flow nodes or edges
which are not visited during the profile run, can be removed immediately. In the
SPECint95 suite only 48.2% of the original unknowns of the one-edge approach
have to be computed; for the two-edge approach 40.5% of the original unknowns
need to be solved.

Moreover, the structure of the equations for the SPECint95 suite is rather
simple. For the one-edge approach 54.3% of the equations are trivial ones with
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constants on the right-hand side only. Similarly, for the two-edge approach we
have a percentage rate of 58.8% equations with constants on the right-hand
side. For both approaches only about 1.6% of the equations have more than two
variables (up to 150) on the right-hand side. Hence, a linear equation solver for
sparse systems is of key importance.
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Fig. 8. Time to solve unknowns.

We have chosen an elimination framework introduced by Sreedhar et al.[16],
which was originally developed to solve classical bit-vector problems on con-
trol flow graphs. Especially, for our extremely sparse equation system Sreed-
har’s framework is well suited. In Fig. 8 a data point represents the number
of unknowns for a C-module of SPECint95 and the time in seconds to solve
the unknowns. Here, we have measured the graph reduction and propagation
of Sreedhar’s framework without setting up DJ-graphs2 and without setting up
the equations itself which takes additionally time since profile data must be ac-
cessed. The left graph depicts the measurements of Ramalingam’s approach –
the right graph shows the measurements of the two-edge approach. It is really
remarkable that Sreedhar’s algorithm nearly works linear on extremely sparse
equation systems. The measurements were taken on a Sun Ultra Enterprise 450
(4x UltraSPARC-II 296MHz) with 2560MB RAM.

6 Related Work

Several approaches have been proposed which take advantage of profile informa-
tion to produce highly efficient code.

Ramalingam [13] presents a generic data flow framework which computes
the probability that a data flow fact will hold at some program point for finite
2 To set up DJ-graphs dominator trees are required. Recently, linear algorithms were

introduced[4].
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bi-distributive subset problems. The framework is based on exploded control
flow graphs introduced by Reps, Horwitz, Sagiv [14] and on Markov-chains.
Contrary to our approach, execution history is not taken into account. To our
best knowledge we are not aware of any other execution history based approach.
Optimizations based on PDFAs are presented in [10,11].

Alternatively, Ammons and Larus [2] describe an approach to improve the
results of data flow analysis by identifying and duplicating hot paths in the
program’s control flow graph resulting in a so-called hot path graph in which
these paths are isolated. Data flow analysis applied to a hot path graph yields
more precise data flow information. The goal of this approach differs from our
work. We improve the precision of a probabilistic data flow solution and do not
modify the control flow graph in order to enable heavily executed code to be
highly optimized.

Finally, profile information is used by several researchers for specific opti-
mization problems in order to get better results (e.g. [6,5,12,7,3,18]).

7 Conclusion

Probabilistic data flow frameworks set forth new directions in the field of opti-
mization. We presented a novel, practicable probabilistic data flow framework
which takes execution history into account by relating outgoing edges to incom-
ing ones. In this way we achieve significantly better results. Practical experiments
which have been performed for the SPECint95 benchmark suite showed that the
two-edge approach is feasible and the precision of the probabilistic results is
sufficient.
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Imperative Program Transformation by
Rewriting

David Lacey and Oege de Moor

Oxford University Computing Laboratory

Abstract. We present a method of specifying standard imperative pro-
gram optimisations as a rewrite system. To achieve this we have extended
the idea of matching sub-terms in expressions with simple patterns to
matching blocks in a control flow graph. In order to express the complex
restrictions on the applicability of these rewrites we add temporal logic
side conditions. The combination of these features allows a flexible, high
level, yet executable specification of many of the transformations found
in optimising compilers.

1 Introduction

Traditional rewrite systems are good for expressing transformations because:

– Rewrites tend to be very succinct in their specification.
– The represented transformation is intuitively expressed. Rewrite patterns

express the required partial structure of transformable terms in an explicit
way.

– There are existing approaches to combining rewrite sets via strategies and
reasoning about their properties such as confluence, soundness and termina-
tion.

A lot of the success of expressing program transformations by rewriting has
been for purely functional programs. However, rewriting imperative programs
is problematic. One of the main reasons for this is that the conditions under
which it is possible to apply a rewrite are hard to describe. Many rewrite systems
work by transforming abstract syntax trees and to decide applicability one needs
complex definitions to analyse these trees. The conditions are easier to specify
if the program is represented by its control flow graph but it is not obvious how
to specify rewrites on graphs.

This paper tackles these problems in two ways. Firstly, a pattern matching
language is developed that detects patterns in programs represented by their
control flow graph. Secondly, we use a language for specifying applicability con-
ditions on rewrites using temporal logic constructs for reasoning over the graph.
This leads to a language which is capable of expressing many common trans-
formations on imperative programs found in optimising compilers. To give an
impression of our approach, here is the specification (which will be described in
detail during the paper) of the optimising transformation constant propagation.
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It says that an assignment x := v (where v is a variable) can be replaced by
x := c if the “last assignment” to v was v := c (where c is a constant). The side
condition formalises the notion of “last assignment”, and will be explain later in
the paper:

n : (x := v) =⇒ x := c
if

n ` A4(¬def(v) U def(v) ∧ stmt(v := c))
conlit(c)

The rewrite language has several important properties:

– The specification is in the form of a rewrite system with the advantages of
succinctness and intuitiveness mentioned above.

– The rewrite system works over a control flow graph representation of the
program. It does this by identifying and manipulating graph blocks which
are based on the idea of basic blocks but with finer granularity.

– The rewrites are executable. An implementation exists to automatically de-
termine when the rewrite applies and to perform the transformation just
from the specification.

– The relation between the conditions on the control flow graph and the op-
erational semantics of the program seems to lend itself to formal reasoning
about the transformation.

The paper is organised as follows. §2 covers earlier work in the area and
provides the motivation for this work. §3 describes our method of rewriting over
control graphs. §4 describes the form of side conditions for those rewrites. §5
gives three examples of common transformations and their application when
given as rewrites. §6 discusses what has been achieved and possible applications
of this work.

2 Background

Implementing optimising transformations is hard: building a good optimising
compiler is a major effort. If a programmer wishes to adapt a compiler to a
particular task, for example to improve the optimisation of certain library calls,
intricate knowledge of the compiler internals is necessary. This contrasts with the
description of such optimisations in textbooks [1,3,26], where they are often de-
scribed in a few lines of informal English. It is not surprising, therefore, that the
program transformation community has sought declarative ways of programming
transformations, to enable experimentation without excessive implementation ef-
fort. The idea to describe program transformations by rewriting is almost as old
as the subject itself. One early implementation can be found in the TAMPR
system by Boyle, which has been under development since the early ’70s [8,9].
TAMPR starts with a specification, which is translated to pure lambda calculus,
and rewriting is performed on the pure lambda expressions. Because programs
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are represented in a functional notation, there is no need for complex side condi-
tions, and the transformations are all of a local nature. OPTRAN is also based
on rewriting, but it offers far more sophisticated pattern matching facilities [24].
A yet more modern system in the same tradition is Stratego, built by Visser [32].
Stratego has sophisticated mechanisms for building transformers from a set of
labeled, unconditional rewrite rules. Again the published applications of Strat-
ego are mostly restricted to the transformation of functional programs. TrafoLa
is another system able to specify sophisticated syntactics program patterns [20].

It would be wrong, however, to suggest that rewriting cannot be applied in an
imperative setting. For instance, the APTS system of Paige [27] describes pro-
gram transformations as rewrite rules, with side conditions expressed as boolean
functions on the abstract syntax tree, and data obtained by program analyses.
These analyses also have to be coded by hand. This is the norm in similar sys-
tems that have been constructed in the high-performance computing community,
such as MT1 [7], which is a tool for restructuring Fortran programs. Other trans-
formation systems that suffer the same drawback include Khepera [15] and Txl
[11].

It is well known from the compiler literature that the program analyses nec-
essary in the side conditions of transformations are best expressed in terms of
the control flow graph of an imperative program. This has led a number of re-
searchers, in particular Assman [4] and Whitfield and Soffa [33] to investigate
graph transformation as a basis for optimising imperative programs. Whitfield
and Soffa’s system, which is called Genesis, allows the specification of transfor-
mations in a language named Gospel. Gospel has very neat declarative specifi-
cations of side conditions (referring to the flow graph), but modifications of the
program are carried out in a procedural manner. Assmann’s work, by contrast,
is much more declarative in nature since it relies on a quite general notion of
graph rewriting. One advantage of this approach is that certain conditions on
the context can be encoded as syntactic patterns. It is impossible, however, to
make assertions about program paths. This restriction is shared by Datalog-like
systems expressing program analyses as logic programs [12].

A number of researchers have almost exclusively concentrated on elegant
ways of expressing the side conditions of transformations, without specifying
how the accompanying transformations are carried out. For example, Sharlit
[30] is a tool for generating efficient data flow analyses in C. It is much more
expressive than the limited notation of the tools discussed above, but the user
has to supply flow functions in C, so the specifications are far from declarative.
However, several systems (for example BANE [2] and PAG [25]) provide a more
elegant system of automatically generating dataflow information from recursive
sets of dataflow equations.

The work of Bernhard Steffen provides a new approach in the field. In a
pioneering paper [28], Steffen showed how data flow analyses could be specified
through formulae in temporal logic. Steffen’s descriptions are extremely concise
and intuitive. In a series of later papers, Steffen and his coworkers have further
articulated the theory, and demonstrated its practical benefits [22,23,29].
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The present paper builds on Steffen’s ideas, combining it with a simple notion
of rewriting on control flow graphs, and introducing a kind of logical variable
so that the applicability conditions can be used to instantiate variables on the
right-hand side of a rewrite rule.

3 Rewriting Flow Graphs

3.1 Rewrite Systems

Rewrites specify a tranformation between two objects. Usually these objects are
tree-like expressions but they may also be more general graph structures. They
consist of a left hand side pattern, a right hand side pattern and (optionally) a
condition. We shall express this in the following manner:

LHS =⇒ RHS if Condition

A pattern expresses a partial structure of an object. It will contain free
variables, denoting parts of the structure that are unknown. For each pattern
there will be a set of objects that have the same partial structure as the pattern.
Objects of this set match the pattern. Any rewrite system needs a matching
algorithm that determines whether an object matches a pattern. When a pattern
matches then the free variables in the pattern will correspond to known parts of
the matching object. So we can talk about the matching substitution that maps
the free variables to these known parts.

The rewrite is implemented by finding a sub-object of the object we are trans-
forming which matches the left hand side pattern with matching substitution θ.
The matching sub-object is replaced by the right hand side, where variables are
instantiated by θ.

3.2 Representations of Programs

The imperative programs we wish to transform consist of program statements
linked together by various control structures. To transform these programs we
have a choice of representations. The program statements themselves are natu-
rally expressed as syntax trees but this is not necessarily the best way to repre-
sent the control structure of a program. Figure 1 gives an example of a simple
program and two possible representations.

Expression Trees. Expression trees are the most common objects used for
rewriting. The advantage is that sub-term replacement is a simple operation.
However, reasoning about dataflow properties is difficult in this representation.



56 D. Lacey and O. de Moor

i := 0;
while (i ¡ N ) do
a[i] := i*i ;
i := i + 1

end while

while

i < N

i := 0

a[i] := i * i i := i + 1

;

;

Fig. 1. A simple program and two representations

Control Flow Graphs. The control flow graph treats statements as nodes
and edges as possible control flow of the program. If the edges are labelled for
conditional jumps it can characterise the program. This allows side conditions
to be expressed more simply but patterns over graphs are more complicated.
For many structured transformations these pattern matching problems can be
overcome however, so this is the representation we chose to work with.

Often the control flow graph is used as an intermediate representation in
compilers on which optimising transformations are performed. This is another
reason for choosing the CFG as our representation.

The representation chosen here is over a fairly simple and naive language. In
particular there is no notion of pointers or aliasing.

3.3 Graph Blocks and Graph Rewriting

We concentrate on the notion of single-entry-single-exit regions as our objects
of rewriting. For convenience we will refer to these regions as graph blocks. The
term hammocks is sometimes used for this, but the use of this terminology is
inconsistent, as pointed out in [21]. Often analysis in compilers is in terms of
basic blocks, these are also graph blocks but tend to be specified as not containing
cycles and maximal with respect to this property. We do not put this restriction
on graph blocks since we need a finer granularity to specify transformations.

Any single node is a graph block, as is an entire program. Also, for many
structured programs (not containing arbitrary goto statements), any sequence
of statements also corresponds to a block in the control flow graph.

The restriction of objects for rewriting from general graphs to graph blocks
allows us to easily specify a language for expressing patterns over graph blocks.
The most elementary pattern is just a free variable representing any graph block
and we will represent these variables by lower case Roman letters.

Any single node is a graph block, so one would like a way of specifying a
single node. The important property we wish to match for a node is its associated
program statement. Since this is just a term we can create patterns for these in
the usual way. We can then specify in block patterns that a statement pattern
matches any graph block consisting of a single node that matches the statement
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Fig. 2. A graph block pattern

pattern1. Sometimes, it is useful to have a free variable which gives a name to
such a block, in which case the statement pattern is prefixed by a free variable
and a colon. Here are a couple of examples:

x := i
n : (y := z ∗ x)

The simplest way in which blocks are related is by sequencing together. This
is expressed by the ; operator in the pattern language. So a pattern a; b will match
the union of a block which matches a and a block which matches b, providing
the exit of a has a sequential successor that is the entry to b.

The final operator we used in our matching language is that of a context. This
is used to express the idea of a block that contains another block. So the pattern
a[b] will match a block that matches a, and futhermore contains a sub-block
matching b.

Overall, the grammar of the matching language is:

<block pattern> ::= <var>
| <var>:<statement pattern>
| <var>[<block pattern>]
| <block pattern> ; <block pattern>

To illustrate, Figure 2 pictorially shows the pattern:

a[n : (i := j ∗ k); b; x := y]

During rewriting a pattern may match with an empty subgraph. In this case
we see this as being equivalent to matching a single node with performs no
operation. This is required for construction of the new graph created by the
rewrite.

4 Side Conditions

The applicability conditions of a rewrite are expressed as side conditions which
place restrictions on what objects can be matched to the free variables in the
left hand side pattern of the rewrite. The language of conditions presented here
is not claimed in any way to be complete, but it suffices to specify many of the
standard transformations found in optimising compilers.
1 There is an ambiguity here as a statement pattern could also be just a single free

variable, but we stipulate that this is a block pattern and not a statement pattern.
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These restrictions are specified by propositions containing the free variables
found in the rewrite which must hold of the objects matching those variables.
There are simple restrictions one may make about expressions used by statements
such as whether they consist of just a constant or variable literal. These primitive
conditions are listed in Figure 3. For example, one may specify the following
rewrite which performs a limited form of constant propagation:

x := c; y := x =⇒ x := c; y := c if conlit(c)

These basic conditions can be combined with standard propositional logic
operators (∧,∨,¬) to form more complex propositions. For example, here is the
same limited constant propagation rewrite that only propagates something that
is a constant literal and has type ShortInt:

x := c; y := x =⇒ x := c; y := c if conlit(c) ∧ type(c, ShortInt)

True Always holds
False Never holds
conlit(x) Holds if x is a constant literal
varlit(x) Holds if x is a variable literal
type(x, t) Holds if x is of type t

Fig. 3. Basic conditions

These conditions allow us to specify restrictions on statements in the control
flow graph but not on how the nodes in the graph relate to each other. The paper
by Steffen [29] shows that temporal logic is a very succinct way of specifying
dataflow properties. This is the approach we take here.

The restriction on nodes in the control flow graph are expressed as a sequent.
This is a formula of the form:

n ` TempForm

Where TempForm is a temporal formula whose syntax is described below.
A sequent can be read as saying that a formula “holds at” or “is satisfied by” a
particular node.

Fig. 4. A sample control flow graph
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def(x) The variable x is defined at this node.
use(x) The variable x is used at this node.
node(n) This node is n
stmt(p) The statement associated with this node matches pattern p

Fig. 5. Basic temporal conditions

The most basic things we want to know about a node are its identity and
the associated program statement. The syntax for the latter is:

n ` stmt(StmtPattern)

So the following formula would hold in Figure 4 with the substitution {n 7→
node 2, x 7→ i, a 7→ i, b 7→ 2}:

n ` stmt(x := a + b)

A couple of useful predicates derived from stmt are def(x) and use(x), these
are described in Figure 5.

Identity is specified using the temporal predicate node. For example:

n ` node(m)

This formula holds for any substitution that maps n and m to the same node.
This facility is useful when combined with the other temporal constructors.

We need ways to relate nodes to each other. This is done via the four temporal
constructors described in Figure 6. The first and third, EX and AX specify the
relation between a node and its immediate successors. For example, the formula
below states that node n has a successor that is node m, thus restricting n and
m to be related as such in the control flow graph:

n ` EX(node(m))

In Figure 4, a substitution satisfying this formula is {m 7→ node 4, n 7→
node 3}.

We may not be interested in only successors to a node but predecessors also.
Putting a 4 next to a constructor specifies predecessors instead of successors.
For example, the same relation as above can be expressed as:

m ` EX4(node(n))

These constructors express relations between immediate successors or prede-
cessors. However, many relations are between nodes which have paths of multiple
edges between them. To express these relations we appeal to the until operators
of computational tree logic (A(. . . U . . .), E(. . . U . . .)) [10]. These are predicates
on paths in the control flow graph. A path is a (possibly infinite) sequence of
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EX(f1) There exists a successor of this node such that f1 is sat-
isfied at that successor.

E(f1Uf2) There exists a path from this node to a node n such
that every node on that path up to but not including n
satisfies f1 and n satisfies f2.

AX(f1) All successors of this node satisfy f1
A(f1Uf2) Every path from this node is either infinite with all the

nodes on the path satisfying f1, or finite such that f1 is
satisfied on every node until a node that satisfies f2.

Fig. 6. Temporal constructors

nodes < n1, n2, . . . > such that each consecutive pair (ni, ni+1) is an edge in the
control flow graph. The formula n ` E(f1Uf2) holds if a path exists, starting at
n such that f1 is true on this path until f2 is true on the final node. That is,
we have a finite non-empty path < n1, n2, . . . , nN > such that n1 = n, for all
1 ≤ i ≤ N − 1: ni ` f1 and nN ` f2. For example the following formula holds if
there is a path from node n to node m such that every node on that path does
not define x2 :

n ` E(¬def(x) U node(m))

For example, this formula would match the graph in Figure 4 with substitu-
tion {n 7→ node 3, x 7→ i, m 7→ node 1}3.

The universal until operator: n ` A(f1 U f2), says that every path starting
at n is either infinite with every node satisfying f1 or finite with a prefix that
satisfies f1 until a point where f2 is satisfied. Note that here the logic deviates
slightly for standard CTL in that in the universal case we use the weak version
of the until operator.

As with the EX/AX constructors we can look at paths that follow predeces-
sor links instead of successor links. So E4(. . . U . . .) and A4(. . . U . . .) look at
paths running backwards through the control flow graph.

The temporal operators find paths over the entire control flow graph. Some-
times it is necessary to restrict their scope. For example, the following formula
says that all paths, whose nodes all lie within the graph block b, satisfy True
until def(x) :

A[b](True U def(x))

This would hold in Figure 4 for substitution {a 7→ nodes 1 to 4, x 7→ i}.
Sequents of the form n ` TempForm are good for reasoning about nodes in

the graphs. However, the block patterns described in section 3 can result in free
2 Note here that the U operator has weakest precedence amongst the logical operators.
3 This is not the only substitution that will provide a match for that formula on that

graph.
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variables standing for graph blocks. We extend the idea of sequents to deal with
graph blocks in the following four ways:

all(a) ` TempForm
exists(a) ` TempForm
entry(a) ` TempForm
exit(a) ` TempForm

Respectively, these correspond to the statements “every node in the block
satisfies . . . ”, “there exists a node in the block satisfying . . . ”, “the entry of the
block satisfies . . . ” and “the exit of the block satisfies . . . ”.

Fresh Variables. In many rewrite systems the only free variables that can occur
in a rewrite are on the left hand side of the rewrite. However, the free variables
in a condition may be so constrained that they can be used to construct the right
hand side without appearing in the left hand side. For example, the following
rewrite has a side condition that all predecessors are of the form v := c. This
will restrict the value of c so it can be used in the right hand side:

x := v =⇒ x := c if AX4(stmt(v := c))

Our use of free variables in logical predicates (where there may be several
possible satisfying substitutions) is similar to logic programming. It is a very
important extension to the rewrite language, allowing conditions to interact
more directly with the rewrite.

In line with the similarity to logic programming it is useful to have some
evaluating predicates in the side conditions. In particular, the condition below
states that x must equal the value of y multiplied by z:

x is y × z

This predicate is only meaningful when x,y and z match constant numeric
literals.

5 Examples

5.1 Constant Propagation

Constant propagation is a transformation where the use of a variable can be
replaced with the use of a constant known before the program is run (i.e. at
compile time).

The standard method of finding out if the use of a variable is equivalent
to the use of constant is to find all the possible statements where the variable
could have been defined, and check that in all of these statements, the variable
is assigned the same constant.



62 D. Lacey and O. de Moor

Fig. 7. Possibly transformable code snippet

The rewrite itself is simple4:

n : (x := v) =⇒ x := c

Evidently we need restrictions on v and c. The idea is that if we follow all
paths of computation backwards from node n, then the first definition of v we
come to must be of the form v := c. The paths of computation backwards from
node n are just the backwards paths from n in the control flow graph. We want
to check all of them so the A4(..U..) constructor is appropriate. To fit into the
“until” path structure we can note that requiring the first definition on a path
to fulfill a property is the same as saying the path satisfies non-definition until
a point where it is at a definition and the property holds. This gives us the
condition:

n : (x := v) =⇒ x := c if n ` A4(¬def(v) U def(v) ∧ stmt(v := c))
conlit(c)

The language we use to specify rewrites is quite powerful and, unsurprisingly,
one can specify transforms in different ways which have subtle variations in
behaviour. Another way of looking at constant propagations is that it rewrites
a program consisting of a constant assignment to a variable which is itself used
after some intermediate block of code. This leads us to form a rewrite thus:

v := c; a; x := v =⇒ v := c; a; x := c

Here the condition needed is that v is not redefined in block a. This is simple
to express as:

v := c; a; x := v =⇒ v := c; a; x := c if all(a) ` ¬def(v)
conlit(c)

However, this formulation will not transform the program fragment shown
in Figure 7 (in that the graph does not match the LHS of the rewrite) whereas
the former formulation would. This shows that different specifications can vary
in quite subtle ways and reasoning about equivalence probably requires a more
formal treatment.

4 This rewrite tackles one kind of use of the variable v. Other similar rewrites can be
formed for other uses (e.g. as operands in a complex assignment)
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5.2 Dead Code Elimination

Dead code elimination removes the definition of a variable if it is not going to
be used in the future. The rewrite simply removes the definition:

n : (x := e) =⇒ skip

The condition on this rewrite is that all future paths of computation do not
use x. Another way of looking at this property is to say that there does not
exist a path that can find a node that uses x. This can be specified using the
E(. . . U . . .) construct. However, care is required, since we do not care if x is
used at node n. So we can specify that for all successors of n, there is no path
of computation that uses x:

n : (x := e) =⇒ skip if n ` AX(¬E(True U use(x)))

Note that for this rule and the one above, while providing illustrative exam-
ples, may not perform all the constant propagations or dead code elimination
one may want. In particular, if a variable is not truly dead but faint [16]. These
optimisations would require more complicated rules combined with other trans-
formations such as copy propagation.

5.3 Strength Reduction

Strength reduction is a transformation that replaces multiplications within a loop
structure into additions that compute the same value. This will be beneficial if
the computational cost of multiplication is greater than that of addition.

For example, the following code:

i := 0;
while (i < N) do

j := i * 3;
a[i] := j;
i := i + 1;

end while

Could be transformed to:

i := 0;
j := 0;
while (i < N) do

a[i] := j;
i := i + 1;
j := j + 3;

end while
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Fig. 8. Pattern for loop strengthening

Fig. 9. After the strengthening transformation

The pattern here is that a variable i is incremented by a constant each time
in the loop and the variable j is calculated by multiplying i by a constant value.
The pattern as it would occur in a control flow graph is shown in Figure 8. It
can be captured using our graph matching language by:

a[n : (j := i ∗ k); b; m : (i := i + d)]

The transformed code will be of the form given in Figure 9. This can be
specified as:

j := i ∗ k; a[b; i := i + d; j := j + step]

Obviously appropriate conditions are needed that restrict the value of step.
This can be calculated as such:

step is k × d

For the rewrite to be valid we stipulate both k and d to be constant literals.
Therefore we add the condition:

conlit(k) ∧ conlit(d)

The transformation depends on the fact that the node m and node n are the
only points in the loop that define i or j respectively. This can be stipulated by
saying that for every node in graph block a either we do not define i, or we are
at node m and either we do not define j, or we are at node n:

all(a) ` ¬def(i) ∨ node(m) ∧ all(a) ` ¬def(j) ∨ node(n)

Finally, this rewrite can only produce a benefit if the block a is indeed a
loop. To specify this we can use the observation that a is a loop if the entry to a
has a predecessor in a. That property is conveniently phrased using a temporal
operator that has reduced scope. If the entry to a has a predecessor within a
then this predecessor must also be a descendant of the entry of a:
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entry(a) ` EX4[a](True)

The condition is equivalent to saying that the entry to the block a is a loop
header which has a back edge connected to it. Putting everything together,
strength reduction is captured by:

a[n : (j := i ∗ k); b; m : (i := i + d)]
=⇒

j := i ∗ k; a[b; i := i + d; j := j + step]
if

step is k × d
conlit(k)
conlit(d)
all(a) ` ¬def(i) ∨ node(m)
all(a) ` ¬def(j) ∨ node(n)
entry(a) ` EX4[a](True)

6 Discussion and Future Work

6.1 Summary

This paper has demonstrated with a few examples a method of specifying im-
perative program transformations as rewrites. It is the authors’ belief that these
specifications are clear and intuitive. The approach combines techniques from
program optimisation, rewriting, logic programming and model checking.

6.2 Implementation

The rewrite language presented has been specifically designed to express exe-
cutable specifications. A small prototype system has already been implemented
covering some of the specification language to automatically execute rewrites on
simple programs.

The implementation is built around a constraint solving system. A left hand
pattern can be seen as a constraint on the free variables in the pattern. The side
conditions can be viewed in the same way. The rewrite engine translates the left
hand side pattern and the side conditions into one constraint set with is then
resolved into normal form. The normal form for this constraint set provides a
list of matching substitutions that obey the restrictions in the side conditions.
An interesting aspect of the implementation is the path finding algorithm which
implements model checking fixed point algorithms [10] raised to the level of
constraints.

Currently, the implementation is not as efficient as if one had hand-coded
the transformations. However, this is to be expected due to the general nature
of our approach. Initial experimentation shows that the performance does not
terminally degrade for non-trivial (∼400 lines) sized programs. We believe that
a workable efficiency could be achieved with more efficient constraint representa-
tions and the addition of code that caches and incrementally updates information
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obtained while checking/applying different rewrites to the code. In addition it
may be useful in future to extend to language to let the user specify which
common side conditions could be factored out of the rewrites to be calculated
together. Greater detail of the implementation should appear in a future paper.

6.3 Future Work

Semantics. The semantics of the rewrites are well defined in terms of the control
flow graph. The control flow graph has a well defined relation to the semantics of
the program. By formalising these relations we hope to develop general methods
for establishing certain properties of the transformations we express, such as
soundness or when the transformation is performance improving.

Annotated/Active Libraries. The example transformations presented in this
paper are general ones to be applied to any program. These are well known and
implemented in many compilers. However, code that is specialised to some spe-
cific purpose or particular architecture can be particularly amenable to certain
specialised optimisations. To implement these optimisations automatically in
“traditional” compilers involves detailed knowledge of the compiler design and
implementation which is not available to everyone. Active libraries [31] try and
bridge the gap between the optimising compiler and the library writer. The idea
is that the library is annotated with domain specific information to help the
compiler perform optimisations. Engler and his team at Stanford have explored
the idea in some depth, and illustrated the possibilities in on wide variety of
examples [13,14].

The rewrite language we have presented seems an ideal language for express-
ing different optimisations as annotations to a library. We hope to experiment
with different domains/architectures to see how useful it would be. An good
starting point might be to compare our language of optimising annotations with
that of the Broadway compiler constructed by Guyer and Lin [17,18,19]. That
work shares our concern that optimisations should be specified in a simple declar-
ative style.
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Abstract. Efficient implementation of DSP applications is critical for
embedded systems. However, current applications written in C, make ex-
tensive use of pointer arithmetic making compiler analysis and optimisa-
tion difficult. This paper presents a method for conversion of a restricted
class of pointer-based memory accesses typically found in DSP codes into
array accesses with explicit index functions. C programs with pointer ac-
cesses to array elements, data independent pointer arithmetic and struc-
tured loops can be converted into semantically equivalent representations
with explicit array accesses. This technique has been applied to several
DSPstone benchmarks on three different processors where initial results
show that this technique can give on average a 11.95 % reduction in exe-
cution time after transforming pointer-based array accesses into explicit
array accesses.

1 Introduction

Embedded processors now account for the vast majority of shipped processors
due to the exponential demand in commodity products ranging from cell-phones
to power-control systems. Such processors are typically responsible for running
digital signal processing (DSP) applications where performance is critical. This
demand for performance has led to the development of specialised architectures
hand-coded in assembly. More recently as the cost of developing an embedded
system becomes dominated by algorithm and software development, there has
been a move towards the use of high level programming languages, in particular
C, and optimising compilers. As in other areas of computing, programming in
C is much less time consuming than hand-coded assembler but this comes at a
price of a less efficient implementation due to the inability for current compiler
technology to match hand-coded implementations.

To balance the requirement of absolute performance against program de-
velopment time, there has been a move to tuning C programs at the source
level. Although these tuned programs may perform well with the contemporary
compiler technology for irregular DSP architectures [6], such program tuning
frequently makes matters worse for optimising compilers for modern DSPs with
large, homogeneous register sets and regular architectures. In particular, DSP
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Example 1.1 Original pointer-based array traversal

int *p_a = &A[0] ;
int *p_b = &B[0] ;
int *p_c = &C[0] ;

for (k = 0 ; k < Z ; k++)
{

p_a = &A[0] ;
for (i = 0 ; i < X; i++)
{

p_b = &B[k*Y] ;
*p_c = *p_a++ * *p_b++ ;
for (f = 0 ; f < Y-2; f++)

*p_c += *p_a++ * *p_b++ ;
*p_c++ += *p_a++ * *p_b++ ;

}
}

applications make extensive use of pointer arithmetic as can be seen in the DSP-
stone Benchmarks [13]. Furthermore in [10] programmers are actively encouraged
to use pointer based code in the mistaken belief that the compiler will generate
better code.

This paper is concerned with changing pointer based programs typically
found in DSP applications into an array based form amenable to current compiler
analysis. In a sense we are reverse engineering “dusty desk” DSP applications
for modern high-performance DSPs.

In the next section we provide a motivating example using a typical DSP
program and how our technique may transform it into a more efficient form.
Section 3 describes the general algorithm and is followed in section 4 by an eval-
uation of our technique on a set of benchmarks from the DSPstone suite across
three platforms. Section 5 describes related work in this area and is followed in
section 6 by some concluding remarks.

2 Motivation

Pointer accesses to array data frequently occur in typical DSP programs that are
tuned for DSPs with heterogeneous register sets and irregular data-paths. Many
DSP architectures have specialised Address Generation Units (AGUs) [5], but
early compilers were unable to generate efficient code for them, especially in pro-
grams containing explicit array references. Programmers, therefore, used pointer-
based accesses and pointer arithmetic within their programs in order to give
“hints” to the early compiler on how and when to use post-increment/decrement
addressing modes available in AGUs. For instance, consider example 1.1, a ker-
nel loop of the DSPstone benchmark matrix2.c. Here the pointer increment



Compiler Transformation of Pointers to Explicit Array Accesses 71

Example 2.1 After conversion to explicit array accesses

for (k = 0 ; k < Z ; k++)
for (i = 0 ; i < X; i++)
{

C[X*k+i] = A[Y*i] * B[Y*k];
for (f = 0 ; f < Y-2; f++)

C[X*k+i] +=
A[Y*i+f+1] * B[Y*k+f+1];

C[X*k+i] +=
A[Y*i+Y-1] * B[Y*k+Y-1];

}

accesses “encourage” the compiler to utilise the post-increment address modes
of the AGU of a DSP.

If, however, further analysis and optimisation is needed before code gener-
ation, then such a formulation is problematic as such techniques often rely on
explicit array index representations and cannot cope with pointer references. In
order to maintain semantic correctness compilers use conservative optimisation
strategies, i.e. many possible array access optimisations are not applied in the
presence of pointers. Obviously, this limits the maximal performance of the pro-
duced code. It is highly desirable to overcome this drawback, without adversely
affecting AGU utilisation.

Although general array access and pointer analysis are without further re-
strictions equally intractable [8], it is easier to find suitable restrictions of the
array data dependence problem while keeping the resulting algorithm applicable
to real-world programs. Furthermore, as array-based analysis is more mature
than pointer-based analysis within available commercial compilers, programs
containing arrays rather than pointers are more likely to be efficiently imple-
mented. This paper develops a technique to collect information from pointer-
based code in order to regenerate the original accesses with explicit indexes that
are suitable for further analyses. Furthermore, this translation has been shown
not to affect the performance of the AGU [2,5].

Example 2.1 shows the loop with explicit array indexes that is semantically
equivalent to example 1.1. Not only it is easier to read and understand for a
human reader, but it is amendable to existing array data-flow analyses, e.g.
[3]. The data-flow information collected by these analyses can be used for e.g.
redundant load/store eliminations, software-pipelining and loop parallelisation
[14].

A further step towards regaining a high-level representation that can be anal-
ysed by existing formal methods is the application of de-linearisation methods.
De-linearisation is the transformation of one-dimensional arrays and their ac-
cesses into other shapes, in particular, into multi-dimensional arrays [11]. The
example 2.2 shows the example loop after application of clean-up conversion and
de-linearisation. The arrays A, B and C are no longer linear arrays, but have been
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transformed into matrices. Such a representation enables more aggressive com-
piler optimisations such as data layout optimisations [11]. Later phases in the
compiler can easily linearise the arrays for the automatic generation of efficient
memory accesses.

Example 2.2 Loop after pointer clean-up conversion and delinearisation

for (k = 0 ; k < Z ; k++)
for (i = 0 ; i < X; i++)
{

C[k][i] = A[i][0] * B[k][0];
for (f = 0 ; f < Y-2; f++)

C[k][i] += A[i][f+1] * B[k][f+1];
C[k][i] += A[i][Y-1] * B[k][Y-1];

}

3 Algorithm

Pointer conversion is performed in two stages. Firstly, array and pointer manip-
ulation information is gathered. Secondly, this information in used to replace
pointer accesses by corresponding explicit array accesses, removing any pointer
arithmetic.

3.1 Assumptions and Restrictions

The general problems of array dependence analysis and pointer analysis are
intractable. After simplifying the problem by introducing certain restrictions,
analysis might not only be possible but also efficient.

Pointer conversion may only be applied if the resulting index functions of all
array accesses are affine functions. These functions must not depend on other
variables apart from enclosing loop induction variables.

To facilitate pointer conversion, guarantee termination and correctness the
overall affine requirement can be broken down further into the following restric-
tions:

1. structured loops
2. no pointer assignments except for initialisation to some array start element
3. no data dependent pointer arithmetic
4. no function calls that might change pointers itself
5. equal number of pointer increments in all branches of conditional statements

Structured loops are loops with a normalised iteration range going from the
lower bound 0 to some constant upper bound N . The step is normalised to 1.
Structured loop have the Single-Entry/Single-Exit property.
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Pointer assignments apart from initialisations to some start element of the
array to be traversed are not permitted. In particular, dynamic memory alloca-
tion and deallocation cannot be handled. Initialisations of pointers, however, to
array elements may be performed repeatedly and may depend on a loop induc-
tion variable. Example 3.1 shows a program fragment with initialisations of the
pointers ptr1 and ptr2. Whereas ptr1 is statically initialised, ptr2 is initialised
repeatedly within a loop construct and with dependence on the outer iteration
variable i.

Example 3.1 Legal pointer initialisation / assignment

int array1[100], array2[100];
int *ptr1 = &array1[5]; /* OK */
int *ptr2;

for(i = 0; i < N; i++)
{

ptr2 = &array2[i]; /* OK */
for(j = 0; j < M; j++)

...
}

In example 3.2 illegal pointer assignments are shown. A block of memory is
dynamically allocated and assigned to ptr1, whereas the initialisation of ptr2 is
runtime dependent. The assignment to ptr3 is illegal if the pointer ptrX cannot
be statically determined, but acceptable otherwise.

Example 3.2 Illegal pointer initialisations

int *ptr1, *ptr2, *ptr3;

ptr1 = (int *) malloc(...); /* Dynamic memory allocation */
ptr2 = &a[b[i]]; /* b[i] data dependent */
ptr3 = ptrX; /* illegal if ptrX unknown */

Data dependent pointer arithmetic is the modification of a pointer ( not the
value pointed to) in a runtime dependent manner. Although there are powerful
methods available e.g. [12] for this problem of pointer or alias analysis, such
program constructs are not considered by our algorithm. Pointer expressions
that can be statically determined are admissible (see Example 3.3)

Function calls might also modify pointers. Those functions that take pointers
to pointers as arguments are disallowed as the actual pointers passed to the
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Example 3.3 Data dependent and independent pointer arithmetic

ptr++; /* Data independent */
ptr += 4; /* Data independent */

ptr += x; /* Dependent on x */
ptr -= f(y); /* Dependent on f(y) */

function itself and not only their content can be changed. Example 3.4 illustrates
this point. The call to function2 may possibly be handled using inter-procedural
pointer analysis [7], but this is beyond the scope of this paper.

Example 3.4 Function calls changing pointer arguments

ptr = &array[0];

function1(ptr); /* OK */

function2(&ptr); /* not OK */

Finally, the number of increments of a pointer must be equal in all branches of
conditional statements so that it is possible to statically guarantee that the value
of a pointer at any point within the program, is the same regardless of runtime
control-flow path. Situations with unequal number of pointer increments are
extremely rare and typically not found in DSP code. The first if-statement in
example 3.5 is legal, because ptr1 is treated equally is both branches. In the
second if-statement the increments are different, therefore this construct cannot
be handled.

Note, however, that overlapping arrays and accesses to single arrays via sev-
eral different pointers are perfectly acceptable. Because the conversion does not
require information on such situations, but only performs a transformation of
memory access representation, these kind of constructs that often prevent stan-
dard program analysis do not interfere with the conversion algorithm.

3.2 Overall Algorithm

During data acquisition in the first stage the algorithm traverses the Control
Flow Graph (CFG) and collects information regarding when a pointer is given
its initial reference to an array element and keeps track of all subsequent changes.
Note that only changes of the pointer itself and not of the value of the object
pointed to are traced. When loops are encountered, information regarding loop
bounds and induction variables is recorded.
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Example 3.5 Pointer increments in different branches

if (exp1) /* Legal */
x1 = ptr1++;

else
y1 = ptr1++;

if (exp2) /* Illegal */
x2 = ptr2++;

else
y2 = ptr2 + 2;

The main objective of the second phase is to replace pointer accesses to
array elements by explicit array accesses with affine index functions. The map-
ping between pointers and arrays can be extracted from information gathered
from pointer initialisation in the first phase. Array index functions outside loops
are constant, whereas inside loops they are dependent on the loop induction
variables. Information on pointer arithmetic collected during the first stage is
then used to determine the coefficients of the index functions, Finally pointer-
based array references are replaced by semantically equivalent explicit accesses,
whereas expressions only serving the purpose of modifying pointers are deleted.

The pointer conversion algorithm can be applied to whole functions and can
handle one- and multi-dimensional arrays, general loop nests of structured loops
and several consecutive loops with code in between. It is therefore not restricted
to handling single loops. Loop bodies can contain conditional control flow.

Algorithm 1 keeps a list of nodes to visit and depending on the type of
statement, different actions will be performed. Pointer initialisations and as-
signments result in updates of the pointer-to-array mapping, whereas loops are
handled by a separate procedure. Pointer arithmetic expressions are statically
evaluated and pointer-based array references are replaced by equivalent explicit
array references. The mapping between pointers contains not only the pointer
and corresponding array, but also the initial offset of the pointer within the array
and some local offset for keeping track of pointer increments in loop bodies.

The procedure for handling loops is part of the algorithm 1. Similar to the
basic algorithm the loop handling procedure performs a pre-order traversal of
the nodes of the loop body. Two passes over all nodes are made: The first pass
counts the total offset within one loop iteration of pointers traversing arrays,
the second pass then is the actual replacement phase. A final stage adjusts the
pointer mapping to the situation after the end of the loop.

The algorithm passes every simple node once, and every node enclosed in
a loop construct twice. Hence, the algorithm uses time O(n) with n being the
number of nodes of the CFG. Space complexity is linearly dependent on the
number of different pointers used for accessing array elements, because for every
pointer there is a separate entry in the map data structure.
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Algorithm 1 Pointer clean-up conversion for CFG G

Procedure clean-up(CFG G)

map ← �
L ← preorderList(G);
while L not empty do

stmt ← head(L);
removeHead(L);
if stmt is pointer assignment statement then

if (pointer,array,*,*) ∈ map then
map ← map - (pointer,array,*,*)

end if
map ← map ∪ (pointer,array,offset,0)

else if stmt contains pointer reference then
Look up (pointer,array,offset,*) ∈ map
if stmt contains pointer-based array access then

replace pointer-based access by array[initial index+offset]
end if
if stmt contains pointer arithmetic then

map ← map - (pointer,array,offset,*)
calculate new offset
map ← map ∪ (pointer,array,new offset,0)

end if
else if stmt is for loop then

processLoop(stmt,map)
end if

end while

Arrays Passed as Parameters of Functions. If no legal pointer assignment can
be found, but the pointer used to traverse an array is a formal parameter of the
function to be processed, it can be used as the name of the array [4].

Table 1. Absolute times for biquad N sections and the TriMedia

Benchmark Level TriMedia Pentium II
Array Pointer Array Pointer

biquad -O0 11 9 1130 980
-O1 11 8 490 360
-O2 8 8 290 360
-O3 9 8 360 350

Loop Nests. Perfect loop nests of structured loops are different from simple
loops in the way that the effect of a pointer increment/decrement in the loop
body not only multiplies by the iteration range of its immediately enclosing loop
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Procedure processLoop(statement stmt, mapping map)

{count pointer increments in loop body and update map}
L = preorderList(loopBody)
while L not empty do

stmt ← head(L);
removeHead(L);
if stmt contains array arithmetic then

Update increment in (pointer,array,offset,increment)
end if

end while

{replace pointer increments according to map}
L = preorderList(loopBody)
while L not empty do

if stmt contains pointer reference then
Look up (pointer,array,offset,increment) ∈ map
Look up (pointer,local offset) ∈ offsetMap
if (pointer,local offset) 6∈ offsetMap then

offsetMap ← offsetMap ∪ (pointer,0)
end if
if stmt contains pointer-based array access then

index ← increment × ind.var. + offset + local offset
replace pointer-based access by array[index]

end if
if stmt contains pointer arithmetic then

Update local offset in map
end if

end if
end while

{adjust all mappings to situation after end of loop}
for all (pointer,*,*,*) ∈ map do

update offsets in map
end for

construct, but by the ranges of all outer loops. Therefore, all outer loops have
to be considered when converting pointers of a perfect loop nest.

Handling perfect loop nests does not require extra passes over the loop. It is
sufficient to detect perfect loop nest and descend to the inner loop body while
keeping track of the outer loops. Once the actual loop body is reached conversion
can be performed as usual, but with incorporating the additional outer loop
variables and loop ranges as part of the index functions. Hence, asymptotical
run-time complexity of the algorithm is not affected.

General loop nests can similarly be handled with a slightly extended version
of the basic algorithm, by tracking which loop a pointer is dependent upon. The
introductory example 1.1 illustrates a general loop nest and its conversion.
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Fig. 1. Performance comparison of n complex updates benchmark

4 Experiments

The pointer clean-up conversion algorithm has been implemented as a prototype
and integrated into the experimental source to source Octave compiler. After the
application of the transformation on source-to-source level the resulting code is
then used as an input for the C compilers of the Philips TriMedia TM-1 (compiler
version 5.3.4), the Texas Instruments TMS320C6x (compiler version 1.10) and
the Intel Pentium II (Linux 2.2.16, gcc version 2.95.2). Performance data was
collected by executing the programs on two simulators (TM-1, TI C60) and a
real machine (PII), respectively.

In order to quantify the benefit of applying the pointer clean-up conversion to
DSP applications, program execution times for some programs of the DSPstone
benchmark suite were determined. The speedups of the programs with explicit
array accesses with respect to the pointer-based versions for the same optimi-
sation level were calculated. As a DSP application developer typically wants
the best performance we determined the optimisation level that gave the best
execution time for the pointer and array codes separately. Due to the complex
interaction between compiler and architecture, the highest optimisation level
does not necessarily give the best performance. Thus the ratio between the best
pointer-based version and the best explicit array access version is also presented.

Table 1 shows an example of the absolute performance figures for the
biquad N sections benchmark on the TriMedia and Pentium II architectures
that were the used for the computations of the speedup. Due to different optimi-
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sations performed by the compilers at each optimisation level and different units
of execution time, the reported times cannot be compared directly. Therefore,
relative speedups based on the pointer-based program at the same optimisation
level are shown in the following diagrams. As stated above, the minimal execu-
tion times are not necessarily achieved with the highest available optimisation
level. Thus, it is reasonable to give an additional speedup measure when com-
paring the best pointer-based and explicit array based versions. For example,
the shortest execution time achieved on the Pentium II was 350 for the pointer-
based version and 290 for the explicit array access based version. Hence, the best
speedup is 350

290 = 1.21. The figures 1 to 6 visualise the speedup measures for all
three architectures and all optimisation levels.
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Fig. 2. Performance comparison of mat1x3 benchmark

4.1 TriMedia

The performance of the TriMedia compiler/architecture combination usually
benefits from using explicit array accesses rather than pointer-based array ac-
cesses. When there are no or only a few simple further optimisations applied (op-
timisation levels O 0 and O1), the program versions with explicit array accesses
are significantly faster than the pointer-based programs. The difference can be
up to 218% (n complex updates). For higher optimisation levels the differences
become smaller. Although some of the original programs take less time than the
transformed versions, in many cases there can be still some performance gain
expected from pointer clean-up conversion. The pointer-based programs tend to
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be superior at optimisations level O2, but the situation changes again for level
O3 and the “best” case. This “best” case is of special interest since it compares
the best performance of a pointer-based program to that of an explicit array
access based program. The best explicit array based programs perform usually
better or at least as well as the best pointer-based programs, only in one case
(dot product) a decrease in performance could be observed.

In figure 1 the speedup results for the n complex updates benchmark are
shown. This rather more complex benchmark program shows the largest achieved
speedups among all tests. The speedup reaches its maximum 3.18 at the opti-
misation level O1, and is still at 2.07 when comparing the best versions. This
program contains a series of memory accesses that can be successfully analysed
and optimised in the explicit array based version, but are not that easily amend-
able to simple pointer analyses. Although such large speedups are not common
for all evaluated programs, it shows clearly the potential benefit of the pointer
clean-up conversion.

Figure 2 compares the performances of the mat1x3 benchmark . All speedups
for the TriMedia architecture are ≥ 1. The achieved speedups are more typical
for the set of test programs. An increase of 14% in performance can be observed
for the best explicit array based program version. With only a few other opti-
misations enabled the performance benefit of the transformed formed program
is even higher.
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Fig. 3. Performance comparison of lms benchmark

The figures 3 and 4 represent the results of the lms and matrix1 benchmark,
respectively. As before, a significant speedup can be achieved at optimisation
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levels O0 and O1. The performances of the explicit array accesses based versions
are actually below those of the pointer-based versions at level O2, but at the
highest level the transformed programs perform better or as well as the original
versions. Although there is only a small speed up observable in these examples,
it shows that the use of explicit array accesses does not cause any run-time
penalty over pointer-based array traversals, but still provide a representation
that is better suitable for array data dependence analysis.
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Fig. 4. Performance comparison of matrix1 benchmark

In general, with pointer clean-up conversion some substantial benefit can
be achieved without the need for further optimisations. On higher optimisation
levels the transformed programs still perform better or at least as good as the
pointer-based programs. Because all evaluated programs are not too complex,
the original programs can often perform as good as the transformed programs at
higher levels. But as shown in figure 1, for more complex programs the conversion
provides some substantial advantage.

4.2 Pentium II

The Pentium II is a general-purpose processor with a super-scalar architecture.
Additionally, it supports a CISC instruction set. This makes the Pentium II quite
different from the TriMedia. However, many signal processing applications are
run on Desktop PCs in which the Intel Processor is commonly found. Therefore,
this processor is included in this evaluation.

The combination of the Intel Pentium II and the gcc compiler produces re-
sults that differ significantly from that of the TriMedia. The performance of



82 B. Franke and M. O’Boyle

the program versions after pointer conversion is quite poor without any fur-
ther optimisations, but as the optimisation level is increased the transformed
programs often outperform the original versions. The maximum speedup of the
transformed programs is usually achieved at optimisation levels O2 and O3,
respectively.
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Fig. 5. Performance comparison of fir benchmark

In figure 5 the results for the fir benchmark are charted. Initially, the pointer
transformation has negative effect on the performance of this program. A signif-
icant speedup can be observed for the higher optimisation levels. The maximum
speedup achieved at level O2 is 1.59 and when comparing the two best versions
each, the speedup of 1.38 can still be reached. The results of the fir2dim bench-
mark are represented in figure 6. As before the performance of the transformed
version is inferior at optimisation levels O0 and O1, but it increases at O2 and
O3. The performance can be increased by up to 6% in this case.

In general, the achievable speedups on the Pentium II architecture are not as
large as they are on the TriMedia. It is not yet clear whether this is a consequence
of architectural properties or the influence of the different compilers. However, an
increase in the performance can be observed for the Intel processor, in particular
at the higher optimisation levels.

4.3 TI TMS320C6x

The overall performance improvement of the Texas Instruments C60 lies between
that of the Pentium II and the TM-1. In two cases the pointer conversion has no
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Fig. 6. Performance comparison of fir2dim benchmark

effect on the execution time of the programs, in one case there is actually a small
degradation in performance, mat1x3, and in three cases there is a variability in
terms of relative performance improvement with respect to the optimisation
level. Increasing the optimisation level for the C60 improves the impact of the
pointer conversion.

If we compare the behaviour of the two processors intended for embedded
systems, we see that there is little correlation in their behaviour with respect
to the conversion algorithm. The case where the TM-1 gains most from our
technique, n complex updates has no impact on the C60; conversely the case
where the C60 most benefits, matrix1, has little impact on the TM-1. From this
we can conclude that the optimisation behaviour of both compilers is opaque
and that further analysis is required to explain the behaviour in order to drive
further optimisations.

5 Related Work

Previous work on transforming pointer accesses into a more suitable represen-
tation has focused on simplifying pointer expressions rather than transforming
them into explicit array references. For example, Allan and Johnson [1] use their
vectorisation and parallelisation framework based on C as an intermediate lan-
guage for induction variable substitution. Pointer-based array accesses together
with pointer arithmetic in loops are regarded as induction variables that can
be converted into expressions directly dependent on the loop induction variable.
The generated pointer expressions are more amendable to vectorisation than the
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original representation, but this approach still does not fully regenerate the in-
dex expressions. For the main objective of vectorisation the method only treats
loops individually rather than in a context of a whole function. The approach
is based on a heuristic that mostly works efficiently, although backtracking is
possible. Hence, in the worst case this solution is inefficient. No information is
supplied about treatment of loop nests and multi-dimensional arrays. In his case
study of the Intel Reference Compilers for the i386 Architecture Family Much-
nick [9] mentions briefly some technique for regenerating array indexes from
pointer-based array traversal. No more details including assumptions, restric-
tions or capabilities are given. The complementary conversion, i.e. from explicit
array accesses to pointer-based accesses with simultaneous generation of optimal
AGU code, has been studied by Leupers [5] and Araujo [2].

6 Conclusion

The contribution of this paper has been to introduce a new technique for trans-
forming C code with pointer-based array accesses into explicit array accesses to
support existing array data flow analyses and optimisations on DSP architec-
tures. The approach has been implemented and integrated into the experimental
Octave compiler and tested on examples of the DSPstone benchmark suite. Re-
sults show a significant 11.95 % reduction in execution time. The generation of
efficient address generation code is improved since modern compilers are able to
analyse array accesses and to generate optimised code for memory accesses that
does not rely on the use of pointers at the source level.

We believe the use of explicit array accesses to be the key to automatic
parallelisation of DSP applications for Multiprocessor DSP architectures. Future
work will focus on distributing computation and data on different co-operating
DSPs while making the best use of ILP and coarse-grain parallelism.
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Abstract. For abstract data types (ADTs) there are many potential op-
timizations of code that current compilers are unable to perform. These
optimizations either depend on the functional specification of the com-
putational task performed through an ADT or on the semantics of the
objects defined. In either case the abstract properties on which optimiza-
tions would have to be based cannot be automatically inferred by the
compiler. In this paper our aim is to address this level-of-abstraction
barrier by showing how a compiler can be organized so that it can make
use of semantic information about an ADT at its natural abstract level,
before type lowering, inlining, or other traditional compiler steps oblit-
erate the chance. We present an extended case study of one component
of a C++ compiler, the simplifier; discuss the design decisions of a new
simplifier (simplifier generator) and its implementation in C++; and give
performance measurements. The new simplifier is connected to the Gnu
C++ compiler and currently performs optimizations at very high level in
the front end. When tested with the Matrix Template Library, a library
already highly fine-tuned by hand, we achieved run-time improvements
of up to six percent.

1 Introduction

The introduction of abstract data types (ADTs) marks an important step for
software production. By encapsulating implementation details of a type, abstract
data types allow new separations of concerns and play a large role in making
code sharing and large scale programming more feasible, especially after the ex-
tension of ADTs in the 1980s and 1990s to the object-oriented programming
and generic programming styles. Although data abstraction is accepted in the-
ory without reservation, it is fair to say that there is still considerable hesitation
when it comes to using this style in practice. Ironically, the larger and more
computationally intensive a project is, and the more it could take advantage of
the safety and robustness an object-oriented approach provides, the stronger the
opposition. The main concern articulated is efficiency, based on widespread expe-
rience that non-object-oriented programs outperform object-oriented ones, even
when, in hybrid languages, features like dynamic method binding or inheritance
are used cautiously. Depending on the programming language used, some simply
accept overhead, while others resort to a programming style that anticipates and
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then avoids the overhead of object-based programming. Thereby, however, they
frequently sacrifice coding styles considerably. Especially in C++ there now exist
high-performance libraries, e.g., BLITZ [33], the Parallel Object Oriented Meth-
ods and Applications project (POOMA) [24], and the Matrix Template Library
(MTL) [28], that are able to compete with the efficiency of Fortran code, but
pay for the performance gains with cryptic code at the user’s level. For exam-
ple, a simple operator expression in these libraries is written as a function call
with additional parameters or, even more unexpectedly from the user’s view,
by a so-called expression template, a nest of class templates—constructs that
allow library designers to hand-optimize away temporary variables and to thus
overcome the “abstraction penalty.”

In this paper we address this level-of-abstraction barrier in a different way.
We suggest that optimizations of ADTs take place during compilation and not
in the source code. At the same time we suggest performing these optimizations
directly at the level of ADTs. We claim that ADTs offer opportunities that
are not available at a lower level of abstraction and would be obliterated by
premature type lowering, inlining, or other traditional compiler steps. Since these
optimizations either depend on the functional specification of the computational
task performed through an ADT or on the semantics of the objects defined, and
cannot be automatically inferred by a compiler, our approach is characterized
by a flow of semantic information from the user program to the optimizer. While
traditionally a compiler is a program that came into existence long before the
user program, is applied to it as a black box, and delivers an executable without
any communication with the program designer, a compiler in our understanding
rather is a compilation generator that depends on (static) user information for
its completion. With users extending the semantic knowledge available to the
compiler, it can operate on strong assumptions about a type’s behavior and, as a
result, generate more efficient code. Especially library designers, therefore, might
find our approach useful: once they have provided the semantic information of a
data type, its optimizations are available not only in all further compilations or
linkings but also to all applications on top of the respective type. Thus, library
clients get the benefit of efficient abstract data types in an entirely transparent
way. When we use the term “user” in the following, we therefore mostly envision
library designers and the like.

For the rest of the paper we focus on C++ [31]. Restricting ourselves to one
component of a C++ optimizer, the simplification component, hence to the op-
timization of expressions, we show how to organize this component so that a
normal C++ program can provide the semantic information needed to statically
simplify an ADT in a correct and optimal way. In section 2 we summarize both
the process of traditional simplification and the specification of the new simpli-
fier. Key in decoupling the process of simplification and the semantics of data
types is the concept-based approach, an approach that is increasingly used in
the design of reusable software components, but also in compiler design in the
related sense of formal concept analysis. In section 3 we briefly characterize
programming with concepts, explain its advantages for the design of generative
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optimizers, and illustrate concept-based simplification rules. We summarize the
major design decisions behind the implementation in section 4 and illustrate our
approach using an extended example of an algorithm of the MTL that is instan-
tiated with a LiDIA [32] data type. In section 5 we demonstrate how the LiDIA
user can guide the simplifier to replace expressions used in the MTL by more
efficient LiDIA expressions—without changing the MTL code or compromising
the readability of the source code. The statistical data of the run-time and code-
size improvement of this and other experiments are reported in section 6. The
approach of generative compilation seems to fit well in a recent trend of design-
ing compilers that are more flexible or responsive. We compare our approach to
others in more detail in section 7 and conclude the paper with a brief discussion
of our future plans.

2 Simplification

We selected the simplification component because of its minimal dependencies
on other components. In particular we wanted to avoid the need for any mod-
ifications to the data dependency analysis part of an optimizer. We will see,
however, that the new approach to simplification not only extends the original
functionality to user-defined types, but opens up new kinds of high-level opti-
mizations. In the next subsections we summarize both traditional simplification
and the features of our proposed generalization, including its benefits specifically
for high-level optimizations.

2.1 Algebraic Simplification

A simplifier is an optimization component that operates on expressions. It
rewrites a given expression (expression tree) to a different expression which is in
some sense simpler: either as an expression tree of lower height or as an expres-
sion with cheaper operators, or as a combination of both. Its semantic knowledge
base is a set of simplification rules that are subsequently matched against the
expression under consideration; if no simplification rules applies, the expression
is returned unchanged. A standard example of a simplification rule is

x+ 0 → x. (∗)

When this rule is applied, it replaces the addition by its first argument and thus
saves carrying out the addition. Simplification rules can apply to more than one
operator as in

(x ! = 0) | (y ! = 0) → (x | y) ! = 0

and furthermore can be conditional:

max(x, c) = x if c is the smallest possible value.

Since constant arguments like the 0 in the first simplification rule (*) rarely
appear directly in user code, simplification traditionally takes place after other
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parts of the optimizer have transformed a user-defined expression, possibly sev-
eral times and from several perspectives. In the SGI MIPS and Pro64 compilers,
for example, constant folding, constant propagation, array analysis, loop fusion,
and several other loop transformations all have a subsequent simplification step
that cleans up the previous results. Whether high- or low-level, however, simpli-
fication rules are phrased in terms of integral or floating-point expressions and,
with a few exceptions of complex expressions, do not even apply to the classes
of the C++ standard library, such as string, bitmap, bool, or the types of the
Standard Template Library, much less to user-defined types.

2.2 User-Extensible Simplification

What are the characteristics of the proposed simplifier? First, it can be extended
by arbitrary user-defined types. Admitting arbitrary types, however, gives rise
to the question whether the current simplification rules and their operators, de-
signed mainly for integers and floating-point numbers, are “substantial enough”
to represent frequently occurring user-defined expressions that are worthwhile to
optimize. Quite certainly, a numeric library uses different expressions with dif-
ferent frequencies than, say, a graphics package. If we admit new types but keep
the simplification rules the same, the benefits of simplification might be severely
restricted. Therefore, users should have the opportunity to extend the simplifier
by their own operator (function) expressions as well as by simplification rules
for those.

Next, all extensions should be easy to do. Although we can expect that users
who are interested in the subtleties of performance issues are not programmer
novices—as already mentioned, we envision library designers and the like as
our special interest group—we certainly do not want them to have to modify
the compiler source code. All extensions, in other words, should be done at the
user’s level, through a user’s program. In section 3 we will explain how a concept-
based approach helps to realize this requirement; here we only point out that
all user-defined extensions are organized in header files and are compiled along
with the main program. In the current implementation users have to manually
include two header files—the predefined header simplify.h and the file with
their own, application-specific simplifications—but we will automate the inclu-
sion. All that’s left to do, then, is to turn on the simplifier with the optimization
flag -fsimplify:

g++ -O3 -fsimplify prog.C

In summary, the new simplifier is characterized by the following properties:

– It is extensible by user-defined types, operators and function identifiers.
– It is extensible by user-defined simplification rules.
– All extensions are specified in ordinary user programs.
– It is organized so that the extensions do not entail any run-time overhead

but are processed entirely at compile time.
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Given a simplifier with these capabilities, users can then in fact go beyond the
traditional, algebraic nature of simplification rules and use the simplification pro-
cess to rewrite expressions in non-standardized ways. Thus far, we have come
across two motivations for the introduction of non-algebraic rules: one is the
separation of readability and efficiency at the source code level and the other is
the possibility of rewriting certain expressions for the purpose of invoking spe-
cialized functions. In the first case simplification rules can be used to perform
optimizations that otherwise take place in the source, e.g., of high-performance
libraries. Rather than replacing operator expressions manually and at the user’s
level by expression templates or other constructs that are efficient but hard to
digest, library designers can introduce simplification rules that automatically
rewrite expressions in the most optimal form. Thereby, neither readability nor
efficiency is compromised. The other case occurs in the situation of parameter-
ized libraries, where one library is instantiated with types of another, providing
optimization opportunities the carrier library did not anticipate. Without the
need to change this carrier’s code, simplification rules can be used here for replac-
ing one function invocation by another. In both cases, the extensible simplifier
allows library designers to pass optimizations on to the compiler that otherwise
have to be done manually and directly at the source code level; for examples of
both sets of rules see section 5.

3 Concept-Based Rules

Simplifying user-defined types, at first glance, might look like an impossible
task because the types to be optimized are not known at simplifier design time.
Without any knowledge of a type, its behavior or even its name, how could the
simplifier treat it correctly and efficiently? However, the situation is similar to
the situation in component-based programming where the clients and servers of
a component also are unknown at component design-time—and yet the inter-
action with them has to be organized. In component-based programming there
are several techniques available to model the necessary indirection between a
component and its clients. The one that seems most appropriate for optimizer
generators is the concept-based approach.

There are many definitions of “concept,” but as we use the term here, it
means a set A of abstractions together with a set R of requirements, such that
an abstraction is included in A if and only if it satisfies all of the requirements
in R. This definition is derived in part from formal concept analysis [35,36], in
which, however, the abstractions are usually merely names or simple descrip-
tions of objects. Another source is the Tecton concept description language ([13,
14]; see also [21]), in which the abstractions are more complex: they are algebras
or other similar abstract objects such as abstract data types. An informal but
widely known example of this understanding of concepts is the documentation
of the C++ Standard Template Library developed at SGI [2]. There, the abstrac-
tions are types, and concepts like Assignable or Less Than Comparable are used
to explicitly specify which requirements each type must satisfy in order to be
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used as a specialization of a certain template parameter. In analogy, we state
a simplification rule at a conceptual level, in terms of its logical or algebraic
properties. While traditional simplification rules are directly tied to the types
to which they apply, the concept-based approach allows referring, for example,
to the rule (*) of section 2 abstractly as Right-identity simplification (fig. 1 lists
more examples; for the representation of concepts in C++, see [26]).

left-id op X → X X ∈ M (M, op ) monoid
X op right-inv(X) → right-id X ∈ G (G, op ) group
X = Y · Z → multiply(X,Y ,Z) X,Y, Z LiDIA::bigfloat
X = bigfloat(0) → X.assign zero() X LiDIA::bigfloat

Fig. 1. Concept-based rules (left) and the requirements for their parameters (right)

What are the advantages of the concept-based approach? Most importantly,
concept-based rules allow for the decoupling of rules and types (type descriptors)
that makes the extension of the simplifier possible. Since only requirements are
mentioned and no particular types, the scope of a simplification is not limited to
whichever finite set of types can be identified at simplifier design time. Instead,
a rule can be applied to any type that meets its requirements. At the same time,
the simplification code can be laid out at an abstract level and independently
from particular types; it can contain the tests that check for the applicability of
a rule and can symbolically perform the simplification. Secondly, concept-based
rules help to reduce the amount of code of the compiler. The abstract Right-
identity simplification rule, for example, corresponds to 16 concrete instances
in the Pro64 SGI compiler, including x + 0 → x, x · 1 → x, x&&1 → x, or
max(x, c )=x if c is the smallest possible value. Lifting several concrete rules to
one abstract rule lowers the maintenance and debugging costs of the compiler
itself. Lastly, abstractions makes user-extensions manageable. If users describe
their types in the same abstract way that the simplifier states each of its rules,
type descriptors can be provided independently from any particular rule and
without any knowledge of the current set of simplifications. An internal query
system can then check for superconcept/subconcept relations between the re-
quirements of a rule and the behavior of a given type. The next section further
discusses the implementation.

4 Implementation

The simplification framework is divided into three parts: the core simplifier or
simplifier generator, which is the major part; an interface from a particular C++
compiler to the core simplifier; and the set of user-defined extensions (possibly
empty). The core simplifier is currently connected to the Gnu compiler front end
and can be used as-is with the Gnu and the Pro64 compilers, and others that use
the Gnu front end. It is, however, a stand-alone program, which, if an appropriate
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interface from the internal representation of the previous compilation step to
the simplifier’s internal representation is provided, can work with any other C++
compiler that is standard-compliant and supports in particular all advanced
template features.

Of particular importance for our purpose is the C++ feature of specializa-
tion, including partial specialization, where a set of class templates specialize in
different ways one common class template (primary template, in C++ jargon).
Originally, specialization was introduced to support different levels of generic-
ity and different implementations of a generic task. The main advantage in our
situation, however, is the fact that the compiler selects the most appropriate
template based on the specializing type. Partial specialization is furthermore
responsible for the Turing-completeness of the template sublanguage of C++—
branching is modeled through template specialization, iteration through recur-
sive templates—which allows us at least theoretically to implement simplification
as a static program.

The key idea of the simplifier generator is in fact to express the genera-
tor entirely within the template sublanguage. Provided simplification rules are
correctly represented as class templates, the normal instantiation mechanism
of C++ and the partial order of partially specializing templates can then be
used not only to select the best fitting simplification rule without additional
effort on our part, but also to perform the selection at compile time. In addi-
tion, representing each rule as its own class, separated from all others, allows
users to add new rules without modifying the existing ones. For this to work,
however, we have to reorganize the formal side of a simplification rule as well
as its actual instance. On the formal side, it is necessary that the selection
of a simplification rule becomes statically decidable. While non-static simplifi-
cation works on expressions directly, they now have to be modeled as types,
so-called expression templates. With expressions as types, simplification rules
can be represented as class templates so that the left-hand side of a rule con-
stitutes the template interface and the right-hand side the template body. On
the actual side of simplification expressions, consequently, we have to provide
mappings between the representations that expressions have inside and out-
side the simplifier generator. Thus, the interface between the simplifier and the
Gnu compiler essentially is concerned with the conversion from the Gnu’s in-
ternal TREE representation [4] to the expression-template representation used
within the simplifier. Fig. 2 illustrates the template-based representation of a
simplification rule using right-identity simplification. In this example, the class
template is a partial specialization of the primary template Simplify by two
parameters: an abstract binary expression, represented as expression template
BinaryExpr<BinaryOpClass,LeftOperand,RightOperand>, and the set of con-
straints that a right-identity simplification imposes on the bindings of the three
template parameters (BinaryOpClass, LeftOperand, RightOperand), encapsu-
lated in the type RightIdentitySimpl. Together, the two parameters ensure
that the simplification class is instantiated only when the bindings of all its pa-
rameters meet the requirements of a right-identity simplification. If they are met,
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however, the class gets instantiated and the result of the simplification, that is,
the right-hand side of the simplification rule, becomes accessible through the type
definition in the body of the class. For the binding BinaryExpr<Add,X,0>, for ex-
ample, (the type counterpart to the expression x+0) the type Simplify::result
resolves to X, as expected.

template<class BinaryOpClass, class LeftOperand, class RightOperand>
struct Simplify<Expr<BinaryExpr<BinaryOpClass,LeftOperand,RightOperand>>,

RightIdentitySimp>
{
typedef typename Simplify<LeftOperand>::result result;

};

Fig. 2. Template representation of the right-identity simplification rule.

To summarize the technical details, the simplifier generator is based on ad-
vanced features of generic programming in C++, most notably the already men-
tioned expression templates [34,12], template metaprogramming [5], and traits
(interface templates) [23]. As already mentioned, these features are increasingly
used in C++ libraries, but can (or should, as we argued) be moved from the user
level to the compiler level.

The set of concept-based rules is complemented by a set of conceptual type
descriptors for each type that is the subject of simplification. This is the part
where the simplifier is controlled by its users: they are expected to provide infor-
mation about the logical, algebraic, or computational behavior of their types—
whatever properties they omit, the simplifier will not be able to take advantage
of. It might seem strange to hold users responsible for defining a type’s behavior
but in some sense they only extend the responsibilities they already assume in
traditional variable declarations. There, they assert their variable to be of a cer-
tain type; here, they additionally assert semantic properties. It also might appear
that users have to provide a great amount of information or might even have to
revise their type descriptors each time the set of simplification rules is extended.
If stated abstractly enough, however, only a little information is necessary to
integrate a user-defined type. For example, the left column in fig. 3 uses the
LiDIA type bigfloat to show the complete, slightly idealized code to register
this type with the simplifier. Extending the simplifier by new functions or ex-
pressions follows a similar scheme: each property the simplifier cannot infer has
to be specified. Like type descriptors, the descriptors of functional expressions
are standardized and implemented as so-called interface templates (or traits).
The right column in fig. 3 gives two examples of traits defining the LiDIA mem-
ber functions is zero and assign zero. The complete code of all LiDIA-specific
extensions can be found in [10].

Concept-based rules and concept-based type (or function) descriptors, finally,
are brought together in an internal validation step that checks for each simplifi-
cation rule whether its semantic constraints are met. Given an actual expression
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// Algebraic behavior
template<>
struct AlgebraTraits<bigfloat>
{

typedef Field<bigfloat,
Add, Mult,0
UnaryMinus, Sub, 1,
Recip, Div>
structure;

};

// Computational behavior
template<>
struct TypeTraits<bigfloat>
{

typedef true type is applicative;
typedef true type is floating;

};

// Literal table
template<> bigfloat
LiteralTable<bigfloat>::literals[] =
{

bigfloat(0),
bigfloat(1)

};

struct UnaryOpTraits<
LiDIA::EqualsZero, bigfloat>

{
typedef true type is applicative;
typedef false type has side effects;
typedef true type operand is const;
typedef false type can overflow;
typedef false type can underflow;
typedef false type can zero divide;
typedef bool result type;
static inline bool
apply(const bigfloat& operand)
{

return operand.is zero();
}

};
struct UnaryOpTraits<

LiDIA::AssignZero, bigfloat>
{

typedef false type is applicative;
typedef true type has side effects;
// ...
static inline void
apply(bigfloat& operand)
{
return operand.assign zero();
}

};

Fig. 3. Left: user-provided descriptors of LiDIA’s type bigfloat (complete, but slightly
simplified). Right: user-defined expression descriptors of the LiDIA functions is zero
and assign zero.

with an actual type the validator retrieves its type descriptor and compares the
type specification against the requirements of the corresponding variable of the
simplification rule that best fits the given expression. The comparison of require-
ments could be as simple as a check for equality, but often implies in practice
a more complicated confirmation of one concept as a subconcept of another.
To derive such relations the validator then searches a small internal repository.
Suppose, for example, the rule (*) for right-identity simplification is about to
be applied to an instance of, say, LiDIA’s bigfloat type. The validator first re-
trieves the requirements of the rule (which are specified for elements of monoid
structures) and the description of the type (which forms a field), then performs
a series of lookups in the internal repository to confirm the concept of a field as
a subconcept of the monoid concept, and finally gives way to the instantiation
of the simplification rule with the bigfloat-expression; as we have seen earlier
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(fig. 2) the body of this class then holds the result of the symbolically simplified
expression.

5 Extended Example

To demonstrate the optimization opportunities that an extensible simplifier pro-
vides, we now discuss an extended example using the libraries MTL (Matrix
Template Library) [28] and LiDIA [32], a library for computational number the-
ory.

T a = a in, b = b in;
if (b == T(0)) {
c = T(1);
s = T(0);
r = a;

} else if (a == T(0)) {
c = T(0);
s = sign(b);
r = b;

} else {
// cs=|a| / sqrt(|a|2+|b|2)
// sn=sign(a)·b / sqrt(|a|2+|b|2)
T abs a = MTL ABS(a);
T abs b = MTL ABS(b);
if (abs a > abs b) {
// 1/cs = sqrt( 1+|b|2/|a|2 )
T t = abs b / abs a;
T tt = sqrt(T(1) + t * t);
c = T(1) / tt;
s = t * c ;
r = a * tt;

} else {
// 1/sn=sign(a)· sqrt(1+|a|2/|b|2)
T t = abs a / abs b;
T tt = sqrt(T(1) + t * t);
s = sign(a) / tt;
c = t * s ;
r = b * tt;

}
}

T a = a in, b = b in;
if (b.is zero()) { (1)

c.assign one(); (1)
s.assign zero(); (1)
r = a;

} else if (a.is zero()) { (1)
c.assign zero(); (1)
s = sign(b);
r = b;

} else {
// (see left column)
//
T abs a = MTL ABS(a);
T abs b = MTL ABS(b);
if (abs a > abs b) {
// (see left column)
T t = abs b / abs a;
T tt = sqrt(T(1)+square(t)); (*)
inverse(c ,tt); (2)
multiply(s ,t,c ); (1)
multiply(r ,a,tt); (1)

} else {
// (see left column)
T t = abs a / abs b;
T tt = sqrt(T(1)+square(t)); (*)
divide(s ,sign(a),tt); (1)
multiply(c ,t,s ); (1)
multiply(r ,b,tt); (1)

}
}

Fig. 4. The body of the MTL algorithm givens rotation with T bound to the LiDIA
bigfloat type: the original MTL code (left) and the code generated by the simplifier
(right). Numbers in parentheses at the end of a line indicate the number of saved
temporary variables of type bigfloat; (*) marks rewrites by more efficient functions.

In short, MTL provides the functionality of a linear algebra package, but
also serves as basis for sophisticated iterative solvers. It provides extensive sup-
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port for its major data types, vectors and matrices, but relies on C++ built-in
types for the element type of a matrix. LiDIA, on the other hand, provides a
collection of various multi-precision types, mainly for arithmetic (e.g., in num-
ber fields) and cryptography. For the example we selected the MTL algorithm
givens rotation, performing the QR decomposition of the same name, and
instantiated it with vectors over the LiDIA type bigfloat. The core of the
function givens rotation is listed in fig. 5. As the code listing (left column)
shows there are several operator expressions that, when applied to instances of
class types, require constructor calls, hence temporary variables. At the same
time LiDIA’s bigfloat class has member functions defined that are equivalent
to, but more efficient than some of these operator expressions: the application
of the member function is zero, for example, requires one temporary less than
the equivalent operator expression b == T(0) (first line) and, likewise, the call
multiply(r ,b,tt) is more efficient than r = b*tt (last line). In a traditional
compilation model, LiDIA users would have to either accept performance losses
or would have to modify MTL code; with the extensible simplifier, however, they
can leave the MTL source code unchanged, but “overwrite” the generated code.

Using the techniques described in the last section they can register the
bigfloat type and then specify which operator expressions they want to see
replaced. We showed in fig. 3 how to instruct the simplifier so that it replaces
test-for-zero expressions on bigfloat variables (EqualsZero) by calls to their
member function is zero. Following this scheme, we added altogether 6 LiDIA-
specific rules for the example. These 6 rules, along with the general-purpose rules
already in the simplifier, result in the saving of 12 temporaries (see fig. 5, right
column); more precisely, the saving of constructing and destructing 12 bigfloat
instances. The next section reports on the speed-up and code size saving gained.

6 Experimental Results

We conducted a series of experiments where we instantiated different MTL al-
gorithms with LiDIA data types. For the presentation of the results in this
section we selected three MTL algorithms in addition to the already discussed
Givens rotation: the Householder QR transformation generate householder,
tri solve for solving triangular equation systems, and major norm for com-

puting the 1- and ∞-norms. All four routines are core routines for linear algebra
and numerical computations. Another, more practical reason for selecting them
was their code size in the MTL implementation, which, between 25 and 60 lines,
seems to be large enough to allow for noticeable simplification effects. In the
tests the simplifier was extended by the LiDIA-specific rules listed in figure 5.

MTL provides small demonstration programs for each algorithm that just
generate its input arguments, run the algorithm, and print the result. We used
these programs, but inserted cycle counters around the algorithm invocation.
For the compilation we extended the Gnu compiler g++ 2.96 by an interface file
to the simplifier. The version 2.96 of g++ has a well-known, serious performance
bug in its inliner, which results in smaller performance improvements in three
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X = bigfloat(0) → X.assign zero() X == bigfloat(0) → X.is zero()
X = bigfloat(1) → X.assign one() X == bigfloat(1) → X.is one()
X * X → square(X) X = X op Y → X op= Y , op ∈ {+,*}
X = op Y → op′(X, Y ), op ∈ {1/ , square}, op′ ∈ {invert, square}
X = Y op Z → op′(X, Y , Z), op ∈ {+,−, ∗, /}, op′ ∈ {add, subtract,multiply,

divide}

Fig. 5. LiDIA-specific simplification rules

cases; in the tri solve test, we had to manually perform expression rewriting
due to problems with the inliner interface, thus tri solve did not suffer from
the same abstraction penalty losses as the other three cases. We then compiled
each algorithm with and without the compilation flag -fsimplify at the highest
optimization level,-O3, measured the size of the generated code and counted the
cycles at run time. We also varied the precision of the floating point type, but this
did not change a program’s behavior. To determine the number of cycles we ran
each example 100,000 times, eliminated values that were falsified by interrupts,
and computed the arithmetical means of the remaining values; each test was
repeated several times. The tests were performed on a Linux platform with an
AMD Duron processor, using MTL 2.1.2-19 and LiDIA 2.0.1.

The results show that we were able to achieve performance gains in all four
cases, substantial gains for the Givens rotation (6%) and the tri solve algo-
rithm (8%), and still 1% and almost 4% speed-ups in the major norm algorithm
and the Householder transformation. It should be emphasized again both that
manual rewriting changes the test conditions for tri solve and that the prob-
lems with the inliner of g++ are temporary and will be solved in its next release.
With a fully working inliner without abstraction penalties we expect to further
improve on the current performance gains. The speed-ups came along with a
slight reduction of the code size in three cases, but the code size went up for
the major norm (by 1320 bytes). We suspect, again, the problem was due to the
inliner.

Table 1 summarizes the changes to the code size and run time of each al-
gorithm. It also lists for each algorithm its length in lines of code, the number
of temporaries of type bigfloat that were saved, and, in parentheses, the total
number of temporaries that could be saved with our approach but would have
required extending the set of LiDIA-specific simplification rules.

7 Related Work

Our approach borrows from programming methodology and our motivation fits
in a modern understanding of compilation; in this section we discuss related
work in more detail. Programming with concepts, first, is an old approach un-
derlying libraries in several languages, most notably Ada [22] and, with the most
success, C++, where the Standard Template Library became part of the language
specification [30,20]. The demand for adaptable components, at the same time,
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Table 1. MTL algorithms simplified with LiDIA-specific simplification rules

Algorithm Length Temp. Code size (bytes) Run time (cyles)
(lines) saved before after savings before after speedup

major norm 28 3(5) 682216 683540 -1324 25704 25523 1.01 %
generate householder 38 9 688037 687897 140 109343 105335 3.81 %
tri solve 46 6 688775 688300 475 48095 44434 [8.24%]
givens rotation 54 12 678450 678037 413 30112 28290 6.44 %

describes a recent trend in software development, which comes in several vari-
eties. Although we were mostly inspired by generic programming in the sense
of STL and its successors, the methodologies of adaptive and aspect-oriented
programming [16] and intentional programming [29] bear resemblance to our
goals but typically work neither with C++ nor with traditional (compilation)
environments.

Extensible compilers are another recent trend, along with performance tuning
for selected types and the introduction of features that allow advanced users to
improve the optimizations their compilers perform. The ROSE source-to-source
preprocessor [6], for example, extends C++ by a small generator for optimization
specifications for class arrays. In the same direction, but not restricted to arrays,
are the “annotation language for optimizing libraries” [11] and the OpenC++
project, part of the Open Implementation project at Xerox [3]. While the former
can direct the Broadway compiler, the latter translates meta-objects in a C++
extension to source code that any C++ compiler can process. Particularly in C++,
as already mentioned, much work is also done using the language itself, through
traits, expression templates, and template metaprogramming, either to enforce
certain (statement-level or cache) optimizations or to hand-code them [34,23,5,
27]; see also [9] for a critical evaluation. Both ideas of modifying (extending)
the translated language and modifying (customizing) the translated data types,
however, are different from our approach of directly getting the optimization to
work with arbitrary user-defined types. In performing type-based alias analysis,
the latest implementation of the Gnu compiler realizes the advantages of higher
programming constructs and type information for optimization tasks, but re-
stricts type-based alias analysis to built-in types [18]; the Scale Compiler Group
also reports the implementation of a type-based method for alias analysis [25].
Probably closest to our approach, except for the level of generality, comes the
idea of semantic expansion in the Ninja (Numerically Intensive Java) project
where selected types are treated as language primitives; for complex numbers
and arrays the generated Java code outperforms both C++ and Fortran [19,37].
Finally, we want to point out that rewriting techniques have long been used in
code generator generators, e.g., Twig [1], burg [8], and iburg [7].
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8 Conclusions and Future Work

In conclusion, the new, extensible simplifier optimizes user-defined classes and
has been successfully integrated into the Gnu C++ front end. It coexists with the
original simplifier and lifts several old, concrete rules to an abstract level, but also
contains rules without counterparts in the original simplifier. The examples with
the LiDIA and MTL libraries show the substantial performance gains that are
possible even at the level of very-high intermediate representations, and hopefully
contribute toward overcoming the performance concerns of those who choose
non-object-oriented C or Fortran programming over object-based programming
in C++ or write code that compromises readability for efficiency. As pointed out
in the introduction we consider the simplification project to be the start of a
new approach to optimizer generators, which handle built-in types and classes
equally. For the next steps in that direction we want to get more experience with
other high-level optimizations, investigating in particular the required analytical
parts. A promising immediate next step seems to be to extend the type-based
(alias) analysis of the current Gnu compiler [18] to user-defined types.
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Abstract. In optimized programs the location in which the current
value of a single source variable may reside typically varies as the compu-
tation progresses. A debugger for optimized code needs to know all of the
locations – both registers and memory addresses – in which a variable
resides, and which locations are valid for which portions of the computa-
tion. Determining this information is known as the data location problem.
Because optimizations frequently move variables around (between reg-
isters and memory or from one register to another) the compiler must
build a table to keep track of this information. Such a table is known as
a variable range table. Once a variable range table has been constructed,
finding a variable’s current location reduces to the simple task of looking
up the appropriate entry in the table.
The difficulty lies in collecting the data for building the table. Previous
methods for collecting this data depend on which optimizations the com-
piler performs and how those optimizations are implemented. In these
methods the code for collecting the variable location data is distributed
throughout the optimizer code, and is therefore easy to break and hard
to fix. This paper presents a different approach. By taking advantage of
key instructions, our approach allows the collection of all of the variable
location data in a single dataflow-analysis pass over the program. This
approach results in code for collecting the variable location information
that is easier to maintain than previous approaches and that is almost
entirely independent of which optimizations the compiler performs and
of how the optimizations are implemented.

1 Introduction

A correct, accurate symbol table is critical for the interactive source-level de-
bugging of optimized code. The symbol table contains information about all the
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symbols (names) that occur in the source program, including object names, type
names, local and global variables, subroutine names and parameters. Symbol ta-
bles also keep information about the declared types of program variables and
about how to map between locations in the source program and locations in the
target program. An especially important piece of information kept in the symbol
table is information about the places where variable values reside during pro-
gram execution. Debuggers need accurate information about variable locations,
both in memory and in registers, in order to determine where to look when a
user asks to see the value of a variable during the execution of the program.

The relationship that exists between a source program and its correspond-
ing unoptimized binary program makes it fairly straightforward to collect and
generate symbol table information. For example, whenever the value of a source
variable is updated, the new value is written to the variable’s home location in
memory. Compiler optimizations destroy these relationships, making the task of
determining a variable’s current location much harder. In an optimized program,
the location that contains a variable’s correct current value can vary as the com-
putation proceeds, sometimes being one of several different registers; sometimes
being one of several locations in memory; sometimes being a constant value
encoded directly in the instructions; and sometimes, during parts of the com-
putation where the variable is not live, not being anywhere at all. Determining
where to find a variable’s value is known as the data location problem [3,7].

In order to correctly capture information about variables’ locations, the com-
piler needs to construct a variable range table, such as the one described by
Coutant, Meloy, and Ruscetta [3]. This table associates, with every variable in
the source program, a list of “entries”. Each entry in the list gives a location
in which that variable resides during some portion of the computation. Each
location entry in the table also has associated with it the range(s) of addresses
in the binary program for which the entry is valid.

The idea of a variable range table is not new; it has existed for over a decade.
The difficulty is that, until now, there has been no easy way to collect this infor-
mation. The standard approach is to track every source variable through every
optimization performed by the compiler, recording each location as the variable
gets moved around. Thus the data evolves as the optimizations are performed,
and when the optimizations are complete the data has been “collected”.

This approach has many disadvantages. The greatest of these is that the code
for collecting the variable range table information is distributed throughout the
code for the optimizations. Consequently these implementations are very fragile,
because any change to the optimizations (adding an optimization, removing an
optimization, or changing the implementation of an optimization) can break this
code. In addition errors in the code for collecting variable location data are very
hard to track down and fix, because the code is not all in one place.

In this paper we present a completely different technique for collecting this
important information. By using dataflow analysis on the optimized binary pro-
gram we are able to collect the variable location information in one pass. Our
approach is independent of which optimizations the compiler performs and of
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how the optimizations are implemented, although it does rely on accurate infor-
mation about key instructions, as explained later. Our approach allows all the
source code for collecting the location information to be in one place, rather than
distributed throughout the optimizer source code in the compiler. This makes it
simpler to find and fix errors in the location-collection code. The code is poten-
tially more efficient than previous approaches, because the data is collected only
once, not collected and then updated continually as optimizations are performed.

Our approach builds on the realization that the final optimized binary pro-
gram must contain all the required information as to where variables are located.
The optimized binary program encodes the final results of all the optimizations,
including the low-level optimizations such as instruction scheduling, register al-
location, and spilling. Therefore by performing dataflow analysis on the final op-
timized binary program and discovering where the location of a variable changes,
we can obtain completely accurate and correct information as to the locations of
all the program variables, only performing the analysis once, and without having
to trace through each optimization individually.

So why has no one done this before? In order to perform the dataflow analysis
on the instructions, one needs to know which instructions correspond to assign-
ments to source program variables, and, for those instructions, which variable is
receiving the assignment. As explained in the next section, this critical piece of
information cannot be determined from the instructions by themselves. But we
can take advantage of key instructions in order to obtain this vital information.

The rest of this paper is organized as follows: In Section 2 we describe our
method for constructing the variable range table for an optimized program. We
briefly describe our implementation experiences in Section 3, and in Section 4
we present our conclusions.

2 Using the Optimized Binary

The key to knowing where the current value of a variable resides at runtime is
identifying the places in the target program where the value of a source variable
gets stored, either because the variable has been copied to a new location, or
because it has been given a new value. In this section, we explain how key
instructions are used to find those places in the target program, and how dataflow
analysis on those places is used to construct the variable range table.

2.1 The Role of Key Instructions

The notion of key instructions was originally introduced in order to solve a
different problem relating to debugging optimized code, the code location prob-
lem [3,5,7]. This problem is determining how to map between locations in the
source program and corresponding locations in the optimized target program.
This mapping is needed for implementing many basic debugger functions, such
as single-stepping and setting control breakpoints. The locations in the source
program that are of interest are those that result in a source-level-visible state
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change (i.e. changing either the value of a source variable or the flow of control
through the program). Each piece of program source code (e.g., statement, ex-
pression, subexpression, etc.) that causes a single potential source-level-visible
state change is called an atom. Some source statements contain only a single
atom, but others contain multiple atoms. Every atom in the source program has
a corresponding key instruction in the optimized target program.1 Intuitively,
the key instruction for any atom is the single instruction, in the set of instruc-
tions generated from that atom, that most closely embodies the semantics of the
atom. In particular, of the set of instructions generated for the atom, the key
instruction is the first instruction reached during program execution that causes
a source-level-visible state change to the program. By definition every atom that
has not been eliminated by the optimizer must have such an instruction.

Because we are concerned here with assignments to source variables, we focus
on assignment atoms and their key instructions. Since there is a one-to-one
mapping between atoms and visible state changes in the source, any atom can
assign a value to at most one source variable.2 Therefore the key instruction for
an assignment atom is the instruction that writes the value of the right-hand side
of the assignment to the variable’s location in memory; or, if the write to memory
has been eliminated, it is the final instruction that evaluates the right-hand side
into a register. If optimizations cause code for an atom to be duplicated, such as
unrolling a loop some number of times, the atom will have one key instruction
for each copy of the duplicated code that remains in the final program.

2.2 Internal Representation

i = start - 1; LOAD start; LOADI 1; SUB; STORE i;
while (!(done)) { LOADI 0; LOAD done; WHILE NEQ;

LOOP_BODY
i++; LOAD i; LOADI 1; ADD; STORE i;
if (i >= j) LOAD i; LOAD j; IF GEQ;

TRUEBR
done = 1; LOADI 1; STORE done;

FALSEBR
} END_LOOP

(a) C code (b) Early Internal Representation

Fig. 1. Sample C code and its equivalent early internal representation

Throughout this paper we refer to the early internal representation and to
the final internal representation generated by the compiler. The early internal
1 If code has been duplicated, a single atom may have multiple key instructions.
2 For simplicity, this discussion assumes there are no constructs in the source, such as

a swap statement, that simultaneously update multiple source variables.
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representation is a very high-level set of instructions. While slightly “below” the
level of the programming language (it uses explicit instructions for many things
that are implicit in the programming language), it has constructs such as if,
while-do, and switch. It also uses variable names to refer to variables that
occur in the program source. Figure 1 shows a small piece of C code and how
the code might be translated into this early internal representation. The early
internal representation uses postfix operator conventions.

As the compilation proceeds this high-level representation gets gradually
“lowered”. During this lowering process it is common for a single high-level
instruction to be broken into multiple lower-level instructions. At the end of
the compilation process the program is in the final internal representation, from
which the binary code is directly generated. In the compiler we used, this inter-
nal representation is the assembly code for the RISC instruction set of the MIPS
processor. Figure 2 shows some common instructions from this set.

Type Example Semantics
---- ------- ---------
Register Copy or $16, $4, $0 or $4 with $0 (always constant 0)

and store in $16. This is the
same as to copying $4 into $16

mov $4, $16 copy $4 into $16
Load Address lda $8, 24($sp) $8 gets the address ‘$sp + 24’
Load ld $17, 32($sp) $17 gets contents of memory at

location ‘$sp + 32’
Store sd $31, 8($sp) value in $31 is written to memory

at location ‘$sp + 8’
Addition addiu $sp, $sp, -80 $sp gets the contents of $sp

added to -80 (an address)
add $16, $4, $11 $16 gets the sum of the contents

of $4 and $11
Subtraction subiu $sp, $sp, 80 $sp gets the contents of $sp

minus 80 (an address)
sub $7, $8, $5 $7 gets the value of the contents

of $8 minus the contents of $5

Fig. 2. Examples of instructions in the final internal representation

2.3 Identifying Key Instructions

We assume that the compiler keeps accurate information throughout the com-
pilation process as to the source position (file, line, and column position) from
which every piece of internal representation, both early and late, was generated.
In the final representation, every instruction has associated with it the source
position(s) from which it was generated. The compiler must maintain this basic
information to make source-level debugging of the optimized program feasible.
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Using the source position associated with each instruction, we can identify
the set of all instructions generated from any given atom. Once we have this set
for each atom we need to find the key instruction within the set. Identifying key
instructions for control flow atoms is not too difficult: The key instruction for
a control flow atom is the first conditional branching instruction in the set of
instructions generated from that atom.3 Key instructions for assignment atoms,
however, are much harder to identify. In fact they cannot be identified at all, if
one has only the set of instructions generated from the atom.

There are three factors that contribute to this difficulty. First, one cannot
identify assignment key instructions by the opcode of the instruction. An assign-
ment key instruction might be a store instruction, but it could as easily be an
add, subtract, multiply, or any other operator instruction (if the store to memory
has been optimized away). Second, one cannot use variable names to determine
the key instruction for an assignment, because there are no variable names in the
instructions. Third, one cannot rely on the position of the instruction to iden-
tify assignment key instructions. While it is true that, in the absence of code
duplication, the key instruction for an assignment atom will be the last non-nop
instruction for the atom, optimizations such as loop unrolling may result in an
assignment atom having multiple key instructions within a single basic block,
making it impossible to use instruction position to find them all. In fact the only
way to identify all the key instructions for an assignment atom is to perform a
careful semantic analysis of both the instructions and the original source atom.

Luckily the compiler does perform such an analysis early in the compilation,
when it parses the program and generates the early internal representation. It
makes sense to take advantage of the compiler and have the front end tag the
piece of early internal representation that will become the key instruction(s) for
an assignment atom. These tags can then be propagated appropriately through
the compiler as the representation is lowered, instructions are broken down, and
optimizations are performed. When the final instructions are generated, the key
instructions for assignment atoms are already tagged as such.

We claimed earlier that our approach to collecting variable location data is
mostly independent of the optimization implementations. It is not completely
independent because the key instruction tags have to be propagated through
the various optimization phases. We feel this is acceptable for two reasons. First
it is far simpler to propagate the one-bit tag indicating that a piece of inter-
nal representation corresponds to an assignment key instruction, than to track
and record information about variable names and current variable storage loca-
tions. Second, and more importantly, we assume that key instructions will be
tagged anyway, as a necessary part of solving the code location problem, with-
out which one cannot implement such basic debugger functions as setting control
breakpoints and single-stepping through the code. Therefore we view our use of
key instructions to collect the variable range table information as exploiting an
existing mechanism, rather than requiring a new, separate implementation.

3 By “first” we mean the first instruction encountered if one goes through the instruc-
tions in the order in which they will be executed.
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For more information about key instructions, including formal definitions,
algorithms for identifying them, and an explanation of how they solve the code
location problem, see Tice and Graham[5].

2.4 Collecting Names of Assigned Variables

Recall that, in order to perform the dataflow analysis on the binary instruc-
tions, we need to know which instructions assign to source variables, and which
variables receive those assignments. The key instruction tags on the instructions
identify the assignment instructions, but we still need to know the name of the
variable that receives each assignment. The phase to collect that information
is executed fairly early in the back end of the compiler, before variable name
information has been lost. In this phase a single pass is made over the early
representation of the program. Every time an assignment is encountered, it is
checked to see if the assignment is to a source-level variable.4 If so, the name of
the variable and the source position of the assignment atom are recorded in a
table. Thus at the end of this pass we have created a table with one entry for
every assignment atom in the source program. Each entry contains the name of
the variable receiving the assignment and the source position of the assignment
atom. We attempt to make the variable name information collected in this phase
as precise as possible, by recording assignments to components of variables such
as fields or array elements.

2.5 Performing the Dataflow Analysis

A forward dataflow analysis is performed at the very end of the compilation
process, after all optimizations (including instruction scheduling) have finished.
The data items being created, killed, etc. by this dataflow analysis are variable
location records, where a variable location record is a tuple consisting of a variable
name, a location, a starting address, and an ending address. For the rest of this
paper we will refer to such a tuple as a location tuple.

Location Tuple Format:
< name , location, starting address, ending address>

Example Location Tuples:

1: < ‘x’, $4, 0x1000A247, undefined >
2: < ‘p.foo’, Mem[$sp + $8], 0x1000A216, 0x1000A4BC >

Fig. 3. Location Tuples

4 The key instruction tags can be used to tell whether or not an assignment is to a
source variable.
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Figure 3 shows the format of a location tuple and gives two examples. Ex-
ample 1 is a location tuple for variable x. It indicates that the value for x can
be found in register four ($4) while the program counter is between 0x1000A247
(the starting address for this tuple) and some undefined ending address. The
ending address is undefined because the tuple shown in Example 1 is still live
in the dataflow analysis. Once the tuple has been killed, the ending address will
be filled in, as explained below. Example 2 is a tuple indicating the value for
p.foo can be found in the memory address resulting from adding the contents
of register eight ($8) to the stack pointer ($sp) when the program counter is
between 0x1000A216 and 0x1000A4BC.

When a location tuple is created, it receives the name of the source variable
being updated or moved and the new current location for the variable (either
a register or a memory address). The starting address is the address of the
current instruction, and the ending address is undefined. When a location tuple
is killed during the dataflow analysis, the ending address in the location tuple
is filled in with the address of the killing instruction. Killed location tuples are
not propagated further by the dataflow analysis, but they are kept. At the end
of the dataflow analysis, all location tuples will have been killed. The data in
these location tuples is then used to construct the variable range table.

We perform the dataflow analysis at the subroutine level. The initial set of
location tuples for the dataflow analysis contains one location tuple for each
formal parameter of the subroutine. (The compiler knows the initial locations
for the parameters). It also contains one location tuple for each local variable to
which the compiler has assigned a home location in memory. These local variable
location tuples start with a special version of the variable name that indicates
that the variable is uninitialized. When the variable is first assigned a value, a
new location tuple is created for it. This allows us to determine those portions
of the program where a variable is uninitialized, which in turn makes it easy for
the debugger to warn a user who queries the value of an uninitialized variable.

In most respects the details of our dataflow algorithm are quite standard [2].
But the rules for creating and killing location tuples inside a basic block de-
serve comment. Although we have focused so far on instructions that update
the values of source-level variables, in fact every instruction in the basic block
must be examined carefully when performing the dataflow analysis. The follow-
ing paragraphs enumerate the different types of instructions that require some
kind of action and explain what actions are appropriate. Appendix A gives our
algorithm for examining instructions within basic blocks.

In Figure 2 the reader can see all the various types of instructions discussed
below except for key instructions. A key instruction is simply a regular instruc-
tion with an extra bit set.

Key Instructions. First we need to determine if the key instruction is for an
assignment atom or not. We can determine this by comparing the source position
associated with the key instruction with the source positions in the name table
collected earlier (see Section 2.4). If the source position is not in the table, we
know the key instruction is not for an assignment atom, so we treat it like any
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other instruction. If the source position is found in the table, then we use the
table to get the name of the variable receiving the assignment. We kill any other
location tuples for that variable. We also kill any location tuple whose location
is the same as the destination of the assignment instruction. Finally we generate
a new location tuple for the variable, starting at the current address, and with
a location corresponding to the destination of the assignment instruction.

Register Copy Instructions. If the instruction copies contents from one
register to another, we first kill any location tuples whose locations correspond
to the destination of the copy. Next we check to see if the source register is a
location in any of the live location tuples. If so, we generate a new location tuple
copying the variable name from the existing location tuple. We make the starting
address of the new location tuple the current address, and set the location to the
destination of the register copy. This can, of course, result in the same variable
having multiple live location tuples, at least temporarily.

Load Instructions. For load instructions, we check the memory address
of the load to see if it corresponds to any of the home addresses the compiler
assigned to any local variables or to any location in a live location tuple (i.e. a
spilled register). In either case we generate a new location tuple for the variable,
starting at the current address, and using the destination of the load as the
location. We also kill any existing live location tuples whose locations correspond
to the destination of the load.

Store Instructions. First we kill any location tuples whose locations corre-
spond to the destination of the store. Next we check the address of the store to
see if it corresponds to an address the compiler assigned to a variable, in which
case we generate a new location tuple for the variable. We also generate a new
location tuple if the source of the store corresponds to a location in any live
location tuple (i.e. a register spill).

Subroutine Calls. For subroutine calls we kill any location tuple whose
location corresponds to subroutine return value locations.

All Other Instructions. If the instruction writes to a destination, we check
to see if the destination corresponds to any location in any live location tuple.
Any such location tuples are then killed. (The corresponding variable’s value has
been overwritten.)

2.6 Handling Pointer Variables

The actions outlined above do not take pointer variables into consideration.
Pointers require slightly more work, but the basic ideas are fairly straightfor-
ward. In order to correctly gather and maintain location information for pointer
variables, we take the following actions, in addition to those already described
above. The following explanations use C syntax in particular, but the concepts
and actions are generalizable for other languages.

Load Instructions. If the base register for a load from memory instruction
corresponds to the location in any live location tuple T, and the load offset is
zero, we generate a new live location tuple. The location in the new location tuple
is the destination of the load instruction. The variable name in the new tuple,
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V1, is a version of the variable name V that occurs in T, modified as follows.
If V begins with at least one ampersand (‘&’), we remove one ampersand from
the front of V to construct V1. If V does not have at least one ampersand at the
beginning, we add an asterisk (‘*’) to the front of V to construct V1.

Store Instructions. If the base register for a store to memory instruction
corresponds to the location in any live location tuple T, and the store offset
is zero, we generate a new location tuple. The location in the new tuple is
“Memory[$R]”, where “$R” is the base register of the store instruction. The
variable name in the new tuple, V1, is a version of the variable name V that
occurs in T, modified as follows. If V begins with an ampersand, remove one
ampersand from the front of V to construct V1. Otherwise add one asterisk to
the front of V to construct V1. In addition to creating the new location tuple,
we also need to look for any live location tuples whose variable names could be
constructed either by removing one or more ampersands from V or by adding
one or more asterisks to V. Any such tuples must be killed, since the value stored
in the location represented by our new location tuple will invalidate them.

Load Address Instructions. If the instruction set includes special instruc-
tions for loading addresses into registers, these instructions also require special
actions. If the “base register + offset” used in the address calculation corre-
sponds to a memory address in any live location tuple, or to the home location
the compiler assigned to any local variable, we generate a new location tuple.
The location in the new tuple is the destination of the load address instruction.
The variable name is ‘&V’, where V is the name of the variable whose home lo-
cation or live location tuple location corresponds to the “base register + offset”
used in the address calculation.

Integer Addition/Subtraction Instructions. If one operand of an in-
teger addition or subtraction instruction is a register containing a memory ad-
dress, treat the instruction exactly like the load address instructions, as explained
above, using the other operand as the “offset”. A register contains a memory
address if it is one of the special registers that always address memory, such as
$sp or $gp, or if it is the location in a live location tuple whose variable name
begins with an ampersand.

2.7 Building the Variable Range Table

Once the dataflow analysis is complete, we have a large amount of data that
needs to be combined into the variable range table. To make the range table
as small as possible, we combine and eliminate location tuples wherever this is
possible and reasonable. We also compute, for every variable, all the address
ranges for which the variable does not have any location. Figure 4 traces an
example of this process.

Figure 4(a) shows an example of raw location tuples collected for a variable
x. In order to consolidate the data we first sort the location tuples by variable
name. For each variable, the location tuples for that variable need to be sorted by
location (Figure 4(b)). Any location tuples for a given variable and location that
have consecutive ranges need to be combined. For example, the location tuples
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<x, $6, 64, 92> <x, M[$sp+48], 84, 100> <x, M[$sp+48], 84, 100>
<x, $11, 24, 28> <x, $6, 64, 92> <x, $6, 64, 92>
<x, M[$sp+48], 84, 100> <x, $6, 32, 48> <x, $6, 32, 48>
<x, $11, 28, 36> <x, $11, 24, 28> <x, $11, 12, 36>
<x, $6, 32, 48> <x, $11, 28, 36>
<x, $11, 12, 24> <x, $11, 12, 24>

(a) (b) (c)

<x, $11, 12, 36> <x, $11, 12, 32> <x, uninit, 0, 12>
<x, $6, 32, 48> <x, $6, 32, 48> <x, $11, 12, 32>
<x, $6, 64, 92> <x, $6, 64, 84> <x, $6, 32, 48>
<x, M[$sp+48], 84, 100> <x, M[$sp+48], 84, 100> <x, evicted, 48, 64>

<x, $6, 64, 84>
<x, M[$sp+48], 84, 100>

(d) (e) (f)

Fig. 4. Trace for constructing variable range table information from raw location tuple
data.

〈x, $4, 1, 7〉 (translated as “variable x is in register 4 from address one through
address seven”) and 〈x , $4, 7, 10〉 (“variable x is in register 4 from address
seven through address ten”) can be combined into 〈x, $4, 1, 10〉 (“variable x is in
register 4 from address one through address ten”). Figure 4(c) shows consecutive
ranges for x in register 11 combined into a single tuple.

After all such consecutive location tuples have been combined, we sort all of
the location tuples for each variable (regardless of location) by starting address
(Figure 4(d)). For some address ranges a variable may be in multiple locations,
while for other address ranges a variable may not be in any location. For those
address ranges where a variable has multiple locations, we select one location
(usually the one with the longest address range) to be the location we will record
in the variable range table. We also shorten other ranges, to eliminate overlap.
This is illustrated in Figure 4(e), where the ranges of x in registers $r11 and
$r6 were shortened. This is an implementation decision, rather than a feature of
our algorithm. Admittedly by not recording all locations for a variable we are
losing some information. If the debugger for optimized code were to allow users
to update the values of variables, then the information we are losing would be
critical. We are assuming, for this work, that users are not allowed to update
source variables from inside the debugger once a program has been optimized, as
such an update could invalidate an assumption made by the compiler, which in
turn could invalidate an optimization, and thus make the program start behav-
ing incorrectly. Updating variables after optimizations have been performed is
an open research issue, and is beyond the scope of this paper. For those address
ranges for which a variable does not have any location, we create an “evicted”



A Practical, Robust Method for Generating Variable Range Tables 113

record for the variable and put that in the variable range table.5 Thus an addi-
tional benefit of this approach is that we can automatically determine not only
the correct locations of variables, but also the address ranges for which variables
are uninitialized or evicted. Figure 4(f) shows the final set of location tuples for
x, which will be written to the variable range table.

For location tuples whose variable names are of the form array[exp], or
which begin with one or more asterisks, we do not create any eviction records.
Also for variables of the latter type, we do not keep location tuples whose location
is of the form “Memory[exp]”, if there are also tuples, covering the same address
ranges, whose location is “exp”, and whose name is constructed by removing all
the asterisks from the front of the variables in question. For example, if we know
that pointer variable p is in register sixteen, there is no point in keeping the
information that *p can be found in Memory[$16]. On the other hand, knowing
that *p can also be found in register seven is useful, so such information is kept.

3 Implementation Experience

We implemented a prototype of our approach for building a variable range table
inside the SGI Mips-Pro 7.2 C compiler, a commercial compiler that optimizes
aggressively. This compiler consists of nearly 500,000 lines of C and C++ source
code. The symbol table format used is the DWARF 2.0 standard format [4].
Since we were implementing an entire solution for debugging optimized code,
we modified the compiler to identify key instructions as well as to generate the
variable range table information. We also modified a version of the SGI dbx
debugger to use the resulting symbol table for debugging optimized code.

Modifying the compiler to collect the variable names, to perform the dataflow
analysis and to write the variable range table into the symbol table took roughly
2 months, and required modifying or writing approximately 1,500-2,000 lines
of code. Modifying the debugger to use the variable range table to look up a
variable’s value took about 2 weeks and 300-500 lines of code. As these numbers
show, it is quite easy to adapt existing compilers and debuggers to create and
use this variable range table. The numbers here do not include the time it took
to implement the key instruction scheme, which took roughly five months and
involved 1,500-2,000 lines of code. A large part of the five months was spent
becoming familiar with the compiler code.

Once our prototype was fully implemented, we made it available for use to
some software engineers at SGI and to some computer science graduate students
at the University of California, Berkeley. In the end, sixteen people tested our
prototype and gave us feedback on it. Overall the feedback was positive, several
people expressing the wish they had had this tool a few months earlier, as it
would have helped them find bugs they had been working on. For more details
on our user feedback, see Tice [6].

5 Evicted variables are part of the residency problem identified by Adl-Tabatabai and
Gross [1].
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Prior to the implementation of our prototype, the SGI compiler, in common
with most commercial compilers, did nothing in particular to facilitate debugging
optimized code. Its default mode was to turn off optimizations if debugging was
requested. Although it was possible to override this default through the use of
certain compilation flags, the debugging information was collected and stored in
the symbol table in exactly the same manner as if no optimizations were being
performed. The result of this was that data in the symbol table for optimized
programs was often incomplete, incorrect, and/or misleading, particularly with
respect to the locations of variables.

When implementing our dataflow analysis we encountered a small problem.
As in standard dataflow analysis algorithms, the in-set for each basic block was
constructed by joining all out-sets of the predecessor basic blocks. Occasionally
when joining sets of locations from predecessor blocks we found inconsistencies
between the predecessors. Two different basic blocks might indicate the same
variable being in two conflicting locations, as shown in Figure 5. At the end of
basic block BB2, variable v is in register $r4, while at the end of basic block
BB3, v is in register $r7.6 The question is where, at the beginning of basic block
BB4, should we say that v is? The answer would appear to be “it depends on
the execution path”. However the execution path is something we cannot know
at compile time, when we are constructing the variable range table.

BB2 BB3

BB4

v is in $r4 v is in $r7
Where is v?

Fig. 5. Inconsistency problem during dataflow analysis

To deal with this problem, we chose to “kill” both of the conflicting location
tuples at the end of the basic blocks from which they came. If there are no loca-
tion tuples for the variable that do not conflict at this point, the range table will
indicate the variable as being evicted, i.e. not residing anywhere. This choice was
reasonable because the problem in Figure 5 typically arises only when v is dead
on entry to BB4. Otherwise the compiler would require definitive information as

6 Note that it would be fine if BB2 and BB3 both reported that v was stored both in
$r4 and $r7.
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to where it could find the variable.7 Since the variable is dead, killing its location
tuple (evicting it, in effect) seems a reasonable, simple solution.

An alternative approach would be to tag the conflicting location tuples in
some special way. In the final variable range table all the conflicting alternative
locations could be entered, leaving the correct resolution up to the debugger or
the debugger user.

Our simple approach was particularly attractive in the context of Optdbx [6],
the debugger for which it was built, because Optdbx performs eviction recovery,
capturing the values of variables before the compiler overwrites them. This tech-
nique allows the debugger to recover the correct variable value in these cases.
Using our example as illustration, whenever execution reaches either the end of
basic block BB2 or basic block BB3, the debugger will notice that v is about
to be evicted and so will cache the current value of v in a special table. If the
user suspends execution at the top of basic block BB4 and asks to see the value
of v, the debugger will first look in the range table, where it will see that v is
currently evicted. It will then get the value of v from its special table.

The preceding discussion illustrates one of the added benefits of using
dataflow analysis to construct the variable range table: one can obtain (with
no extra work) exact information about variable evictions, uninitialized vari-
ables, and variables that have been optimized away. (The last case would be
those variables for which no location tuples were created.) Users of our debugger
especially liked its ability to indicate these special cases.

4 Conclusion

In this paper we have presented a new method for collecting the variable loca-
tion information to be incorporated into a variable range table. This is necessary
for solving the data location problem, allowing debuggers of optimized code to
determine where variable values reside during execution of the program. By tak-
ing advantage of key instruction information, our method uses dataflow analysis
techniques to collect all the variable location information in a single pass over
the final optimized internal representation of the program.

Our approach has many advantages over previous approaches. It is poten-
tially faster than previous approaches, because it collects the data in one dataflow
pass, rather than building an initial set of data and evolving the set as optimiza-
tions are performed. Unlike previous approaches the person implementing this
technique does not need to understand how all of the optimizations in the com-
piler are implemented. In previous approaches the source code for collecting the
variable location data has to be distributed throughout the optimizer code; any
time an optimization is added, removed, or modified, the code for collecting the
variable location data must be modified as well. By contrast our approach is
completely independent of which optimizations the compiler performs and of
7 It is possible to construct pathological cases for which this assumption is false; how-

ever we do not believe such pathological cases ever actually arise inside compilers,
and therefore we feel it is reasonable to make this assumption.
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how those optimizations are implemented. The code for performing the dataflow
analysis is all in one place, making it easier to write, to maintain, and to debug.

A further benefit of using dataflow analysis on the final representation of
the program to collect the variable location data is that this also allows for easy
identification of those portions of the target program for which any given variable
is either uninitialized or non-resident. Previous variable range tables have not
contained this information at all.

Finally by implementing these ideas within an existing commercial com-
piler and debugger, we have shown that these ideas work and that they can
be retrofitted into existing tools without too much effort.

A Algorithm for Generating, Passing, and Killing
Location Tuples within a Basic Block

currentSet ← ⋃
p∈predecessor(currentBB) p.locations

i ← first instruction for basic block
do {

if (i has a destination)
forall l in currentSet

if (l.location = i.destination)
kill(l)

fi
endfor

fi

if (i is an assignment key instruction)
varname ← name lookup(i.source position)
forall l in currentSet

if (l.varname = varname)
kill(l)

fi
endfor
newRecord ← gen (varname, i.dest, i.address, undefined)
currentSet ← currentSet ∪ { newRecord }

else if (i is a register copy)
forall l in currentSet

if (l.location = i.source)
newRecord ← gen (l.varname, i.dest, i.address, undefined)
currentSet ← currentSet ∪ { newRecord}

fi
endfor

else if (i is a function call)
forall l in currentSet

if (l.location = return value register)
kill(l)

fi
endfor

else if (i is a memory read)
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if (i.memory location is “home” address of variable)
newRecord ← gen (name of var, i.dest, i.address, undefined)
currentSet ← currentSet ∪ { newRecord }

else
forall l in currentSet

if (l.location = i.mem loc)
newRecord ← gen (name of var, i.dest, i.address, undefined)
currentSet ← currentSet ∪ { newRecord }

fi
endfor

fi
else if (i is a memory write)

forall l in currentSet
if (l.location = i.source)

newRecord ← gen(l.varname, i.mem loc, i.address, undefined)
currentSet ← currentSet ∪ { newRecord }

fi
endfor

fi

i ← i.next instruction
} while (i 6= ∅)
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Abstract. Because most of the execution time of a program is typically
spend in loops, loop optimization is the main target of optimizing and re-
structuring compilers. An accurate determination of induction variables
and dependencies in loops is of paramount importance to many loop opti-
mization and parallelization techniques, such as generalized loop strength
reduction, loop parallelization by induction variable substitution, and
loop-invariant expression elimination. In this paper we present a new
method for induction variable recognition. Existing methods are either
ad-hoc and not powerful enough to recognize some types of induction
variables, or existing methods are powerful but not safe. The most pow-
erful method known is the symbolic differencing method as demonstrated
by the Parafrase-2 compiler on parallelizing the Perfect Benchmarks(R).
However, symbolic differencing is inherently unsafe and a compiler that
uses this method may produce incorrectly transformed programs without
issuing a warning. In contrast, our method is safe, simpler to implement
in a compiler, better adaptable for controlling loop transformations, and
recognizes a larger class of induction variables.

1 Introduction

It is well known that the optimization and parallelization of scientific applica-
tions by restructuring compilers requires extensive analysis of induction vari-
ables and dependencies in loops in order for compilers to effectively transform
and optimize loops. Because most of the execution time of an application is
spend in loops, restructuring compilers attempt to aggressively optimize loops.
To this end, many ad-hoc techniques have been developed for loop induction
variable recognition [1,2,13,20,22] for loop restructuring transformations such
as generalized loop strength reduction, loop parallelization by induction variable
substitution (the reverse of strength reduction), and loop-invariant expression
elimination (code motion). However, these ad-hoc techniques fall short of rec-
ognizing generalized induction variables (GIVs) with values that form polyno-
mial and geometric progressions through loop iterations [3,7,8,11,19]. The impor-
tance of GIV recognition in the parallelization of the Perfect Benchmarks(R) and
other codes was recognized in an empirical study by Singh and Hennessy [14].
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The effectiveness of GIV recognition in the actual parallelization of the Perfect
Benchmarks(R) was demonstrated by the Parafrase-2 compiler [10]. Parafrase-2
uses Haghighat’s symbolic differencing method [10] to detect GIVs. Symbolic
differencing is the most powerful induction variable recognition method known.

In this paper we show that symbolic differencing is an unsafe compiler method
when not used wisely (i.e. without a user verifying the result). As a consequence,
a compiler that adopts this method may produce incorrectly transformed pro-
grams without issuing a warning. We present a new induction variable recogni-
tion method that is safe and simpler to implement in a compiler and recognizes
a larger class of induction variables.

This paper is organized as follows: Section 2 compares our approach to related
work. Section 3 presents our generalized induction variable recognition method.
Results are given in Section 4. Section 5 summarizes our conclusions.

2 Related Work

Many ad-hoc compiler analysis methods exist that are capable of recognizing
linear induction variables, see e.g. [1,2,13,20,22]. Haghighat’s symbolic differenc-
ing method [10] recognizes generalized induction variables [3,7,8,11,19] that form
polynomial and geometric progressions through loop iterations. More formally,
a GIV is characterized by its function χ defined by

χ(n) = ϕ(n) + r an (1)

where n is the loop iteration number, ϕ is a polynomial of order k, and a and r
are loop-invariant expressions.

Parallelization of a loop containing GIVs with (multiple) update assignment
statements requires the removal of the updates and the substitution of GIVs in
expressions by their closed-form characteristic function χ. This is also known
as induction variable substitution, which effectively removes all cross-iteration
dependencies induced by GIV updates, enabling a loop to be parallelized.

The symbolic differencing method is illustrated in Fig. 1. A compiler symbol-
ically evaluates a loop a fixed number of iterations using abstract interpretation.
The sequence of symbolic values of each variable are tabulated in difference ta-
bles from which polynomial and geometric progressions can be recognized. To
recognize polynomial GIVs of degree m, a loop is executed at most m + 2 itera-
tions. For example, for m = 3, the compiler executes the loop shown in Fig. 1(a)
five times and constructs a difference table for each variable. The difference table
of variable t is depicted in Fig. 1(b) above the dashed line. According to [10], the
compiler can determine that the polynomial degree of t is m = 3, because the
final difference is zero (bottom-most zero above the dashed line). Application of
induction variable substitution by Parafrase-2 results in the loop Fig. 1(c).

The problem with this approach is that the analysis is incorrect when m
is set too low. Six or more iterations are necessary (this includes the diagonal
below the dashed line) to find that the degree of t is actually 5. Hence, the loop
shown in Fig. 1(c) is incorrect. Fig. 1(d) depicts the correctly transformed loop.
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DO i=0,n
t=a
a=b
b=c+2*b-t+2
c=c+d
d=d+i

ENDDO

b-a b+c-a+2 b+2c+d-a+4 b+3c+3d-a+6 b+4c+6d-a+9

c+2 c+d+2 c+2d+2 c+3d+3

d d d+1

0 1

1

a b 2b+c-a+2 3b+3c+d-2a+6 4b+6c+4d-3a+12 5b+10c+10d-4a+21

(a) (b)
DO i=0,n
t=a+(d*i**3
+(3*c-3*d+6)*i**2
+(6*b-9*c+2*d-6)*i)/6

ENDDO

DO i=0,n
t=a+(i**5-10*i**4
+(20*d+35)*i**3
+(60*c-60*d+70)*i**2
+(120*b-180*c+40*d-96)*i)/120

ENDDO

(c) (d)

Fig. 1. Example Loop (a), Difference Table of t (b), Incorrectly Transformed Loop (c),
and Correctly Transformed Loop (d)

The origin of the problem with symbolic differencing lies in the fact that dif-
ference tables form low-order approximations of higher-order polynomials and
functions. Hence, symbolic differencing requires a user of the compiler to specify
a maximum polynomial order m that is guaranteed to be the largest order among
all of the known GIVs in a program. This means that the user must be knowl-
edgeable about the type of algorithms in the program to make a wise decision.
The optimization of the Perfect Benchmarks(R) by Parafrase-2 required m = 3
to produce correctly transformed programs. Many real-world applications exist
that use higher degree polynomials such as in transfinite interpolation for grid
generation [12] for CFD and CAD applications, and in hard-coded curve plotting
and surface rendering applications, see e.g. [4].

According to [10], symbolic differencing requires extensive symbolic expres-
sion manipulation. A symbolic kernel is required with a concise set of alge-
braic/symbolic operations derived from mathematical tools such as number the-
ory and mathematical induction for performing symbolic operations. The im-
plementation is further hampered by the fact that difference tables can contain
large and complicated symbolic entries. In contrast, our method relies on the
use of a term rewriting system with 14 rules to derive normal forms for GIVs
and 21 rules to derive the closed-form functions from these forms. Our approach
requires symbolic manipulation equally powerful as classical constant-folding1.

In comparing our method to symbolic differencing we find that both meth-
ods can handle multiple assignments to induction variables, generalized induc-
tion variables in loops with symbolic bounds and strides, symbolic integer divi-
sion, conditional induction expressions, cyclic induction dependencies, symbolic
forward substitution, symbolic loop-invariant expressions, and wrap-around vari-
ables. However, our method is not capable of detecting cyclic recurrences. We
found that cyclic recurrences are very rare in the Perfect Benchmarks(R).

1 Assuming that symbolic manipulation by constant-folding includes associativity,
commutativity, and distributivity of product and addition.
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3 Generalized Induction Variable Recognition

In this section we present our induction variable recognition method and associ-
ated compiler algorithms. First, we introduce the chains of recurrences formalism
that forms the mathematical basis of our approach.

3.1 Chains of Recurrences

Chains of recurrences (CRs) are developed by Bachmann, Zima, and Wang [5] to
expedite the evaluation of closed-form functions and expressions on regular grids.
The CR algebra enables the construction and simplification of recurrence rela-
tions by a computer algebra system. An elementary (scalar) expression can be
symbolically transformed into its mathematically equivalent CR [4]. The CR pro-
vides a representation that allows it to be translated into a loop construct which
efficiently evaluates the expression on a regular grid, similar to loop strength
reduction of the original single elementary expression.

Basic Formulation. A closed-form function f evaluated in a loop with loop
counter variable i can be rewritten into a mathematical equivalent System of
Recurrence Relations (SSR) [21] f0(i), f1(i), . . . , fk(i), where the functions fj(i)
for j = 0, . . . , k − 1 are linear recurrences of the form

fj(i) =
{

φj if i = 0
fj(i − 1) �j+1 fj+1(i − 1) if i > 0 (2)

with �j+1 ∈ {+, ∗}, j = 0, . . . , k − 1, and coefficients φj are loop-invariant
expressions (i.e. induction variables do not occur in φj). Expression fk is loop
invariant or a similar recurrence system. When the loop is normalized, i.e. i =
0, . . . , n for some n ≥ 0, it can be shown that f(i) = f0(i) for all i = 0, . . . , n.

A shorthand notation for Eq. (2) is a Basic Recurrence (BR) [5]:

fj(i) = {φj ,�j+1, fj+1}i (3)

The BR notation allows the system (2) to be written as

Φi = {φ0,�1, {φ1,�2, · · · , {φk−1,�k, fk}i}i}i (4)

When flattened to a single tuple

Φi = {φ0,�1, φ1,�2, · · · ,�k, fk}i (5)

it is a Chain of Recurrences (CR) [4,5] with k = L(Φi) the length of the CR.
A CR Φi is called polynomial if �j = +, for all j = 1, . . . , k. A polynomial

CR has a closed-form function that is a k-order polynomial in variable i. The
sequence φ0, φ1, . . . , φk−1, fk forms the lower-left diagonal of a difference table
of the polynomial. CR Φi is called exponential if �j = ∗, for all j = 1, . . . , k. CR
Φi = {φ0, ∗, φ1, +, f2}i is called factorial if φ1 ≥ 1 and f2 = 1, or φ1 ≤ −1 and
f2 = −1.
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CR Construction. Fig. 2 depicts CR rewrite rules adapted from the CR alge-
bra presented in [4,5]. The proof of correctness of the algebra can be found in [4].
CR construction proceeds by replacing every occurrence of the loop counter vari-
able i (i.e. the basic induction variable) in an expression by the CR {a,+, s}i,
where a is i’s symbolic initial value and s is the stride. Then, CR rules are ex-
haustively applied to the expression2. In [16] we proved that CR is complete
(i.e. confluent and terminating) and, hence, CRs are normal forms for polyno-
mials, exponentials, and factorials.

The exhaustive application of CR results in so-called CR-expressions, which
are expressions that contain CRs as subexpressions3. The normalized CR ex-
pression of a GIV with characteristic function Eq. (1) is the sum of a polynomial
CR and the exponential CR {r, ∗, a}n.

3.2 The Algorithms

We developed a compiler algorithm for induction variable recognition. The al-
gorithm is capable of detecting multiple induction variables in loop hierarchies
by exploiting the CR algebra in an entirely novel way. The induction variable
recognition method forms the basis of our induction variable substitution al-
gorithm. Induction variable substitution amounts to the removal of induction
variable update operations and the replacement of the induction variables by
their closed-forms. This requires the inverse rules CR−1 shown in Fig. 3 which
we developed to translate CRs back to closed-form functions.

The principle of our algorithm is illustrated in the program fragment below,
which demonstrates the key idea to our induction variable recognition method
and induction variable substitution:

DO i=0,n
...
j=j+h
k=k+2*i
ENDDO

⇒
DO i=0,n
...
j=j+h
k=k+{0,+, 2}i
ENDDO

⇒
DO i=0,n
...
j={j0,+, h}i
k={k0,+, 0,+, 2}i

ENDDO

⇒
j0=j; k0=k
DOALL i=0,n
j=j0+h*i
k=k0+i*i-i
...
ENDDO

First, loop counter variable i is replaced by its CR representation {0, +, 1}i

upon which rule 2 of CR Fig. 2 translates 2*i into the CR {0, +, 2}i. Then,
linear induction variable j and non-linear induction variable k are recognized
by our algorithm from their update operations and replaced by CRs {j0, +, h}i

and {k0, +, 0, +, 2}i, where j0 and k0 are initial values of j and k before the
loop. Finally, the CR−1 rules are applied to substitute the CR of j and k with
their closed-forms, enabling the loop to be parallelized. The advantage of our
approach is that simple algebraic rules are exploited to modify the code from
one form into another.
2 Applied together with constant folding to simplify CR coefficients.
3 When CRs are mentioned in this text we refer to pure CRs of the form Eq. (5).

CR-expressions will be indicated explicitly.
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LHS RHS
1 E + {φ0,+, f1}i ⇒ {E + φ0,+, f1}i when E is loop invariant
2 E ∗ {φ0,+, f1}i ⇒ {E ∗ φ0,+, E ∗ f1}i when E is loop invariant
3 E ∗ {φ0, ∗, f1}i ⇒ {E ∗ φ0, ∗, f1}i when E is loop invariant
4 E{φ0,+,f1}i ⇒ {Eφ0 , ∗, Ef1}i when E is loop invariant
5 {φ0, ∗, f1}Ei ⇒ {φE0 , ∗, fE1 }i when E is loop invariant
6 {φ0,+, f1}i + {ψ0,+, g1}i ⇒ {φ0 + ψ0,+, f1 + g1}i
7 {φ0,+, f1}i ∗ {ψ0,+, g1}i ⇒ {φ0ψ0,+, {φ0,+, f1}i ∗ g1 + {ψ0,+, g1}i ∗ f1 + f1 ∗ g1}i
8 {φ0, ∗, f1}i ∗ {ψ0, ∗, g1}i ⇒ {φ0 ψ0, ∗, f1 g1}i
9 {φ0, ∗, f1}{ψ0,+,g1}i

i ⇒ {φ0
ψ0 , ∗, {φ0, ∗, f1}g1i ∗ f{ψ0,+,g1}i

1 ∗ fg11 }i

10 {φ0,+, f1}i! ⇒

 {φ0!, ∗,
(∏f1

j=1{φ0 + j,+, f1}i
)
}i if f1 ≥ 0

{φ0!, ∗,
(∏|f1|

j=1{φ0 + j,+, f1}i
)−1

}i if f1 < 0

11 log{φ0, ∗, f1}i ⇒ {log φ0,+, log f1}i
12 {φ0,+, 0}i ⇒ φ0

13 {φ0, ∗, 1}i ⇒ φ0

14 {0, ∗, f1}i ⇒ 0

Fig. 2. CR

LHS RHS
1 {φ0,+, f1}i ⇒ φ0 + {0,+, f1}i when φ0 6= 0
2 {φ0, ∗, f1}i ⇒ φ0 ∗ {1, ∗, f1}i when φ0 6= 1
3 {0,+,−f1}i ⇒ −{0,+, f1}i
4 {0,+, f1 + g1}i ⇒ {0,+, f1}i + {0,+, g1}i
5 {0,+, f1 ∗ g1}i ⇒ f1 ∗ {0,+, g1}i when i does not occur in f1
6 {0,+, log f1}i ⇒ log{1, ∗, f1}i
7 {0,+, f i1}i ⇒ fi+1

1 −1
f1−1 when i does not occur in f1 and f1 6= 1

8 {0,+, fg1+h1
1 }i ⇒ {0,+, fg11 ∗ fh1

1 }i
9 {0,+, fg1∗h1

1 }i ⇒ {0,+, (fg11 )hi}i when i does not occur in f1 and g1
10 {0,+, f1}i ⇒ i ∗ f1 when i does not occur in f1
11 {0,+, i}i ⇒ i2−i

2

12 {0,+, in}i ⇒ ∑n

k=0
(n+1

k )
n+1 Bk i

n−k+1 for n ∈ IN, Bk is kth Bernoulli number
13 {1, ∗,−f1}i ⇒ (−1)i{1, ∗, f1}i
14 {1, ∗, 1

f1
}i ⇒ {1, ∗, f1}−1

i

15 {1, ∗, f1 ∗ g1}i ⇒ {1, ∗, f1}i ∗ {1, ∗, g1}i
16 {1, ∗, fg11 }i ⇒ f

{1,∗,g1}i
1 when i does not occur in f1

17 {1, ∗, gf11 }i ⇒ {1, ∗, g1}if1 when i does not occur in f1
18 {1, ∗, f1}i ⇒ f i1 when i does not occur in f1
19 {1, ∗, i}i ⇒ 0i

20 {1, ∗, i+ f1}i ⇒ (i+f1−1)!
(f1−1)! when i does not occur in f1 and f1 ≥ 1

21 {1, ∗, f1 − i}i ⇒ (−1)i ∗ (i−f1−1)!
(−f1−1)! when i does not occur in f1 and f1 ≤ −1

Fig. 3. CR−1
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IV S(S)
- input: statement list S
- output: Induction Variable Substitution applied to S
CALL IV Strans(S)
Use reaching flow information to propagate initial variable values to the CRs in S

Apply CR−1 to every CR in S
For every left-over CR Φi in S, create an index array ia and code K to initialize the

array using algorithm CRGEN(Φi, b, ia, K), where b is the upper bound of the index array
which is the maximum value of the induction variable i of the loop in which Φi occurs

IV Strans(S)
- input: statement list S
- output: Induction Variable Substitution applied to S, where CR expressions

in S represent the induction expressions of loops in S
FOR each do-loop L in statement list S DO

Let S(L) denote the body statement list of loop L, let I denote the basic induction variable
of the loop with initial value expression a, bound expression b, and stride expression s

CALL IV Strans(S(L))
TRY

CALL SSA∗(S(L), A)
CALL CR(I, a, s, S(L), A)
CALL HOIST (I, a, b, s, S(L), A)

CATCH FAIL:
Continue with next do-loop L in S

Fig. 4. Algorithm IV S

Algorithm IV S shown in Fig. 4 applies induction variable substitution to a
set of nested loops in a statement list. The programming model supported by
IV S includes sequences, assignments, if-then-elses, do-loops, and while-loops.
IV S analyzes a do-loop nest (not necessarily perfectly nested) from the inner-
most loops, which are the primary candidates for optimization, to the outermost
loops. For every loop in the nest, the body is converted to a single-static assign-
ment (SSA) form with assignments to scalar variables separated from the loop
body and stored in set A. Next, algorithm CR converts the expressions in A
to CR-expressions to detect induction variables. Algorithm HOIST hoists the
induction variable update assignments out of the loop and replaces induction
expressions in the loop by closed-forms. If an induction variable has no closed-
form, algorithm CRGEN is used to create an index array that will serve as a
closed-form. This enables IVS for a larger class of induction variables compared
to GIVs defined by Eq. (1). FAIL indicates failure of the algorithm to apply IVS,
which can only be due to failure of SSA∗ (see SSA∗ description later).

The worst-case computational complexity of IV S is O(k n log(n) m2), where
k is the maximum loop nesting level, n is the length of the source code fragment,
and m is the maximum polynomial order of the GIVs in the fragment. This bound
is valid provided that Bachmann’s CR construction algorithm [4] is used for the
fast construction of polynomial CRs.

Note that the CR rules in Fig. 2 are applicable to both integer and floating-
point typed expressions. Rule 11 handles floating point expressions only. It is
guaranteed that integer-valued induction variables have CRs with integer-valued
coefficients. However, some integer-valued expressions in a loop that contain
induction variables may be converted into CRs with rational CR coefficients
and a compiler implementation of the rules must handle rationals appropriately.
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SSA∗(S, A)
- input: loop body statement list S
- output: SSA-modified S and partially ordered set A, or FAIL
A:=∅
FOR each statement Si ∈ S from the last (i = |S|) to the first statement (i = 1) DO

CASE Si

OF assignment statement of expression X to V :
IF V is a numeric scalar variable and (V, ⊥) 6∈ A THEN

FOR each statement Sj ∈ S, j = i + 1, . . . , |S| DO
Substitute in Sj every occurrence of variable V by a pointer to X

FOR each (U, Y ) ∈ A DO
Substitute in Y every occurrence of variable V by a pointer to X

IF (V, ) 6∈ A THEN /* note: is a wildcard */
A:=A ∪ {(V, X)}

Remove Si from S
ELSE /* assignment to non-numeric or non-scalar variable */

Continue with next statement Si

OF if-then-else statement with condition C, then-clause S(T ), and else-clause S(E):
CALL SSA∗(S(T ), A1)
CALL SSA∗(S(E), A2)
CALL MERGE(C, A1, A2, A1,2)
FOR each (V, X) ∈ A1,2 DO

FOR each statement Sj , j = i + 1, . . . , |S| DO
Substitute in Sj every occurrence of variable V by a pointer to X

FOR each (U, Y ) ∈ A DO
Substitute in Y every occurrence of V by a pointer to X

IF (V, ) 6∈ A THEN /* note: is a wildcard */
A:=A ∪ {(V, X)}

OF do-loop OR while-loop:
IF the loop body contains an assignment to a scalar numeric variable V THEN

A:=A ∪ (V, ⊥)
Topologically sort A with respect to ≺, FAIL if sort not possible (i.e. ≺ is not a partial order on A)

MERGE(C, A1, A2, A1,2)
- input: Boolean expression C, variable-expression sets A1 and A2
- output: merged set A1,2
A1,2:=∅
FOR each (V, X) ∈ A1 DO

IF (V, Y ) ∈ A2 for some expression Y THEN
A1,2:=A1,2 ∪ {(V, C?X: Y )}

ELSE
A1,2:=A1,2 ∪ {(V, C?X: V )}

FOR each (V, X) ∈ A2 DO
IF (V, ) 6∈ A1,2 THEN

A1,2:=A1,2 ∪ {(V, C?V : X)}

Fig. 5. Algorithm SSA∗

Single Static Assignment Form. The SSA∗ algorithm shown in Fig. 5 uses
the precedence relation on variable-expression pairs defined by

(U, Y ) ≺ (V, X) if U 6= V and V occurs in Y

to obtain an ordered set of variable-expression pairs A extracted from a loop
body. The algorithm constructs a directed acyclic graph for the expressions in
A and the expressions in the loop body such that common-subexpressions share
the same node in the graph to save space and time. Thus, when a subexpression
is transformed by rules CR or CR−1 the result is immediately visible to the
expressions that refer to this subexpression. This works best when the rules CR
and CR−1 are applied to an expression from the innermost to the outermost
redexes (i.e. normal-order reduction).
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DO i=1,n
IF cond(i) THEN
DO j=1,i
k=k+j
a[i,j]=b[k]

ENDDO
ELSE
k=k+(i*(i+1))/2

ENDIF
ENDDO

⇒

DO i=1,n
IF cond(i) THEN
DO j=0,i-1
a[i,{1, +, 1}j]=b[{k + 1, +, 2, +, 1}j]

ENDDO
k=k+(i+i**2)/2

ELSE
k=k+(i*(i+1))/2

ENDIF
ENDDO

(1) (2)

⇒

DO i=1,n
IF cond({1, +, 1}i) THEN
DO j=0,{0, +, 1}i

a[{1, +, 1}i,{1, +, 1}j]
=b[{k + 1, +, 2, +, 1}j]

ENDDO
ENDIF
k=(cond(i)?{k, +, 1, +, 2, +, 1}i

: {k, +, 1, +, 2, +, 1}i)
ENDDO

⇒
DO i=0,n-1
IF cond(i+1) THEN
DO j=0,i
a[i+1,j+1]
=b[k+(i**3+2*i+3*((i+j)**2-2*i*j)+9*j)/6+1]

ENDDO
ENDIF

ENDDO

(3) (4)

Fig. 6. Example Analysis of Conditional Induction Variables

Each variable has only one expression in A. Set A contains the potential in-
duction variables of the loop. Values of conditional induction variables are repre-
sented by conditional expressions of the form C?X: Y , where C is the condition
and X and Y are expressions. The conditional expression C?X: X is rewritten4

into X. An example conditional induction variable analysis is shown in Fig. 6.
For sake of simplicity, we assume that the values of conditions do not change
when the conditions are replicated to different parts of the loop body. The algo-
rithm can be easily modified to produce code in which a temporary variable is
used to hold the value of a condition when conditions cannot be replicated.

Algorithm SSA∗ fails when ≺ is not a partial order on A. The source of this
problem is the presence of cyclic recurrences in a loop, see e.g. [10] (p. 29). Cyclic
dependencies are not a problem.

Induction Variable Recognition and Substitution. Algorithm CR shown
in Fig. 7 converts the expressions in A into normalized CR-expressions to detect
induction variables.

Fig. 8 illustrates the analysis of wrap-around variables by algorithm CR. The
code example is from [10] (p. 52). A wrap-around variable has at least one use
of the variable before its (first) assignment statement in the loop body, as is the
case for variables j and k in Fig. 8(1). For wrap-around variable analysis, each
use of the variable V before its definition is replaced by the CR-expression

{V − V(B(Φi)), ∗, 0}i + B(Φi)
4 Recall that CRs are normal forms, and when X is a CR this rewrite rule is trivial

to implement.
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CR(I, a, s, S, A)
- input: loop induction variable I with initial value a and stride s,

statement list S, and topologically ordered set S of variable-expression pairs
- output: expressions in A are converted to CR-expressions
FOR each (V, X) ∈ A in topological order (≺) DO

Substitute in X every occurrence of I by {a, +, s}I

Apply CR rules to X
IF X is of the form V + C, where C is a loop invariant expression or a CR THEN

Replace (V, X) in A with (V, {V, +, C}I)
FOR each (U, Y ) ∈ A, (V, X) ≺ (U, Y ) DO

Substitute every occurrence of V in Y by {V, +, C}I

ELSE IF X is of the form V ∗ C, where C is a loop invariant expression or a CR THEN
Replace (V, X) in A with (V, {V, ∗, C}I)
FOR each (U, Y ) ∈ A, (V, X) ≺ (U, Y ) DO

Substitute every occurrence of V in Y by {V, ∗, C}I

ELSE IF V does not occur in X THEN /* wrap-around variable */
Replace (V, X) in A with (V, {V − V(B(X)), ∗, 0}I + B(X))
FOR each (U, Y ) ∈ A, (V, X) ≺ (U, Y ) DO

Substitute every occurrence of V in Y by {V − V(B(X)), ∗, 0}I + B(X)
ELSE /* other type of assignment */

Continue with next (V, X) pair in A
FOR each (V, X) ∈ A in topological order (≺) DO

FOR each statement Si ∈ S (and statements at deeper nesting levels) DO
Substitute every occurrence of V in Si by X
Apply CR rules to every expression in Si

Fig. 7. Algorithm CR

j=m
DO i=m,n
a[j]=b[k]
j=i+1
k=j

ENDDO

⇒
j=m
DO i=m,n
a[j]=b[k]
j={j − m, ∗, 0}i

+{m, +, 1}i

k={k − m, ∗, 0}i

+{m, +, 1}i

ENDDO

⇒
j=m
DO i=0,n-m
a[{{j − m, ∗, 0}i

+{m, +, 1}i]
=b[{k − m, ∗, 0}i

+{m, +, 1}i]
ENDDO

⇒ DO i=0,n-m
a[i+m]=b[0**i*(k-m)+i+m]

ENDDO

(1) (2) (3) (4)

Fig. 8. Example Analysis of Wraparound Variables

where Φi is the CR-expression of the variable V . The symbolic functions V and
B are described in [16] with their proof of correctness. The closed-form of the
CR {φ0, ∗, 0}i is φ0 ∗ 0i, which evaluates in Fortran to φ0 if i = 0 and 0 if i 6= 0.

Algorithm HOIST shown in Fig. 9 applies the final stage by hoisting induc-
tion variable update assignments out of the loop. It is assumed that a ≤ b − 1
for lower bound a and upper bound b of each loop counter variable with positive
stride s > 0, and a ≥ b − 1 for s < 0. When this constraint is not met for a
particular loop, the same approach as in [10] (p. 82) is used in which the loop
counter variable i is replaced with max(b(b − a + s)/sc, 0) in the closed-form of
an induction variable to set the final value of the variable at the end of the loop.

Induction Variables and Loop Strength Reduction. Polynomial, factorial,
GIV, and exponential CR-expressions can always be converted to a closed-form.
However, some types of CRs do not have equivalent closed-forms. To extend
our approach beyond traditional GIV recognition, we use algorithm CRGEN
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HOIST (I, a, b, s, S, A)
- input: loop induction variable I with initial value a, bound b, stride s,

loop statement list S, and A the set of variable-expression pairs
- output: loop S with induction variable assignments hoisted out of S
T := ∅
FOR each (V, X) ∈ A in reversed topological order (≺) DO

Apply CR−1 to X resulting in Y
IF V does not occur in Y THEN

IF V is live at the end of the loop THEN
Substitute every occurrence of I in Y by b b−a+s

s c
Append V := Y at the end of T

ELSE
Append V := X at the end of S

Replace the statement list S with a loop with body S and followed by statements T :
S := ( DO I=0, b b−a

s c S ENDDO T )

Fig. 9. Algorithm HOIST

CRGEN(Φi, b, id, S)
- input: CR Φi = {φ0, �1, . . . , �k, fk}i, bound expression b ≥ 0, and identifier id
- output: statement list S to numerically evaluate Φi storing the values in id[0..b]
S is the statement list created from the template below, where crj , j = 1, . . . , k,
are temporary scalar variables of type integer if all φj are integer, float otherwise:

id[0] = φ0
cr1 = φ1

:
crk = fk

DO i = 0, b − 1
id[i + 1] = id[i] �1 cr1
cr1 = cr1 �2 cr2

:
crk−1 = crk−1 �k crk

ENDDO

Fig. 10. Algorithm CRGEN

adopted from algorithm CREval [4] (see [4] for the proof of correctness of the
algorithm). Algorithm CRGEN shown in Fig. 10 stores CR values in an array.
CRGEN can be used to evaluate CRs that have or do not have closed-forms.

Algorithm CRGEN can be used for generalized loop strength reduction
as well, to replace GIVs by recurrences that are formed by iterative up-
dates to induction variables. For example, the CR of the closed-form ex-
pression (i*i-i)/2 is {0, +, 0, +, 1}i, assuming that loop index variable i
starts with zero and has stride one. The program fragment S produced by
CRGEN({0, +, 0, +, 1}i, n, k, S) calculates (i*i-i)/2 with a strength reduced
loop (in a slightly different form):

k=0
cr1=0
DO i=0,n-1

k=k+cr1
cr1=cr1+1

ENDDO

which is equivalent to

k=0
DO i=0,n-1

/* k≡(i*i-i)/2 */
k=k+i

ENDDO

This approach has an important advantage compared to symbolic differencing
for generalized loop strength reduction. It automatically handles cases in which
a loop body contains non-differentiable operators with arguments that are in-
duction expressions. For example, suppose that MAX((i*i-i)/2,0) occurs in a
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loop body and assume that i is some induction variable. Our method recog-
nizes (i*i-i)/2 automatically as an induction expression which, for example,
can be loop strength reduced by replacing (i*i-i)/2 with a new induction
variable. The symbolic differencing method is expensive to use for generalized
loop strength reduction to detect subexpressions that are optimizable, because
symbolic difference tables have to be constructed for each subexpression.

Interprocedural Analysis. Due to limitations in space, the presentation of the
IV S algorithm in this paper does not include interprocedural analysis. Subrou-
tine inlining can be used but this may result in an explosion in code size. Instead,
interprocedural analysis can be performed with algorithm IV S by treating the
subroutine call as a jump to the routine’s code and back, and by doing some work
at the subroutine boundaries to ensure a proper passing of induction variables.

4 Results

In this section we give the results of applying the IV S algorithm to code seg-
ments of MDG and TRFD. We created a prototype implementation of IV S in
Ctadel [17,18] to translate MDG, TRFD, and the other code fragments shown
in this paper. The MDG code segment is part of a predictor-corrector method
in an N-body molecular dynamics application. The TRFD program has been
extensively analyzed in the literature, see e.g. [9,10], because its main loop is
hard to parallelize due to the presence of a number of coupled non-linear induc-
tion variables. Performance results on the parallelization of MDG and TRFD
with IV S are presented in [10]. We will not present an empirical performance
comparison in this paper. Instead, we demonstrate a step-by-step application of
the GIV recognition method and IV S algorithm on MDG and TRFD.

MDG. Fig. 11(2) depicts the recognition of the ikl and ji GIV updates rep-
resented by CRs. Fig. 11(3) shows them hoisted out of the inner loop. This is
followed by an analysis of the middle loop which involves forward substitution of
the assignments ji=jiz and ikl=ik+m. Again, ikl is recognized as an induction
variable of the middle loop together with ik, while ji is loop invariant with
respect to k. Hoisting of these variable assignments results in Fig. 11(5). After
substitution of the ik and jiz induction variables in Fig. 11(5), the IVS trans-
lated code is shown in Fig. 11(6). Note that arrays c and v in the inner loop in
Fig. 11(5) are indexed by nested CRs. This form is automatically obtained, in
which the CR coefficients of an outer CR may consist of CRs that are guaranteed
to be loop invariant with respect to the outer CR’s index variable.

TRFD. The application of IV S on TRFD is shown in Fig. 12. The inner loop is
analyzed first from which GIVs are eliminated resulting in Fig. 12(2). Working
further outwards, subsequent GIVs are eliminated resulting in Fig. 12(3) and (4).
The fully IVS transformed TRFD fragment is shown in Fig. 12(5). The complete
loop nest can be parallelized on e.g. a shared-memory multiprocessor machine.
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ik=1
jiz=2
DO i=1,n
DO k=1,m
ji=jiz
ikl=ik+m
s=0.0
DO l=i,n
s=s+c[ji]*v[ikl]
ikl=ikl+m
ji=ji+1

ENDDO
v[ik]=v[ik]+s
ik=ik+1

ENDDO
jiz=jiz+n+1

ENDDO

⇒

ik=1
jiz=2
DO i=1,n
DO k=1,m
ji=jiz
ikl=ik+m
s=0.0
DO l=i,n
s=s+c[{ji, +, 1}l]

*v[{ikl, +, m}l]
ikl={ikl, +, m}l

ji={ji, +, 1}l

ENDDO
v[ik]=v[ik]+s
ik=ik+1

ENDDO
jiz=jiz+n+1

ENDDO

⇒

ik=1
jiz=2
DO i=1,n
DO k=1,m
ji=jiz
ikl=ik+m
s=0.0
DO l=0,n-i
s=s+c[{ji, +, 1}l]

*v[{ikl, +, m}l]
ENDDO
ikl=ikl+(n-i+1)*m
ji=ji+n-i+1
v[ik]=v[ik]+s
ik=ik+1

ENDDO
jiz=jiz+n+1

ENDDO

⇒

(1) (2) (3)

ik=1
jiz=2
DO i=1,n
DO k=1,m
s=0.0
DO l=0,n-i
s=s+c[{jiz, +, 1}l]

*v[{{ik + m, +, 1}k

, +, m}l]
ENDDO
v[{ik, +, 1}k]

=v[{ik, +, 1}k]+s
ikl={ik + m + m

∗(n − i + 1), +, 1}k

ji=jiz+n-i+1
ik={ik, +, 1}k

ENDDO
jiz=jiz+n+1

ENDDO

⇒

ik=1
jiz=2
DO i=1,n
DO k=0,m-1
s=0.0
DO l=0,n-{1, +, 1}i

s=s+c[{{jiz, +, n + 1}i, +, 1}l]
*v[{{{ik + m, +, m}i, +, 1}k

, +, m}l]
ENDDO
v[{{ik, +, m}i, +, 1}k]

=v[{{ik, +, m}i, +, 1}k]+s
ENDDO
ik={ik, +, m}i

jiz={jiz, +, n + 1}i

ENDDO

⇒

DO i=0,n-1
DO k=0,m-1
s=0.0
DO l=0,n-i-1
s=s+c[l+i*(n+1)+2]

*v[k+m*(i+l+1)+1]
ENDDO
v[k+i*m+1]=v[k+i*m+1]+s

ENDDO
ENDDO

(4) (5) (6)

Fig. 11. Algorithm IV S Applied to Code Segment of MDG

5 Conclusions

In this paper we presented a novel approach to generalized induction variable
recognition for optimizing compilers. We have shown that the method can be
used for generalized induction variable substitution, generalized loop strength re-
duction, and loop-invariant expression elimination. In contrast to the symbolic
differencing method, our method is safe and can be implemented with as little
effort as adding a compiler phase that includes rewrite rules for chains of recur-
rences (CRs). In our approach, CR-normalized representations are obtained for
a larger class of induction variables than GIVs (e.g. factorials and exponentials).

We are currently investigating the application of the CR method in the ar-
eas of program equivalence determination, program correctness proofs, and in
optimizing compiler validation techniques [15] to deal with loop semantics. The
induction variable recognition method described in this paper can also be used
for non-linear dependence testing, see [16]. The basic idea is that dependence
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DO i=1,m
DO j=1,i
ij=ij+1
ijkl=ijkl+i-j+1
DO k=i+1,m
DO l=1,k
ijkl=ijkl+1
xijkl[ijkl]=xkl[l]

ENDDO
ENDDO
ijkl=ijkl+ij+left

ENDDO
ENDDO

⇒

DO i=1,m
DO j=1,i
ij=ij+1
ijkl=ijkl+i-j+1
DO k=i+1,m
DO l=0,k-1
xijkl[{ijkl + 1, +, 1}l]

=xkl[{1, +, 1}l]
ENDDO
ijkl=ijkl+k

ENDDO
ijkl=ijkl+ij+left

ENDDO
ENDDO

⇒

DO i=1,m
DO j=1,i
DO k=0,m-i-1
DO l=0,{i, +, 1}k

xijkl[{{ijkl + i − j + 2, +, i + 1
, +, 1}k, +, 1}l]=xkl[{1, +, 1}l]

ENDDO
ENDDO
ijkl=ijkl+i-j+ij+left+2

+(i*m*(i+1)+(m+1)*(m-i*(i+1)))/2
ij=ij+1

ENDDO
ENDDO

(1) (2) (3)

⇒

DO i=1,m
DO j=0,i-1
DO k=0,m-i-1
DO l=0,{i, +, 1}k

xijkl[{{{i + ijkl + 1, +, i + ij
+left + (i ∗ m ∗ (i + 1)
+(m + 1) ∗ (m − i ∗ (i + 1)))/2}j ,
+, i + 1, +, 1}k, +, 1}l]

=xkl[{1, +, 1}l]
ENDDO

ENDDO
ENDDO
ijkl=ijkl+i*(ij+left+i*(m/2+1)

+(m*i**2-(m+1)*(i+i**2-m))/2+1)
ij=ij+i

ENDDO

⇒

DO i=0,m-1
DO j=0,i
DO k=0,m-i-2
DO l=0,i+k+1
xijkl[ijkl+l+i*(k+(m+m**2

+2*left+6)/4)+j*(left
+(m+m**2)/2)+((i*m)**2
+2*(k**2+3*k+i**2*(left
+1))+m*i**2)/4+2]=xkl[l+1]

ENDDO
ENDDO

ENDDO
ENDDO

(4) (5)

Fig. 12. Algorithm IV S Applied to Code Segment of TRFD

distance vectors are obtained by subtracting two CR-normalized array index ex-
pressions, normalizing the result with the CR rules, and testing for the resulting
sign of the CR. No other existing non-linear dependence testing method is as
fast as this approach. Other existing compiler techniques for dependence testing
are based on value range analysis, first introduced in [6]. Fahringer [9] improved
these methods for non-linear dependence testing. The method is particularly
suitable for analysis of dependencies across multiple loop levels. These methods
are complementary and can be combined with our approach.
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Abstract. A shape-analysis algorithm statically analyzes a program to
determine information about the heap-allocated data structures that the
program manipulates. The results can be used to optimize, understand,
debug, or verify programs. Existing algorithms are quite imprecise in
the presence of recursive procedure calls. This is unfortunate, since re-
cursion provides a natural way to manipulate linked data structures. We
present a novel technique for shape analysis of recursive programs. An
algorithm based on our technique has been implemented. It handles pro-
grams manipulating linked lists written in a subset of C. The algorithm
is significantly more precise than existing algorithms. For example, it can
verify the absence of memory leaks in many recursive programs; this is
beyond the capabilities of existing algorithms.

1 Introduction

A shape-analysis algorithm statically analyzes a program to determine infor-
mation about the heap-allocated data structures that the program manipulates.
The analysis algorithm is conservative, i.e., the discovered information is true for
every input. The information can be used to understand, verify, optimize [6], or
parallelize [1,8,12] programs. For example, it can be utilized to check at compile-
time for the absence of certain types of memory management errors, such as
memory leakage or dereference of null pointers [5].

This paper addresses the problem of shape analysis in the presence of recur-
sive procedures. This problem is important since recursion provides a natural
way to manipulate linked data structures. We present a novel interprocedural
shape analysis algorithm for programs manipulating linked lists. Our algorithm
analyzes recursive procedures more precisely than existing algorithms. For ex-
ample, it is able to verify that all the recursive list-manipulating procedures of a
small library we experimented with always return a list and never create mem-
ory leaks (see Sect. 5). In fact, not only can our algorithm verify that correct
programs do not produce errors, it can also find interesting bugs in incorrect pro-
grams. For instance, it correctly finds that the recursive procedure rev shown
? Partially supported by the Technion and the Israeli Academy of Science.
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typedef
struct node{

int d;
struct node *n;

} *L;

L rev(L x) { l0:
L xn, t;
if (x == NULL)

return NULL;
xn = x->n;
x->n = NULL;

l1: t = rev(xn);
return app(t, x);

l2: }

void main() {
L hd, z ;
hd = create(8);

l3: z = rev(hd);
}

(a) (b) (c)
L create(int s) {

L tmp, tl;
if (s <= 0) return NULL;
tl = create(s-1);
tmp = (L) malloc(sizeof(*L));
tmp->n = tl; tmp->d = s;
return tmp;

}

L app(L p, L q) {
L r;
if (p == NULL) return q;
r = p;
while(r->n != NULL) r = r->n;
r->n = q;
return p;

}
(d) (e)

Fig. 1. (a) A type declaration for singly linked lists. (b) A recursive procedure which
reverses a list in two stages: reverse the tail of the original list and store the result in
t; then append the original first element at the end of the list pointed to by t. (c) The
main procedure creates a list and then reverses it. We also analyzed this procedure
with a recursive version of app (see Sect. 5.) (d) A recursive procedure that creates a
list. (e) A non-recursive procedure that appends the list pointed to by q to the end of
the list pointed to by p

in Fig. 1(b), which reverses a list (declared in Fig. 1(a)) returns an acyclic linked
list and does not create memory leaks. Furthermore, if an error is introduced by
removing the statement x->n = NULL, the resultant program creates a cyclic list,
which leads to an infinite loop on some inputs. Interestingly, our analysis locates
this error. Such a precise analysis of the procedure rev is quite a difficult task
since (i) rev is recursive, and thus there is no bound on the number of activation
records that can be created when its executes; (ii) the global store is updated
destructively in each invocation; and (iii) the procedure is not tail recursive: It
sets the value of the local variable x before the recursive call and uses it as an
argument to app after the call ends. No other shape-analysis algorithm we know
of is capable of producing results with such a high level of precision for programs
that invoke this, or similar, procedures.

A shape-analysis algorithm, like any other static program-analysis algorithm,
is forced to represent execution states of potentially unbounded size in a bounded
way. This process, often called summarization, naturally entails a loss of infor-
mation. In the case of interprocedural analyses, it is also necessary to summarize
all incarnations of recursive procedures in a bounded way.
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Shape-analysis algorithms can analyze linked lists in a fairly precise way,
e.g., see [15]. For an interprocedural analysis, we therefore follow the approach
suggested in [4,11] by summarizing activation records in essentially the same way
linked list elements are summarized. By itself, this technique does not retain the
precision we would like. The problem is with the (abstract) values obtained for
local variables after a call. The abstract execution of a procedure call forces the
analysis to summarize, and the execution of the corresponding return has the
problem of recovering the information lost at the call. Due to the lack of enough
information about the potential values of the local variables, the analysis must
make overly conservative assumptions. For example, in the rev procedure, if the
analysis is not aware of the fact that each list element is pointed to by no more
than one instance of the variable x, it may fail to verify that rev returns an
acyclic list (see Example 4.3).

An important concept in our algorithm is the identification of certain global
properties of the heap elements pointed to by a local (stack-allocated) pointer
variable. These properties describe potential and definite aliases between pointer
access paths. This allows the analysis to handle return statements rather pre-
cisely. For example, in the rev procedure shown in Fig. 1(b), the analysis deter-
mines that the list element pointed to by x is different from all the list elements
reachable from t just before the app procedure is invoked, which can be used to
conclude that app must return an acyclic linked list. Proving that no memory
leaks occur is achieved by determining that if an element of the list being reversed
is not reachable from t at l1, then it is pointed to by at least one instance of x.

A question that comes to mind is how our analysis determines such global
properties in the absence of a specification. Fortunately, we found that a small
set of “local” properties of the stack variables in the analyzed program can
be used to determine many global properties. Furthermore, our analysis does
not assume that a local property holds for the analyzed program. Instead, the
analysis determines the stack variables that have a given property. Of course, it
can benefit from the presence of a specification, e.g., [9], which would allow us
to look for the special global properties of the specified program.

For example, the property sh
x̂
(v) holds for a list element v that is pointed to

by two or more invisible instances of the parameter x from previous activation
records. When sh

x̂
(v) does not hold for any list element, we have a guarantee

that no list element is pointed to by more than one instance of the variable x.
This simple local property plays a vital rule in verifying that the procedure
rev returns an acyclic list (see Example 4.3). Interestingly, this property also
sheds some light on the importance of tracking the sharing properties of stack
variables. Existing intraprocedural shape-analysis algorithms [2,10,14,15] only
record sharing properties of the heap since the number of variables is fixed in
the intraprocedural setting. However, in the presence of recursive calls, different
incarnations of a local variable may point to the same heap cell.

The ability to have distinctions between invisible instances of variables based
on their local properties is the reason for the difference in precision between our
method and the methods described in [1,2,7,8,12,14]. In Sect. 4, we also exploit
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properties that capture relationships between the stack and the heap. In many
cases, the ability to have these distinctions also leads to a more efficient analysis.
Technically, these properties and the analysis algorithm itself are explained (and
implemented) using the 3-valued logic framework developed in [13,15]. While
our algorithm can be presented in an independent way, this framework provides
a sound theoretical foundation for our ideas and immediately leads to the pro-
totype implementation described in Sect. 5. Therefore, Sect. 3 presents a basic
introduction to the use of 3-valued logic for program analysis.

2 Calling Conventions

In this section, we define our assumption about the programming language call-
ing conventions. These conventions are somewhat arbitrary; in principle, different
ones could be used with little effect on the capabilities of the program analyzer.
Our analysis is not effected by the value of non-pointer variables. Thus, we do
not represent scalars (conservatively assuming that any value is possible, if nec-
essary), and in the sequel, restrict our attention to pointer variables.

Without loss of generality, we assume that all local variables have unique
names. Every invoked procedure has an activation record in which its local vari-
ables and parameters are stored. An invocation of procedure f at a call-site
label is performed in several steps: (i) store the values of actual parameters and
label in some designated global variables; (ii) at the entry-point of f , create a
new activation record at the top of the stack and copy values of parameters and
label into that record; (iii) execute the statements in f until a return statement
occurs or f ’s exit-point is reached (we assume that a return statement stores
the return value in a designated global variable and transfers the control to f ’s
exit-point); (iv) at f ’s exit-point, pop the stack and transfer control back to
the matching return-site of label; (v) at the return-site, copy the return value if
needed and resume execution in the caller.

The activation record at the top of the stack is referred to as the current
activation record. Local variables and parameters stored in the current activation
record and global variables are called visible; local variables and parameters
stored in other activation records are invisible.

2.1 The Running Example

The C program whose main procedure shown in Fig. 1 (c) invokes rev on a list
with eight elements. This program is used throughout the paper as a running
example. In procedure rev, label l1 plays the role of the recursive call site, l0
that of rev’s entry point, and l2 of rev’s exit point.

3 The Use of 3-Valued Logic for Program Analysis

The algorithm is explained (and implemented) using the 3-valued logic frame-
work developed in [13,15]. In this section, we summarize that framework, which
shows how 3-valued logic can serve as the basis for program analysis.
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Table 1. The core predicates used in this paper. There is a separate predicate g for
every global program variable g, x for every local variable or parameter x, and cslabel
for every label label immediately preceding a procedure call

Predicate Intended Meaning
heap(v) v is a heap element.
stack(v) v is an activation record.
cslabel(v) label is the call-site of the procedure whose activation record is v.
g(v) The heap element v is pointed to by a global variable g.
n(v1, v2) The n-component of list element v1 points to the list element v2.
top(v) v is the current activation record.
pr(v1, v2) The activation record v2 is the immediate previous activation

record of v1 in the stack.
x(v1, v2) The local (parameter) variable x, which is stored in activation

record v1, points to the list element v2.

3.1 Representing Memory States via 2-Valued Logical Structures

A 2-valued logical structure S is comprised of a set of individuals (nodes) called
a universe, denoted by US , and an interpretation over that universe for a set of
predicate symbols called the core predicates. The interpretation of a predicate
symbol p in S is denoted by pS . For every predicate p of arity k, pS is a function
pS : (US)k → {0, 1}.

In this paper, 2-valued logical structures represent memory states. An in-
dividual corresponds to a memory element: either a heap cell (a list element)
or an activation record. The core predicates describe atomic properties of the
program memory state. The properties of each memory element are described
by unary core predicates. The relations that hold between two memory elements
are described by binary core predicates. The core predicates’ intended meaning
is given in Table 1. This representation intentionally ignores the specific values
of pointer variables (i.e., the specific memory addresses that they contain), and
record only certain relationships that hold among the variables and memory
elements:

– Every individual v represents either a heap cell in which case heapS(v) = 1,
or an activation record, in which case stackS(v) = 1.

– The unary predicate cslabel indicates the call-site at which a procedure is
invoked. Its similarities with the call-strings of [16] are discussed in Sect. 6.

– The unary predicate top is true for the current activation record.
– The binary relation n captures the n-successor relation between list elements.
– The binary relation pr connects an activation record to the activation record

of the caller.
– For a local variable or parameter named x, the binary relation x captures

its value in a specific activation record.
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2-valued logical structures are depicted as directed graphs. A directed edge
between nodes u1 and u2 that is labeled with binary predicate symbol p indicates
that pS(u1, u2) = 1. Also, for a unary predicate symbol p, we draw p inside a
node u when pS(u) = 1; conversely, when pS(u) = 0 we do not draw p in u. For
clarity, we treat the unary predicates heap and stack in a special way; we draw
nodes u having heapS(u) = 1 as ellipses to indicate heap elements; and we draw
nodes having stackS(u) = 1 as rectangles to indicate stack elements.1
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Fig. 2. The 2-valued structure S2, which corresponds to the program state at l2 in the
rev procedure upon exit of the fourth recursive invocation of the rev procedure

Example 3.1 The 2-valued structure S2 shown in Fig. 2 corresponds to the
memory state at program point l2 in the rev procedure upon exit from the fourth
invocation of the rev procedure in the running example. The five rectangular
nodes correspond to the activation records of the five procedure invocations.
Note that our convention is that a stack grows downwards. The current activa-
tion record (of rev) is drawn at the bottom with top written inside. The three
activation records (of rev) drawn above it correspond to pending invocations of
rev.

The three isolated heap nodes on the left side of the figure correspond to the
list elements pointed to by x in pending invocations of rev. The chain of five
heap nodes to the right correspond to the (reversed) part of the original list. The
last element in the list corresponds to the list element appended by app invoked
just before l2 in the current invocation of rev.

Notice that the n predicate is the only one that is specific to the linked list
structure declared in Fig. 1(a). The remaining predicates would play a rule in
the analysis of any data structure.
1 This can be formalized alternatively using many sorted logics. We avoided that for

the sake of simplicity, and for similarity with [15].
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3.2 Consistent 2-Valued Structures

Some 2-valued structures cannot represent memory states, e.g., when a unary
predicate g holds at two different nodes for a global variable g. A 2-valued
structure is consistent if it can represent a memory state. It turns out that the
analysis can be more precise by eliminating inconsistent 2-valued structures.
Therefore, in Sect. 4.3 we describe a constructive method to check if a 2-valued
structure is inconsistent and thus can be discarded by the analysis.

3.3 Kleene’s 3-Valued Logic

Kleene’s 3-valued logic is an exten- ∧ 0 1 1
2
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Fig. 3. Kleene’s 3-valued interpreta-
tion of the propositional operators

sion of ordinary 2-valued logic with the
special value of 1

2 (unknown) for cases in
which predicates could have either value,
i.e., 1 (true) or 0 (false). Kleene’s inter-
pretation of the propositional operators
is given in Fig. 3. We say that the values
0 and 1 are definite values and that 1

2 is
an indefinite value.

3.4 Conservative Representation of Sets of Memory States via
3-Valued Structures

Like 2-valued structures, a 3-valued logical structure S is also comprised of a
universe US and an interpretation of the predicate symbols. However, for every
predicate p of arity k, pS is a function pS : (US)k → {0, 1, 1

2}, where 1
2 explicitly

captures unknown predicate values.
3-valued logical structures are also drawn as directed graphs. Definite values

are drawn as in 2-valued structures. Binary indefinite predicate values are drawn
as dotted directed edges. Also, we draw p = 1

2 inside a node u when pS(u) = 1
2 .

Let S\ be a 2-valued structure, S be a 3-valued structure, and f :US\ → US

be a surjective function. We say that f embeds S\ into S if for every predicate
p of arity k and u1, . . . , uk ∈ US\

, either pS\

(u1, . . . , uk) = pS(f(u1), . . . , f(uk))
or pS(f(u1), . . . , f(uk)) = 1

2 . We say that S conservatively represents all the 2-
valued structures that can be embedded into it by some function f . Thus, S can
compactly represent many structures.

Nodes in a 3-valued structure that may represent more than one individual
from a given 2-valued structure are called summary nodes. We use a designated
unary predicate sm to maintain summary-node information. A summary node
w has smS(w) = 1

2 , indicating that it may represent more than one node from
2-valued structures. These nodes are depicted graphically as dotted ellipses or
rectangles. In contrast, if smS(w) = 0, then w is known to represent a unique
node. We impose an additional restriction on embedding functions: only nodes
with smS(w) = 1

2 can have more than one node mapped to them by an embed-
ding function.
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Example 3.2 The 3-valued structure S4 shown in Fig. 4 represents the 2-valued
structure S2 shown in Fig. 2. The dotted ellipse summary node represents all
the eight list elements. The indefiniteness of the self n-edge results from the
fact that there is an n-component pointer between each two successors and no
n-component pointer between non-successors.

The dotted rectangle summary node represents the activation records from
the second and third invocation of rev. The unary predicate csl1 drawn inside
it indicates that it (only) represents activation records of rev that return to l1
(i.e., recursive calls). The dotted x-edge from this summary node indicates that

an invisible instance of x from the
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Fig. 4. The 3-valued structure S4 which
represents the 2-valued structure shown in
Fig. 2

second or the third call may or may
not point to one of the list elements.
The rectangle at the top of Fig. 4 rep-
resents the activation record at the
top of Fig. 2, which is the invocation
of main. The second rectangle from
the top in S4 represents the second
rectangle from the top in S2 which is
an invocation of rev from main (in-
dicated by the occurrence of csl3 in-
side this node). The bottom rectangle
in S4 represents the bottom rectangle
in S2, which is the current activation
record (indicated by the occurrence of
top inside this node). All other activa-
tion records are known not to be the

current activation record (i.e., the top predicate does not hold for these nodes)
since top does not occur in either of them.

3.5 Expressing Properties via Formulae

Properties of structures can be extracted by evaluating formulae. We use first-
order logic with transitive closure and equality, but without function symbols
and constant symbols.2 For example, the formula

∃v1, v2 : ¬top(v1) ∧ ¬top(v2) ∧ v1 6= v2 ∧ x(v1, v) ∧ x(v2, v) (1)

expresses the fact that there are two different invisible instances of the parameter
variable x pointing to the same list element v.

The Embedding Theorem (see [15, Theorem 3.7]) states that any formula
that evaluates to a definite value in a 3-valued structure evaluates to the same
value in all of the 2-valued structures embedded into that structure. The Embed-
ding Theorem is the foundation for the use of 3-valued logic in static-analysis: It
2 There is one non-standard aspect in our logic; v1 = v2 and v1 6= v2 are indefinite in

case v1 and v2 are the same summary node. The reason for this is seen shortly.



Interprocedural Shape Analysis for Recursive Programs 141

ensures that it is sensible to take a formula that—when interpreted in 2-valued
logic—defines a property, and reinterpret it on a 3-valued structure S: The Em-
bedding Theorem ensures that one must obtain a value that is conservative with
regard to the value of the formula any 2-valued structure represented by S.

Example 3.3 Consider the 2-valued structure S2 shown in Fig. 2. The for-
mula (1) evaluates to 0 at all of the list nodes. In contrast, consider the 3-valued
structure S4 shown in Fig. 4. This formula (1) evaluates to 1

2 at the dotted el-
lipse summary heap node. This is in line with the Embedding Theorem since 1

2
is less precise than 0. However, it is not very precise since the fact that different
invisible instances of x are never aliased is lost.

4 The Algorithm

In this section, we describe our shape-analysis algorithm for recursive programs
manipulating linked lists. The algorithm iteratively annotates each program
point with a set of 3-valued logical structures in a conservative manner, i.e.,
when it terminates, every 2-valued structure that can arise at a program point is
represented by one of the 3-valued structures computed at this point. However,
it may also conservatively include superfluous 3-valued structures.

Sect. 4.1 describes the properties of heap elements and local variables which
are tracked by the algorithm. For ease of understanding, in Sect. 4.2, we give a
high-level description of the iterative analysis algorithm. The actual algorithm
is presented in Sect. 4.3.

4.1 Observing Selected Properties

To overcome the kind of imprecision described in Example 3.3, we introduce
instrumentation predicates. These predicates are stored in each structure, just
like the core predicates. The values of these predicates are derived from the
core predicates, that is, every instrumentation predicate has a formula over the
set of core predicates that defines its meaning. The instrumentation predicates
that our interprocedural algorithm utilizes are described in Table 2, together
with their informal meaning and their defining formula (other intraprocedural
instrumentation predicates are defined in [15]).

The instrumentation predicates are divided into four classes, separated by
double horizontal lines in Table 2: (i) Properties of heap elements with respect
to visible variables, i.e., x and rn,x. These are the ones originally used in [15].
(ii) Properties of heap elements with respect to invisible variables. These are
x̂ and r

n,x̂
, which are variants of x and rn,x from the first class, but involve

the invisible variables. The sh
x̂
(v) predicate is motivated by Example 3.3. It is

similar to the heap-sharing predicate used in [2,10,14,15]. (iii) Generic properties
of an individual activation record. For example, nnS

x̂
(u) = 1 (nn for not NULL)

in a 2-valued structure S indicates that the invisible instance of x that is stored in
activation record u points to some list element. (iv) Properties across successive
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Table 2. The instrumentation predicates used for the interprocedural analysis. Here
x and y are generic names for local variables and parameters x and y of an analyzed
function. The n∗ notation used in the defining formula for rn,x(v) denotes the reflexive
transitive closure of n

Predicate Intended Meaning Defining Formula
x(v) The list element v is pointed to by the visible ∃v1 : top(v1) ∧ x(v1, v)

instance of x.
rn,x(v) The list element v is reachable by following ∃v1, v2 : top(v1)∧

n-components from the visible instance of x. x(v1, v2) ∧ n∗(v2, v)
x̂(v) The list element v is pointed to by an invisible ∃v1 : ¬top(v1) ∧ x(v1, v)

instance of x.
r
n,̂x

(v) The list element v is reachable by following ∃v1, v2 : ¬top(v1)∧
n-component from an invisible instance of x. x(v1, v2) ∧ n∗(v2, v)

sh
x̂
(v) The list element v is pointed to by more than ∃v1, v2 : v1 6= v2∧

one invisible instance of x. ¬top(v1) ∧ ¬top(v2)∧
x(v1, v) ∧ x(v2, v)

nn
x̂
(v) The invisible instance of x stored in the ∃v1 : ¬top(v) ∧ x(v, v1)

activation record v points to some list element.
alx,y(v) The invisible instances of x and y stored in ∃v1 : ¬top(v)∧

the activation record v are aliased. x(v, v1) ∧ y(v, v1)
alx,pr[y](v) The instance of x stored in the activation ∃v1, v2 : pr(v, v1)∧

record v is aliased with the instance of y x(v, v2) ∧ y(v1, v2)
stored in v’s previous activation record.

alx,pr[y]→n(v) The instance of x stored in the activation ∃v1, v2, v3 :
record v is aliased with y->n for the instance x(v, v1) ∧ pr(v, v2)∧
of y stored in v’s previous activation record. y(v2, v3) ∧ n(v3, v1)

alx→n,pr[y](v) x->n for the instance of x stored in the ∃v1, v2, v3 :
activation record v is aliased with the instance x(v, v2) ∧ n(v2, v1)∧
of y stored in v’s previous activation record. pr(v, v3) ∧ y(v3, v1)

recursive calls. For example, the predicate alx,pr[y] captures aliasing between x
at the callee and y at the caller. The other properties are similar but also involve
the n component.

Example 4.1 The 3-valued structure S5 shown in Fig. 5 also represents the
2-valued structure S2 shown in Fig. 2. In contrast with S4 shown in Fig. 4, in
which all eight list elements are represented by one heap node, in S5, they are
represented by six heap nodes. The leftmost heap node in S5 represents the
leftmost list element in S2 (which was originally the first list element). The
fact that ĥd is drawn inside this node indicates that it represents a list element
pointed to by an invisible instance of hd. This fact can also be extracted from
S5 by evaluating the ĥd defining formula at this node, but this is not always the
case, as we will now see: The second leftmost heap node is a summary node that
represents both the second and third list elements from the left in S2. There is an
indefinite x-edge into this summary node. Still, since x̂ is drawn inside it, every
list element it represents must be pointed to by at least one invisible instance
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Fig. 5. The 3-valued structure S5 represents the 2-valued structure shown in Fig. 2.
For clarity, we do not show rn,x for nodes having the property x

of x. Therefore, the analysis can determine that this node does not represent
storage locations that have been leaked by the program.

The other summary heap node (the second heap node from the right) repre-
sents the second and third (from the right) list elements of S2. Its incoming n
edge is indefinite. Still, since rn,t occurs inside this node, we know that all the
list elements it represents are reachable from t.

Note that the predicate sh
x̂

does not hold for any heap node in S5. Therefore,
no list element in any 2-valued structure that S5 represents is pointed to by
more than one invisible instance of the variable x. Note that the combination
of sh

x̂
(u) = 0 (pointed to by at most one invisible instance of x) and x̂() = 1

(pointed to by at least one invisible instance of x) allows determining that each
node represented by a summary node u is pointed to by exactly one invisible
instance of x (cf. the second leftmost heap node in S5).

The stack elements are depicted in the same way as they are depict by S4 (see
Example 3.2). Since alx,pr[xn] occurs inside the two stack nodes at the bottom,
for every activation record v they represent, the instance of x stored in v is
aliased with the instance of xn stored in the activation record preceding v.

Notice that the rn,x, r
n,x̂

, alx,pr[y]→n, alx→n,pr[y] predicates are the only in-
strumentation predicates specific to the linked list structure declared in Fig. 1 (a).
The remaining predicates would play a role in any analysis that would attempt
to analyze the runtime stack.
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4.2 The Best Abstract Transformer

This section provides a high level description of the algorithm in terms of the
general abstract interpretation framework [3]. Conceptually, the most precise

(also called best) conservative effect

set of consistent

2-valued structures

[[st]] // set of consistent

2-valued structures

abstraction

��
3-valued structure

concretization

OO

set of 3-valued

structures

Fig. 6. The best abstract semantics of
a statement st with respect to 3-valued
structures. [[st]] is the operational seman-
tics of st applied pointwise to every con-
sistent 2-valued structure

of a program statement on a 3-valued
logical structure S is defined in three
stages shown in Fig. 6: (i) find each
consistent 2-valued structure S\ rep-
resented by S (concretization); (ii) ap-
ply the C operational semantics to ev-
ery such structure S\ resulting in a 2-
valued structure S\′ and (iii) finally
abstract each of the 2-valued struc-
tures S\′ by a 3-valued structure of
bounded size (abstraction). Thus, the
result of the statement is a set of 3-
valued structures of bounded size.

The Abstraction Principle. The abstraction function is defined by a subset
of the unary predicates, that are called abstraction properties in [15]. The ab-
straction of a 2-valued structure is defined by mapping all the nodes which have
the same values for the abstraction properties into the same abstract node. Thus,
the values of abstraction predicates remain the same in the abstracted 3-valued
structures. The values of every other predicate p in the abstracted 3-valued
structure are determined conservatively to yield an indefinite value whenever
corresponding values of p in the represented concrete 2-valued structure dis-
agree.

Example 4.2 The structure S4 shown in Fig. 4 is an abstraction of S2 shown
in Fig. 2 when all of the unary core predicates are used as abstraction properties.
For example, the activation records of the second and third recursive call to rev
are both mapped into the summary stack node since they are both invisible
activation records of invocations of rev from the same call-site (i.e., top does not
hold for these activation records, but cs l1 does). Also, all of the eight heap nodes
are mapped to the same summary-node for which only the heap core predicate
holds. The pr-edge into the stack node at the top of the figure is definite since
there is only one node mapped to each of the edge’s endpoints. In contrast,
the hd-edge emanating from the uppermost stack node must be indefinite in
order for S4 to conservatively represent S2: In S2 the hd predicate holds for the
uppermost stack node and the leftmost heap node, but it does not hold for any
other heap node, and all heap nodes of S2 are summarized into one summary
heap node.

The structure S5 shown in Fig. 5 is an abstraction of S2 shown in Fig. 2
when the abstraction properties are all of the unary core and instrumentation
predicates. Notice that nodes with different observed properties lead to different
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instrumentation predicate values and thus are never represented by the same
abstract node. Because the set of unary predicates is fixed, there can only be a
constant number of nodes in an abstracted structure which guarantees that the
analysis always terminates.

Analyzing Return Statements. How to retain precision when the analysis
performs its abstract execution across a return statement is the key problem that
we face. By exploiting the instrumentation predicates, our technique is capable of
handling return statements quite precisely. This is demonstrated in the following
example. For expository purposes we will explain the abstract execution of return
statement in term of the best abstract transformer, described in Sect. 4.2. The
actual method our analysis uses is discussed in Sect. 4.3.

Example 4.3 Let us exemplify the application of the return statement to the
3-valued structure S5 shown in Fig. 5. following the stages of the best iterative
algorithm described in Sect. 4.2.

Stage I–Concretization : Let S\ be one of the consistent 2-valued structures
represented by S5. Let k ≥ 1 be the number of activation records represented by
the summary stack node in S5. Since S\ is a consistent 2-valued structure, the
x parameter variable in each of these k activation records must point to one of
the isolated list elements represented by the left summary heap node. This can
be inferred by the following series of observations: the fact that the x variable
in each of these activation records points to a list element is indicated by the
presence of nn

x̂
inside the stack summary node. The list elements pointed to by

these variables must be represented by the left summary heap node since only
one x-edge emanates from the summary stack node, and this edge enters the left
summary heap node.

Let m ≥ 1 be the number of list elements represented by the left summary
heap node. Since x̂ occurs inside this node, each of the m list elements it repre-
sents must be pointed to by at least one invisible instance of x. Thus, m ≤ k.
However since sh

x̂
does not occur inside this summary node, none of the m list

elements it represents is pointed to by more than one invisible instance of x.
Thus, we conclude that m = k.

Using the fact that alx,pr[xn] is drawn inside the two stack nodes at the
bottom of Fig. 5, we conclude that the instance of x in each recursive invocation
of rev is aliased with the instance of xn of rev’s previous invocation. Thus,
each acceptable S\ looks essentially like the structure shown in Fig. 2, but with
k isolated list elements not pointed to by hd, rather than two, and with some
number of elements in the list pointed to by x.

Stage II–Applying the Operational Semantics: Applying the operational se-
mantics of return to S\ (see Sect. 2) results in a (consistent) 2-valued structure
S\′. Note that the list element pointed to by the visible instance of x in S\′ is not
pointed to by any other instance of x, and it is not part of the reversed suffix.
Thus S\′ differs from S\ by having the top activation record of S\ removed from
the stack and by having the activation record preceding it be the new current
activation record.
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Stage III–Abstraction.: Abstracting S\′ into a 3-valued structure may result,
depending on k, in one of three possible structures. If k > 2 then the result-
ing structure is very similar to S5, since the information regarding the number
of remaining isolated list elements and invisible activation record is lost in the
summarization. For k = 1 and k = 2 we have a consistent 2-valued structures
with four and three activation records, respectively. Abstracting these structures
results in no summary stack nodes, since the call-site of each non-current acti-
vation record is different. For k = 1 only one isolated list elements remains,
thus it is not summarized. For k = 2 the two remaining isolated heap nodes are
not merged since they are pointed to by different (invisible) local variables. For
example, one of them is pointed to by hd and the other one is not.

Notice that if no instrumentation predicates correlating invisible variables
and heap nodes are maintained, a conservative analysis cannot deduce that the
list element pointed to by the visible instance of x in S\′ is not pointed to by
another instance of this variable. Thus, the analysis must conservatively assume
that future calls to app may create cycles. However, even when alx,pr[xn] is not
maintained, the analysis can still produce fairly accurate results using only the
sh

x̂
and x̂ instrumentation predicates.

4.3 Our Iterative Algorithm

Unlike a hypothetical algorithm based on the best abstract transformer which
explicitly applies the operational semantics to each of the (potentially infinite)
structures represented by a three-valued structure S, our algorithm explicitly
operates on S, yielding a set of 3-valued structures S′. By employing a set of
judgements, similar in spirit to the ones described Example 4.3 our algorithm
produces a set which conservatively represents all the structures that could arise
after applying the return statement to each consistent 2-valued structure S
represents. However, in general, the transformers used are conservative approx-
imations of the best abstract transformer; the set of structures obtained may
represent more 2-valued structures than those represented by applying the best
abstract transformer. Our experience to date, reported in Sect. 5, indicates that
it usually gives good results.

Technically, the algorithm computes the resulting 3-valued structure S′ by
evaluating formulae in 3-valued logic. When interpreted in 2-valued logic these
formulae define the operational semantics. Thus, the Embedding Theorem guar-
antees that the results are conservative w.r.t a hypothetical algorithm based on
the best abstract transformer. The update formulae for the core-predicates de-
scribing the operational semantics for call and return statements are given in
Table 3.

Instead of calculating the instrumentation predicate values at the result-
ing structure by their defining formulae, which may be overly conservative,
predicate-update formulae for instrumentation predicates are used. The formu-
lae are omitted here for lack of space. The reader is referred to [15] for many
examples of predicate-update formulae for instrumentation predicates and other
operations used by the 3-valued logic framework to increase precision.
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Table 3. The predicate-update formulae defining the operational semantics of the
call and return statements for the core predicates. The value of each core predicate p
after the statement executes, denoted by p′, is defined in terms of the core predicate
values before the statement executes (denoted without primes). Core predicates that
are not specified above are assumed to be unchanged, i.e., p′(v1, . . .) = p(v1, . . .). There
is a separate update formula for every local variable or parameter x, and every label lb
immediately preceding a procedure call. The predicate new(v), used in the update
formula of the cs label(v) predicates, holds only for the newly allocated activation record

label: call f()
stack ′(v) = stack(v) ∨ new(v)
cs ′
label(v) = cs label(v) ∨ new(v)

top′(v) = new(v)
pr′(v1, v2) = pr(v1, v2) ∨ (new(v1) ∧ top(v2))

return
stack ′(v) = stack(v) ∧ ¬top(v)
cs ′
lb(v) = cs lb(v) ∧ ¬top(v)

top′(v) = ∃v1 : top(v1) ∧ pr(v1, v)
pr′(v1, v2) = pr(v1, v2) ∧ ¬top(v1)
x′(v1, v2) = x(v1, v2) ∧ ¬top(v1)

5 A Prototype Implementation

A prototype of the iterative algorithm sketched in Sect. 4.3. was implemented for
a small subset of C, in particular we do not support mutual recursion. The main
goal has been to determine if the results of the analysis are useful before trying
to scale the algorithm to handle arbitrary C programs. In theory, the algorithm
might be overly conservative and yield many indefinite values. This may lead to
many “false alarms”. For example, the algorithm might have reported that every
program point possibly leaked memory, performed a NULL-pointer dereference,
etc. Fortunately, in Sect. 5.1 we show that this is not the case for the C procedures
analyzed.

The algorithm was implemented using TVLA, a Three-Valued-Logic
Analyzer which is implemented in Java [13]. TVLA is quite powerful but slow,
and only supports intraprocedural analysis specified using low level logical for-
mulae. Therefore, we implemented a frontend that generates TVLA input from a
program in a subset of C. The instrumentation predicates described in Sect. 4.1
allow our frontend to treat call and return statements in the same way that
intraprocedural statements are handled, without sacrificing precision in many
recursive procedures. Our frontend also performs certain minimal optimizations
not described here for lack of space.

5.1 Empirical Results

The analyzed C procedures together with the space used and the running time
on a Pentium II 233 Mhz machine running Windows 2000 with JDK 1.2.2 are
listed in Table 4. The analysis verified that indeed these procedures always re-
turn a linked list and contain no memory leaks and NULL-pointer dereferences.
Verifying the absence of memory leaks is quite challenging for these procedures
since it requires information about invisible variables as described in Sect. 4.1.
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Table 4. The total number of 3-valued structures that arise during analysis and
running times for the recursive procedures analyzed. The procedures are available at
“http://www.cs.technion.ac.il/∼maon”

Proc. Description # of Structs Time (secs)
create creates a list 219 5.91
delall frees the entire list 139 13.10
insert creates and inserts an element into a sorted list 344 38.33
delete deletes an element from a sorted list 423 41.69
search searches an element in a sorted list 303 8.44
app adds one list to the end of another 326 42.81
rev the running example (non recursive append) 829 105.78
rev r the running example (with recursive append) 2285 1028.80
rev d reverses a list with destructive updates 429 45.99

6 Conclusions, Limitations and Future Work

In this paper, we present a novel interprocedural shape analysis algorithm for
programs that manipulate linked lists. The algorithm is more precise than exist-
ing shape analysis algorithms described in [2,10,14] for recursive programs that
destructively update the program store. The precision of our algorithm can be
attributed to the properties of invisible instances of local variables that it tracks.
Particularly important seems to be the sharing properties of stack variables. Pre-
vious algorithms [2,10] either did not handle the case where multiple instances of
the same local variable exist simultaneously, or only represented their potential
values [14]. As we have demonstrated, in the absence enough information about
the values of local variables, an analysis must make very conservative assump-
tions. These assumptions lead to imprecise results and performance deteriorates
as well, since every potential value of a local variable must be considered.

We follow the approach suggested in [4,11] and summarize activation records
in essentially the same way that linked list elements are summarized. By repre-
senting the call site in each activation record the analysis algorithm is capable
of encoding the calling context, too. This approach bears some similarity to the
call-string approach of [16], since it avoids propagating information to return
sites that do not match the call site of the current activation record. In our case
there is no need to put an arbitrary bound on the “length” of the call-string, the
bounded representation is achieved indirectly by the summarization of activation
records.

So far, our technique (and our implementation) analyzes small programs in
a “friendly” subset of C. We plan to extend it to a larger subset of C, and to
experiment with scaling it up to programs of realistic size. One possible way
involves first running a cheap and imprecise pointer-analysis algorithm, such as
the flow-insensitive points-to analysis described in [17], before proceeding to our
quite precise but expensive analysis. We focused this research on linked lists,
but, plan to also investigate tree-manipulation programs.
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Finally, our analysis is limited by its fixed set of predefined “library” prop-
erties. This makes our tool easy to use since it is fully automatic and does not
require any user intervention, e.g., a specification of the program. However, this
is a limitation because the analyzer produce poor results for program in which
other properties are the important distinctions to track.
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Abstract. This paper introduces design-driven compilation, an ap-
proach in which the compiler uses design information to drive its analysis
and verify that the program conforms to its design. Although this ap-
proach requires the programmer to specify additional design information,
it offers a range of benefits, including guaranteed fidelity to the designer’s
expectations of the code, early and automatic detection of design non-
conformance bugs, and support for local analysis, separate compilation,
and libraries. It can also simplify the compiler and improve its efficiency.
The key to the success of our approach is to combine high-level design
specifications with powerful static analysis algorithms that handle the
low-level details of verifying the design information.

1 Introduction

Compilers have traditionally operated on the source code alone, utilizing no other
sources of information about the computation or the way the designer intends
it to behave. But the source code is far from a perfect source of information
for the compiler. We focus here on two drawbacks. First, the code is designed
for efficient execution, not presentation of useful information. The information is
therefore often obscured in the program: even though the code implicitly contains
the information that the compiler needs to effectively compile the program,
the information may be difficult or (for all practical purposes) impossible to
extract. Second, the source code may be missing, either because it is shipped in
unanalyzable form or because it has yet to be implemented.

The thesis of this paper is that augmenting the source code with additional
design information can ameliorate or even eliminate these problems. The result is
a significant increase in the reach of the compiler (its ability to extract informa-
tion about the program and use this information to transform the program) and
the fidelity with which the compilation matches the designer’s intent. We call
this new compilation paradigm design-driven compilation, because the design
information drives the compiler’s search for information.

We believe the key to the success of this approach is an effective division
of labor between the designer and the compiler. The design information should
take the form of intuitive, high-level properties that any designer would need
to know to design the computation. This information must be augmented by
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powerful analysis algorithms that automate the low-level details of verifying the
design information and applying the design.

1.1 Design Conformance

The design information specifies properties that the program is intended to ful-
fill. This information is implicitly encoded in the program, and the compiler
would otherwise need sophisticated program analysis techniques to extract it.
But the explicit (and redundant) specification of design information provides a
range of advantages. First, it clearly states the programmer’s intent, and non-
conformance to the design can be caught early by the compiler. Second, using
design information at the procedure level provides modularity and enables lo-
cal analysis, separate compilation, and library support. Third, it is easier for the
compiler to check the design information than to extract it, making the compiler
structure simpler and making the compiler more efficient.

Design information for procedures can be expressed using procedure inter-
faces. The interface for a procedure specifies the effects of that procedure with
respect to a given abstraction. In this paper we present two kinds of proce-
dure interfaces. Pointer interfaces specify how procedures change the points-to
information. Region interfaces specify the regions of memory that the entire
computation of each procedure accesses.

It is not practical to expect the programmer provide detailed information
within procedures. But the correctness of the design information depends cru-
cially on the low-level actions of the code within each procedure. Our approach
therefore combines design specifications with program analysis. Design informa-
tion specifies high-level properties of the program. Static analysis automatically
extracts the low-level properties required to verify that the program conforms
to its design. Design conformance is an attractive alternative to static analysis
alone because of its range of benefits:

1. Fidelity:
– Faithful Compilation: The design information enables the compiler to

generate parallel programs that faithfully reflect the designer’s high-level
expectations.

– Enhanced Code Reliability: Verifying that the code conforms to its design
eliminates many potential programming errors. Subtle off-by-one errors
in array index and pointer arithmetic calculations, for example, often
cause the program to violate its region interface design.

– Enhanced Design Utility: Our approach guarantees that the program
conforms to its design. Designers, programmers, and maintainers can
therefore rely on the design to correctly reflect the behavior of the pro-
gram, enhancing the utility of the design as a source of information
during the development and maintainance phases.

2. Modularity:
– Local Analysis: The design information enables the compiler to use a local

instead of a global analysis — each procedure is analyzed independently
of all other procedures.
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– Separate Compilation: The design information enables the compiler to
fully support the separate analysis and compilation of procedures in
different files or modules, and to fully support the use of libraries that
do not export procedures in analyzable form.

– Improved Development Methodology: The design information allows the
compiler to analyze incomplete programs as they are under development.
The programmer can therefore start with the design information, then
incrementally implement each procedure. At each step during the de-
velopment, the analysis uses the design information to check that the
current code base correctly conforms to its design. The overall result is
early detection of any flaws in the design and an orderly development of
a system that conforms to its design.

– Enhanced Interface Information: In effect, our approach extends the type
system of the language to include additional information in the type sig-
nature of each procedure. The additional information formalizes an addi-
tional aspect of the procedure’s interface, making it easier for engineers
to understand and use the procedures.

3. Simplicity:
The availability of design information as procedure interfaces signifi-
cantly simplifies the structure of the compiler. It eliminates the interpro-
cedural analysis, and replaces it with the much simpler task of verifying
the procedure interfaces. Improvements include increased confidence in
the correctness of the compiler, a reduction in the implementation time
and complexity, and increased compiler efficiency.

1.2 Automatic Parallelization of Divide and Conquer Programs

We have applied design-driven compilation to a challenging problem: the auto-
matic parallelization of divide and conquer programs [4]. The inherent paral-
lelism and good cache locality of divide and conquer algorithms make them a
good match for modern parallel machines, with excellent performance on a range
of problems [2,10,6,3].

The tasks in divide and conquer programs often access disjoint regions of the
same array. To parallelize such a program, the compiler must precisely charac-
terize the regions of memory that the complete computation of each procedure
accesses. But it can be quite difficult to extract this information automatically.
Divide and conquer programs use recursion as their primary control structure,
invalidating standard approaches that analyze loops. They also tend to use dy-
namic memory allocation to match the sizes of the data structures to the problem
size. The data structures are then accessed via pointers and pointer arithmetic,
which complicates the analysis of the memory regions accessed by the computa-
tion of each procedure.

In our approach, the designer provides two kinds of design information:
pointer information that summarizes how each procedure affects the points-to
relationships, and region information that summarizes regions of memory that
each procedure accesses. The compiler uses intraprocedural analysis algorithms
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1 void sort(int *d, int *t, int n) {

2 int *d1, *d2, *d3, *d4, *d5;

3 int *t1, *t2, *t3, *t4;

4 if (n < CUTOFF) {

5 insertionsort(d, d+n);

6 } else {

7 d1 = d; t1 = t;

8 d2 = d1 + n/4; t2 = t1 + n/4;

9 d3 = d2 + n/4; t3 = t2 + n/4;

10 d4 = d3 + n/4; t4 = t3 + n/4;

11 d5 = d4+(n-3*(n/4));

12

13 sort(d1, t1, n/4);

14 sort(d2, t2, n/4);

15 sort(d3, t3, n/4);

16 sort(d4, t4, n-3*(n/4));

17

18 merge(d1, d2, d2, d3, t1);

19 merge(d3, d4, d4, d5, t3);

20

21 merge(t1, t3, t3, t1+n, d);

22 }

23 }

24 void merge(int *l1, int *h1,

25 int *l2, int *h2, int *d) {

26 while ((l1 < h1) && (l2 < h2))

27 if (*l1 < *l2) *d++ = *l1++;

28 else *d++ = *l2++;

29 while (l1 < h1) *d++ = *l1++;

30 while (l2 < h2) *d++ = *l2++;

31 }

32 void insertionsort(int *l, int *h) {

33 int *p, *q, k;

34 for (p = l+1; p < h; p++) {

35 k = *p;

36 for (q = p-1; l <= q && k < *q; q--)

37 *(q+1) = *q;

38 *(q+1) = k;

39 }

40 }

41 void main() {

42 int n, *data, *temp;

43 scanf("%d", &n);

44 if (n > 0) {

45 data = (int*) malloc(n*sizeof(int));

46 temp = (int*) malloc(n*sizeof(int));

47 /* code to initialize the array */

48 sort(data, temp, n);

49 /* code that uses the sorted array */

50 }

51 }

Fig. 1. Divide and Conquer Sorting Example

to verify the design information, then uses the verified information to parallelize
the program.

2 Example

Figure 1 presents a recursive, divide and conquer merge sort program. The sort
procedure on line 1 takes an unsorted input array d of size n, and sorts it,
using the array t (also of size n) as temporary storage. In the divide part of the
algorithm, the sort procedure divides the two arrays into four sections and, in
lines 13 through 16, calls itself recursively to sort the sections. Once the sections
have been sorted, the combine phase in lines 18 through 21 produces the final
sorted array. It merges the first two sorted sections of the d array into the first
half of the t array, then merges the last two sorted sections of d into the last
half of t. It then merges the two halves of t back into d. The base case of the
algorithm uses the insertion sort procedure in lines 32 through 40 to sort small
sections.
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merge(int *l1, int *h1,
int *l2, int *h2,
int *d) {

context {
input , output :
l1 -> main:alloc1,
h1 -> main:alloc1,
l2 -> main:alloc1,
h2 -> main:alloc1,
d -> main:alloc2

}
context {

input , output :
l1 -> main:alloc2,
h1 -> main:alloc2,
l2 -> main:alloc2,
h2 -> main:alloc2,
d -> main:alloc1

}
}

insertionsort(int *l, int *h) {
context {

input , output :
l -> main:alloc1,
h -> main:alloc1

}
}

sort(int *d, int *t, int n) {
context {

input , output :
d -> main:alloc1,
t -> main:alloc2

}
}

Fig. 2. Points-To Design Information

merge(int *l1, int *h1,
int *l2, int *h2,
int *d) {

reads [l1,h1-1], [l2,h2-1];
writes [d,d+(h1-l1)+(h2-l2)-1];

}

insertionsort(int *l, int *h) {
reads and writes [l,h-1];

}

sort(int *d, int *t, int n) {
reads and writes [d,d+n-1],

[t,t+n-1];
}

Fig. 3. Access Region Design Information

2.1 Design Information

There are two key pieces of design information in this computation: informa-
tion about where each pointer variable points to during the computation, and
information about the regions of the arrays that each procedure accesses. Our
design language enables designers to express both of these pieces of informa-
tion, enhancing the transparency of the code and enabling the parallelization
transformation described below in Section 2.4.

Figure 2 shows how the designer specifies the pointer information in this ex-
ample. For each procedure, the designer provides a set of contexts. Each context
is a pair of input points-to edges and output points-to edges. The input set of
edges represents the pointer aliasing information at the beginning of the pro-
cedure, and the output set of edges represents that information at the end of
the procedure for that given input. Therefore, each context represents a par-
tial transfer function: it describes the effect of the execution of the procedure
for a given input points-to information. The pointer analysis takes place at the



Design-Driven Compilation 155

granularity of allocation blocks. There is one allocation block for each static or
dyanamic allocation site. The design information identifies each allocation site
using the name of the enclosing procedure and a number that specifies the al-
location site within the procedure. In our example, the input and the output
information are the same for all contexts, which means that all procedures in
our example have identity transfer functions.

Figure 3 shows how the designer specifies the accessed memory regions in
the example. The regions are expressed using memory region expressions of the
form [l, h], which denotes the region of memory between l and h, inclusive.
These regions are expressed symbolically in terms of the parameters of each
procedure. This symbolic approach is required because during the course of a
single computation, the procedure is called many times with many different
parameter values.

As the example reflects, both pointer and access region specifications build
on the designer’s conception of the computation. The specification granularity
matches the granularity of the logical decomposition of the program into proce-
dures, with the specifications formalizing the designer’s intuitive understanding
of the regions of memory that each procedure accesses.

2.2 Pointer Design Conformance

The compiler verifies that the program conforms to its pointer design as follows.
For each procedure and each context, the compiler performs an intraprocedural,
flow-sensitive pointer analysis of the body of the procedure. At call sites, the
compiler matches the current points-to information with the input information
of one of the contexts of the callee procedure. It uses the output information
from matched context to compute the points-to information after the call. If no
matching context is found, the pointer design conformance fails. In our example,
during the intraprocedural analysis of procedure sort, the compiler matches the
current points-to information at lines 18 and 19 with the first context for merge,
and the points-to information at line 21 with the second context of merge. The
sort and insertionsort procedures each have only one context, and the com-
piler successfully matches the context at each call to one of these two procedures.
Note that the pointer design information directly gives the fixed-point solution
for the recursive procedure sort. The compiler only checks that this solution is
a valid solution.

2.3 Access Region Design Verification

The compiler verifies the access region design in two steps. The first step is
an intraprocedural analysis, called bounds analysis, that computes lower and
upper bounds for each pointer and array index variable at each program point.
This bounds information for variables immediately translates into the regions of
memory that the procedure directly accesses via load and store instructions.

The second step is the verification step. To verify that for each procedure
the design access regions correctly reflect the regions of memory that the whole
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computation of the procedure accesses, the compiler checks the following two
conditions:

1. the design access regions for each procedure include the regions directly
accessed by the procedure, and

2. the design access regions for each procedure include the regions accessed by
its invoked procedures.

In our example, for procedure insertionsort the compiler uses static anal-
ysis to compute the bounds of local pointer variables p and q at each program
point, and then uses these bounds at each load and store in the procedure to de-
tect that insertionsort directly reads and writes the memory region [l,h-1].
The compiler easily checks that this region is included in the access region for
insertionsort from the design specification. The verification proceeds similarly
for procedure merge.

For the recursive procedure sort, the design specifies two access regions:
[d,d+n-1] and [t,t+n-1]. For the first recursive call to sort at line 13, the
compiler uses the design access regions to derive the access regions for this
particular call statement: [d,d+n/4-1] and [t,t+n/4-1]. It then verifies that
these access regions are included in the design access regions for sort: [d, d +
n/4− 1] ⊆ [d, d+ n− 1] and [t, t+ n/4− 1] ⊆ [t, t+ n− 1]. The compiler uses a
similar reasoning to verify that all the call statements in sort comply with the
design specification, and concludes that the implementation of sort conforms to
its design.

A negative result in the verification step often indicates a subtle array ad-
dressing bug. For example, changing the < operator to <= in lines 26, 29, or 30
causes the compiler to report that the procedure does not conform to its design,
as does changing l+1 to l on line 34.

2.4 Parallelization

There are two sources of concurrency in the example: the four recursive calls to
the sort procedure can execute in parallel, and the first two calls to the merge
procedure can execute in parallel. Executing these calls in parallel leads to a
recursively generated form of concurrency in which each parallel sort task, in
turn, recursively generates additional parallel tasks.

The compiler recognizes this form of concurrency by comparing pairs of region
expressions from different procedure calls and statements to determine if they
are independent. Two region expressions are independent if they denote disjoint
(non-overlapping) regions of memory or they both denote regions that are read.
In our example, the four recursive calls to the sort procedure access independent
region expressions and can execute in parallel with each other, as do the first
two calls to the merge procedure.
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Fig. 4. The Structure of the Compiler

3 Structure of the Compiler

Figure 4 presents the general structure of the compiler. The compiler first uses
a context-sensitive, flow-sensitive, and intraprocedural pointer analysis to verify
the pointer design information [15]. It next uses an intraprocedural algorithm to
verify the design access regions. Finally, it uses the verified design information
to automatically parallelize the computation. We next discuss the static analysis
and design verification algorithms in more detail.

3.1 Pointer Analysis and Design Verification

The intraprocedural pointer analysis extracts points-to information at each pro-
gram point1. It represents points-to information using points-to graphs [5]. The
nodes in this graphs are program variables, and the edges in the graph represent
points-to relations between variables. The compiler also handles dynamically al-
located objects, distinguishing between them based on their allocation site. The
compiler uses special variables, called ghost variables, to represent variables on
the stack that are not in the scope of the currently analyzed procedure, but are
accessible via parameters or global pointers from the current procedure.

In the intraprocedural analysis, our compiler uses a flow-sensitive, pointer
analysis algorithm [15]. It uses a standard dataflow analysis approach, with spe-
cific analysis rules for pointer assignments via copy, load, and store statements.
It uses the design information to compute transfer functions for procedure calls.
Each context in the design specifies a partial transfer function for that proce-
dure [18], and the analysis directly uses the output of the context whose input
matches the current points-to information at the call.

In the specifications, points-to graphs are represented as sets of edges be-
tween program variables. Dynamically allocated objects are specified using both
1 Although in this section we present how we verify points-to information, similar

techniques can be employed for any other dataflow information.
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the name of the enclosing procedure that allocates them and a number indicat-
ing which allocation site within that procedure it is referring to. For instance
main:alloc1 represents an object allocated at the first dynamic allocation site
in procedure main. Ghost variables are specified using their type, for instance
ghost(int[10]) describes an array of integers allocated on stack, accessible,
but not visible to the current procedure.

When the analysis of each context completes, the compiler checks that the
analysis result for that context matches the corresponding output points-to in-
formation from the design. If the design is verified, the pointer analysis results
at each program point can be safely used in the following stages of the compiler.

3.2 Access Region Analysis and Design Verification

The compiler next uses the same approach of combining static analysis and
design verification to derive symbolic regions of memory that the whole compu-
tation of each procedure accesses. The lower and upper bounds of these regions
are symbolic polynomial expressions in the initial values of the parameters of
the enclosing procedure. Both the analysis and the design verification presented
in this section separately keep track of read and written regions of memory.

The symbolic access region in the specification represent regions within allo-
cation blocks. The general format of an access region within an allocation block
relative to a procedure f is: [ p : l , h ] where l and h are symbolic expressions in
the initial parameters of f and p is a pointer variable. This denotes a region with
lower bound l and upper bound h within all the allocation blocks pointed to by
p, at the beginning of f , for all points-to contexts of f . If the lower bound l is
a simple symbolic expression consisting of a single term equal to p, then we use
the shortcut notation [ l , h ]. All the specifications in our example from Figure 1
use this shortcut notation.

The compiler extracts and verifies the access region information as follows:

1. Static Analysis: The compiler first performs an intraprocedural analysis,
called bounds analysis, to extract lower and upper bounds for each pointer
and array index variable at each program point. The algorithm is presented
in detail in [16]. The compiler then uses the extracted bounds information
for pointers and array indices to derive access regions for each memory access
(i.e. each load and store) in the program. The compiler finally combines these
access regions for loads and stores and derives the regions of memory that
each procedure directly accesses.

2. Design Verification: The compiler next uses the intraprocedural access
region results to verify that the access region design specification correctly
characterizes the memory regions that the whole execution of each proce-
dure accesses. To verify the safety of the design access regions, the compiler
checks two conditions. First, the design access regions of each procedure
should include the access regions directly accessed by that procedure. Sec-
ond, the design access regions of each procedure should include the design
access regions of all its invoked procedures. If both conditions hold for all
procedures, the design is verifies. Otherwise, access design verification fails.
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During the verification process at call statements, the compiler uses the access
regions of the callee to derive an access region for the call statement. But the
analysis of the callee produces a result in terms of the initial values of the
callee’s parameters. The result for the caller must be expressed in terms of the
caller parameters, not the callee parameters. The symbolic unmapping algorithm
performs this change of analysis domain. A detailed description and a formal
definition of symbolic unmapping is given in [16]. The idea behind symbolic
umapping of an access region is to replace the callee’s parameters in the region
bounds with the actual parameters at the call site, and then use the bounds
information at the call site to express the access region in terms of the initial
values of the caller’s parameters.

Once it verifies the access region design information, the compiler can safely
use it to detect sequences of independent calls and generate parallel code to
execute them concurrently.

4 Experimental Results

We have implemented a compiler that combines the static analysis algorithms
and the design verification algorithms presented in this paper. This compiler
was implemented using the SUIF compiler infrastructure [1]. We implemented
all of the analyses, including the pointer analysis, from scratch starting with the
standard SUIF distribution. Our compiler generates parallel code in Cilk [7], a
parallel dialect of C.

We present experimental results for two recursive sorting programs (Quick-
sort and Mergesort), a divide and conquer blocked matrix multiply (BlockMul), a
divide and conquer LU decomposition (LU), and a scientific computation (Heat).
We would like to emphasize the challenging nature of the programs in this bench-
mark set. Most of them contain multiple mutually recursive procedures, and have
been heavily optimized by hand to extract the maximum performance. As a re-
sult, they heavily use low-level C features such as pointer arithmetic and casts.

4.1 Design Conformance

Using the approach presented on this paper, the compiler successfully verified
that all the benchmarks comply to both their pointer design and to their access
region design. The compiler used the extracted intraprocedural pointer informa-
tion and access region information to carry out the design verification process.

4.2 Design Information Size and Complexity

We compare the complexity of the access region design as opposed to the program
by computing the ratio of the number of bytes in the program divided by the
number of bytes in the design. Table 1 separately presents the results for pointer
design specifications and access region design specifications. which show that our
set of benchmark programs is between 6 and 27 times larger than their designs.
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Table 1. Ratio of Program Size to Design Size

Program to Program to
Program Pointer Design Region Access Design

Ratio Ratio
Quicksort 10 15
Mergesort 6 14
Heat 10 12
BlockMul 15 27
LU 11 12

Table 2. Pointer Analysis Running Times (in seconds)

Pointer Analysis Pointer Analysis
Alone and Design Information

Quicksort 0.02 0.01
Mergesort 0.05 0.04
Heat 0.13 0.09
BlockMul 3.45 1.84
LU 0.30 0.15

Our own qualitative assessment of the design information is that it is very
easy for the designer to provide, in part because it is a natural, intuitive extension
of the procedure interface, and in part because it is so small in comparison with
the programs.

4.3 Compiler Complexity and Efficiency

Table 2 shows the running times of the pointer analysis phase using combined
program analysis and design information compared to program analysis alone.
The availability of design information can produce speedups up to a factor of 2
for our set of benchmarks. For the access region phase the running times were
roughly the same with and without design information. Here the bottleneck was
the intraprocedural analysis, which is executed in both cases.

The availability of design information significantly decreased both the com-
plexity and the implementation time of the analysis. Compared to the implemen-
tation in our previous work for the automatic parallelization of divide and con-
quer algorithms [14,16], the design-based approach presented in this paper elim-
inated sophisticated interprocedural algorithms based on fixed-point algorithms
or on reductions to linear programs. These complex analyses were replaced by
the simple design verification algorithms presented in the current paper. This
reduction in compiler complexity also translated in a reduction of implementa-
tion time from the order of months to the order of days for the replaced sections
of the compiler.
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Table 3. Absolute Speedups

Programs Number of Processors
1 2 4 6 8

Quicksort 1.00 1.99 3.89 5.68 7.36
Mergesort 1.00 2.00 3.90 5.70 7.41
Heat 1.03 2.02 3.89 5.53 6.83
BlockMul 0.97 1.86 3.84 5.70 7.54
LU 0.98 1.95 3.89 5.66 7.39

4.4 Automatic Parallelization

Our analysis was able to automatically parallelize all of the applications. We
ran the benchmarks on an eight processor Sun Ultra Enterprise Server. Table 3
presents the speedups. These speedups are given with respect to the sequential
versions, which execute with no Cilk overhead. For Heat, the Cilk program run-
ning on one processor runs faster than the sequential version, in which case the
absolute speedup is above one for one processor. We ran Quicksort and Merge-
sort on a randomly generated file of 8000000 numbers and BlockMul and LU on
a 1024 by 1024 matrix.

5 Related Work

5.1 Access Specifications

The concept of allowing programmers to specify how constructs access data is
a continually arising subtheme in programming languages. The effect system in
FX/87, for example, allows programmers to specify the effects of each procedure,
i.e., the regions that it accesses [8]. The type checking algorithm is extended to
statically verify that the specified effects correctly reflect the accesses of the
procedure. Access declarations in Jade allow programmers to specify how tasks
access shared objects [13]. The access declarations are used to parallelize the
program, and are dynamically checked by the Jade run-time system. In both
Jade and FX/87, the specifications operate at the granularity of complete objects
— there is no way to specify that a procedure or task accesses part of an array
or object. The access specifications in this paper, on the other hand, operate
at the granularity of subregions of the accessed arrays. They therefore enable
the compiler to recognize (and parallelize) procedure calls that access disjoint
regions of the same array.

5.2 Interprocedural Array Region Analysis

Several researchers have developed systems that automatically characterize the
array regions that procedures access. The first systems were designed to analyze
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scientific programs with loop nests that manipulate dense matrices using affine
access functions [17,12,11]. These systems use the loop bounds and the array
index expressions to derive the array regions that each procedure accesses. They
then propagate accessed array regions from callees to callers to derive the re-
gions accessed by the complete execution of each procedure. Researchers have
recently generalized this approach for recursive procedures that access data via
pointers [14,9]. An issue is maintaining precision in the face of the fixed-point
computations used to analyze recursive procedures. Our recent generalization of
the intraprocedural approach presented in Section 3 to accurately analyze recur-
sive procedures without fixed-points eliminates this particular problem [16].

The bottom line is that it is possible, in principle, to attack the problem
of parallelizing divide and conquer programs without design information in the
form of access regions. We nevertheless see such design information and design
conformance as playing a desirable role in this context, for the following reasons:

– Simplicity: Access regions enable the compiler to apply a simple intraproce-
dural algorithm. Eliminating the interprocedural analysis significantly sim-
plifies the structure of the compiler and its analysis algorithms. Improve-
ments include increased confidence in the correctness of the compiler and a
reduction in the implementation time and complexity.

– Independence: Access regions enable the compiler to analyze and compile
each procedure independently of all other procedures. The analysis is there-
fore more efficient and scalable since it does not have to perform a global
analysis. The design information also enables the compiler to support sepa-
rate compilation, unanalyzable libraries, and missing code in programs under
development.

– Development Improvements: Access regions are an intuitive formaliza-
tion of a key aspect of the design of the program. They are easy for designers
to provide, in part because they simply crystalize information that the de-
signer must already have available to successfully design the algorithm, and
in part because the designer provides only a small amount of information at
procedure boundaries. They also provide a natural extension to standard pro-
cedure interfaces, improving the transparency of the code and giving clients
additional information about the interface of the procedure. Finally, they
can help the debugging process: subtle array addressing bugs often show up
as violations of the declared access regions.

6 Future Work

Information about the ranges of pointer and array index variables can be used
for purposes other than automatic parallelization. For example, many security
problems are caused by incorrect programs that an attacker can coerce into vio-
lating its array bounds. We believe that enabling the designer to explicitly state
the array referencing expectations inherent in the design would help developers
produce software without these problems. Developers could therefore use our
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approach to verify that the program has no security vulnerabilities caused by
array bounds violations.

Languages such as Java use dynamic checks to eliminate array bounds vio-
lations. The advantage is that array bounds violations are caught before they
corrupt the system; the disadvantage is the overhead of performing the array
bounds checks dynamically. And an array bounds violation is still an error, and
typically causes the program to fail. By statically verifying that programs do
not violate their array bounds, our proposed techniques can both eliminate dy-
namic array bounds check overhead and improve the reliability of the delivered
software.

7 Conclusion

This paper presents design-driven compilation, a technique for using design in-
formation to improve the analysis and compilation of the program. Design-driven
compilation uses design information to drive its analysis and verify that the pro-
gram conforms to its design. The main advantages of design-driven compilation
are the fidelity to the designer’s expectations, analysis modularity, and simplic-
ity and efficiency of the compiler. We have applied this approach to the problem
of automatic parallelization of divide and conquer programs. Our results show
that the design information is small compared to the program, works well with
the designer’s intuitive conception of the structure, decreases the complexity of
the compiler while increasing its efficiency, and enables the compiler to generate
parallel code with excellent performance.

In the future, we anticipate that design conformance will become an increas-
ingly important. In addition to enabling the compiler to better analyze both
complete and incomplete programs, it will also help designers and implementors
deliver more reliable programs that are guaranteed to conform to their designs.
We anticipate that this automatically checked connection between the design
and the implementation will significantly increase the role that formal designs
play during the implementation and maintainance phases, reducing the cost of
these phases and increasing the robustness of the delivered software.

Acknowledgements. We would like to thank Daniel Jackson for many inter-
esting conversations regarding design conformance.
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Abstract. Software pipelining is a technique to improve the perfor-
mance of a loop by overlapping the execution of several iterations. The
execution of a software-pipelined loop goes through three phases: prolog,
kernel, and epilog. Software pipelining works best if most of the time
is spent in the kernel phase rather than in the prolog or epilog phases.
This can happen only if the trip count of a pipelined loop is large enough
to amortize the overhead of prolog and epilog phases. When a software-
pipelined loop is part of a loop nest, the overhead of filling and draining
the pipeline is incurred for every iteration of the outer loop. This pa-
per introduces two novel methods to minimize the overhead of software-
pipeline fill/drain in nested loops. In effect, these methods overlap the
draining of the software pipeline corresponding to one outer loop iter-
ation with the filling of the software pipeline corresponding to one or
more subsequent outer loop iterations. This results in better instruction-
level parallelism (ILP) for the loop nest, particularly for loop nests in
which the trip counts of inner loops are small. These methods exploit
ItaniumT M architecture software pipelining features such as predication,
register rotation, and explicit epilog stage control, to minimize the code
size overhead associated with such a transformation. However, the key
idea behind these methods is applicable to other architectures as well.
These methods have been prototyped in the Intel optimizing compiler
for the ItaniumT M processor. Experimental results on SPEC2000 bench-
mark programs are presented.

1 Introduction

Software pipelining [1,2,4,6,7,10,13,14,15,16] is a well known compilation tech-
nique that improves the performance of a loop by overlapping the execution of
independent instructions from several iterations. The execution of a software-
pipelined loop goes through three phases: prolog, when the pipeline is filled
- i.e. new iterations are commenced and no iterations are completed, kernel,
when the pipeline is in steady state - i.e. new iterations are commenced and
older iterations are completed, and epilog, when the pipeline is drained - i.e. no
new iterations are commenced and older iterations are completed. See Fig.1(a).

Since maximum instruction-level parallelism (ILP) is obtained during the
kernel phase, software pipelining works best if most of the execution time is spent
in kernel phase rather than in prolog or epilog phases. This can happen only if
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the trip count of the pipelined loop is large enough to amortize the necessary
overhead of the prolog and epilog phases. In practice, there are nested loops,
in which the outer loop(s) have high trip counts, and the inner loop has a low
trip count. In such cases, the inner loop’s software pipeline fill/drain overhead
is incurred for every outer loop iteration. This overhead is then amortized over
only a few inner loop iterations, hence relatively less time is spent in the kernel
phase. This results in poor ILP for the loop nest. See Fig.1(b).

Iterations

Time

Prolog phase

Kernel phase

Epilog phase

Setup for 2nd iteration of outer loop

1st iteration of outer loop

2nd iteration of outer loop

Time

LOW ILP

(a) (b)

Fig. 1. (a) Phases of a software-pipelined loop, (b) Prolog/Epilog overhead for inner
loops with short trip counts.

This paper presents two novel methods to address this problem. These meth-
ods perform Outer Loop Pipelining (OLP), by overlapping the epilog of the
software pipeline corresponding to one outer loop iteration with the prolog of
the software pipelines corresponding to one or more subsequent outer loop iter-
ations. Thus, the software pipeline for the inner loop is filled just once for the
loop nest, when the first iterations for all the loops in the loop nest are executed.
The software pipeline is also drained just once for the loop nest, when the last
iterations for all the loops in the loop nest are executed.

Using ItaniumT M architecture [9,8] software pipelining features (such as pred-
ication [12], register rotation [5], and epilog stage count register), these methods
can be implemented with minimal code changes. The inner loop schedule re-
mains unchanged and only a few additional instructions are added to the outer
loop. Hence these methods work well even when the trip counts of inner loops
are large. In such cases, the performance improvement due to OLP is not as large
as when the inner loops have shorter trip counts. Since there is either a small
or a large performance gain, and negligible performance penalty for using this
technique, it is especially useful for loop nests whose trip counts are not known
at compile-time.

These methods have been prototyped in the Intel optimizing compiler for the
ItaniumT M processor. Experimental results for kernels derived from workstation
applications indicate good speedups for loop nests that have short trip count
inner loops. Results on SPECfp2000 and SPECint2000 suites of benchmarks
also validate the applicability of this technique for a number of key loops.
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The key idea behind these methods can also be applied to architectures
that do not have support for rotating registers and other features for software
pipelining. In such cases, limited overlap can be achieved between the execution
of two successive outer loop iterations, at the expense of some increase in code
size.

The rest of this paper is organized as follows. Section 2 describes the Ita-
niumT M architecture features and the software-pipelining schema using these
features. Sections 3 presents two OLP methods that use ItaniumT M architecture
features to achieve pipelining of nested loops. Section 4 discusses how OLP can
be applied to traditional architectures as well. Section 5 presents experimental
results of these methods on the SPECint2000 and SPECfp2000 suites of bench-
marks. Finally, Section 6 provides a summary and directions for future work.

Background and Terminology: We use the term source loop to refer to
the original source code loop, and the term kernel loop to refer to the code
that implements the software-pipelined version of the source code. Iterations of
the source loop are called source iterations and iterations of the kernel loop are
called kernel iterations. Instructions corresponding to a single source iteration
are executed in stages. A single source iteration spans multiple kernel iterations.
The number of cycles between the start of successive kernel iterations is called
the Initiation Interval (II). Figure 1(a) shows the execution of five source
iterations of a software-pipelined loop with three pipeline stages.

2 Software Pipelining in the ItaniumT M Architecture

The ItaniumT M architecture provides many features to aid the compiler in en-
hancing and exploiting instruction level parallelism (ILP) [9,8]. These include an
explicitly parallel (EPIC) instruction set, large register files, register renaming,
predication [12], speculation [11], and special support for software pipelining.

The special support for software-pipelined loops includes register rotation,
loop branches and loop control registers. Such features were first seen in the
Cydrome Cydra-5 [5]. Register rotation provides a renaming mechanism that
eliminates the need to unroll loops for the purpose of software renaming of
registers. Registers are renamed by adding the register number to the value of
a register rename base (RRB) modulo the size of the rotating register file. The
RRB is decremented when a software-pipelined loop branch is executed at the
end of each kernel iteration. Decrementing the RRB makes the value in register
X, during one kernel iteration, appear to move to register X+1, in the next
kernel iteration. If X is the highest numbered rotating register, its value wraps
to the lowest numbered rotating register. General registers r32-r127, floating-
point registers f32-f127, and predicate registers p16-p63 can rotate. Registers
r0-r31, f0-r31 and p0-p15 do not rotate and are referred to as static registers.

Below is an example of register rotation.

L1: ld4 r32 = [r4],4 // post increment r4 by 4
add r34 = r34,r9
st4 [r5] = r35,4 // post increment r5 by 4
swp_branch L1 ;; // software pipeline branch
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Each stage of the software pipeline is one cycle long (II = 1), a load latency of
2 cycles and an add latency of 1 cycle is assumed. The value that the load writes
to r32 is read by the add, two kernel iterations (and hence two rotations) later,
as r34. In the meantime, two more instances of the load are executed. However,
because of register rotation, those instances write to different registers and do
not destroy the value needed by the add.

Predication refers to the conditional execution of an instruction based on a
boolean source operand called the qualifying predicate. If the qualifying predi-
cate is True (one), the instruction is executed. If the qualifying predicate is False
(zero), the instruction generally behaves like a no-op. Predicates are assigned val-
ues by compare, test-bit, or software-pipelined loop branch instructions. Com-
pare instructions generally write two complementary destination predicate reg-
isters based on the boolean evaluation of the compare condition.

The rotation of predicate registers serves two purposes. The first, similar
to the rotating general and floating-point registers, is to avoid overwriting a
predicate value that is still needed. The second purpose is to control the filling
and draining of the software pipeline. To do the latter, a predicate is assigned to
each stage of the software pipeline to control the execution of the instructions
in that stage. This predicate is called a stage predicate. For counted loops, p16
is architecturally defined to be the stage predicate for the first stage, p17 is
defined to be the stage predicate for the second stage, etc. A register rotation
takes place at the end of each stage (when the swp branch is executed in the
kernel loop). When p16 is set to 1, it enables the first stage for a given source
iteration. This value of p16 is rotated to p17 when the swp branch is executed,
to enable the second stage for the same source iteration. Each 1 written into p16,
sequentially enables all the stages for a given source iteration. This behavior is
used to enable (propagate 1s) or disable (propagate 0s) the execution of the
stages of the pipelined loop during the prolog, kernel, and epilog phases.

ItaniumT M architecture provides special software-pipeline loop branches for
counted (br.ctop, br.cexit) and while (br.wtop, br.wexit) loops and software-
pipeline loop control registers that maintain the loop count (LC) and epilog
count (EC). During the prolog and kernel phases, a decision to continue kernel
loop execution means that a new source iteration is started. For example, for a
counted loop, LC (which is > 0) is decremented to update the count of remaining
source iterations. EC is not modified. P63 is set to one. Registers are rotated (so
now p16 is set to 1) and the branch (ctop) is taken so as to continue the kernel
loop execution.

Once LC reaches zero, all required source iterations have been started and
the epilog phase is entered. During this phase, a decision to continue kernel
loop execution means that the software pipeline has not yet been fully drained.
P63 is now set to zero because there are no more new source iterations to start
and the instructions that correspond to non-existent source iterations must be
disabled. EC is decremented to update the count of the remaining stages for the
last source iteration. Registers are rotated and the branch is executed so as to
continue the kernel loop execution. When EC reaches one, the pipeline has been
fully drained, and the branch is executed so as to exit the kernel loop execution.
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A pipelined version of the example counted loop, using ItaniumT M architec-
ture software pipelining features, is shown below assuming an II of 1 cycle and
a loop count of 2 source iterations:

mov pr.rot = 0 ;; // Clear rotating preds (16-63)
mov LC = 1 // LC = loop count - 1
mov EC = 4 // EC = loop stage count
cmp.eq p16,p0 = r0,r0 ;; // Set p16 = 1

L1: (p16) ld4 r32 = [r4],4 // Stage1:
(p18) add r34 = r34,r9 // Stage3:
(p19) st4 [r5] = r35,4 // Stage4:

br.ctop L1 ;;

Thus the various ItaniumT M architectural features of register rotation, predi-
cation and software-pipelined loop branches and registers, enable extremely com-
pact and efficient software-pipelined loop sequences.

3 Software Pipelining of Nested Loops

This section presents two new methods for outer loop pipelining (OLP), when the
innermost loop is software pipelined. OLP is achieved by overlapping the epilog
phase of the inner loop pipeline corresponding to one outer loop iteration, with
the prolog (and possibly epilog) phases of the inner loop pipelines corresponding
to subsequent outer loop iterations. In doing so, the cost associated with filling
and draining the inner loop pipeline is incurred only once during the execution
of the entire loop nest rather than during every outer loop iteration. As a result,
the performance of the loop nest is improved, especially for inner loops with
short trip counts.

Consider a loop nest with an inner loop that is software-pipelined with 5
stages and has a trip count of 2. Figure 2 illustrates how these methods overlap
the inner loop computations across multiple outer loop iterations.

During OLP, the inner loop’s software pipeline is not drained after all the
inner loop source iterations for a given outer loop iteration have been started.
Rather, the pipeline is frozen, and set-up for the next outer loop iteration is done.
The draining continues during the prolog phase of the next outer loop iteration.
Eventually, when all the loops in the enclosing loop nest are in their last itera-
tions, the inner loop software pipeline is drained. Note that computations can be
overlapped across more than two outer loop iterations. This occurs when the in-
ner loop pipeline never reaches kernel phase. When inner loop pipeline stages are
more than twice the number of inner loop iterations, overlap is achieved across
three outer loop iterations. Figure 2 shows inner loop computations overlapped
across three outer loop iterations.

Two key features of the ItaniumT M architecture enable efficient OLP. They
are: (1) rotating registers, and (2) explicit epilog stage control. Rotating reg-
isters enable holding the intermediate results of the inner loop computations
corresponding to one outer loop iteration, and at the same time, start the in-
ner loop computations for another outer loop iteration. Epilog stage control is
achieved via the EC register. Normally EC would have been initialized such that
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the inner loop is drained completely for each outer loop iteration. In these OLP
methods, EC is set to 1 at the start of an inner loop for all outer loop itera-
tions, except for the very last iterations of the outer loops, in which case it is
set appropriately so that the inner loop pipeline is completely drained.

The two methods differ in their schemas as to how this is accomplished. The
first method does not make copies of the kernel code for the inner loop, but the
second method does. The first method works only for counted outer loops, while
the second method is more general and does not impose this restriction. Except
for the copy of the kernel code in the case of the second method, both methods
add very few (static and dynamic) instructions to perform OLP. Since these
methods overlap computations across outer loop iterations, they must preserve
the register and memory dependences of the original loop nest. This is explained
later in this section.

Iterations

Time

Setup for 2nd outer loop iteration

Setup for 3rd outer loop iteration

Setup for 4th outer loop iteration

Setup for 5th outer loop iteration

2 inner loop iterations of 1st outer loop iteration

2 inner loop iterations of 2nd outer loop iteration

2 inner loop iterations of 3rd outer loop iteration

2 inner loop iterations of 4th outer loop iteration

2 inner loop iterations of 5th outer loop iteration

Fig. 2. Overlapping of inner loop pipelines across outer loop iterations.

These methods can be generally applied to perfect or imperfect loop nests of
arbitrary depth. For illustration, a running example of a two level perfect loop
nest with a counted outer loop is used.

Consider the following loop nest (an excerpt from a critical loop in an impor-
tant proprietary workstation application), which has a high trip count for the
outer loop but a low trip count for the inner loop:

REAL*4 A(10,100), B(10,100), C(10,100)
DO J = 1, 100
DO I = 1, 3
A(I,J) = B(I,J) / C(I,J)

ENDDO
ENDDO

Suppose that the inner loop is pipelined in 12 stages and has an II of 5 cycles1.
Furthermore, suppose that it takes 5 cycles to setup the pipeline (i.e. reset array
addresses, reset rotating predicate registers, reset EC/LC, etc). Then, this loop
requires roughly:
1 Divides in ItaniumT M architecture are implemented as a sequence of instructions [9].
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Cycles for prolog and kernel stages of inner loop = 100*( 3*5)
Cycles for epilog stages of inner loop = 100*(11*5)
Cycles to reset for the next outer loop iteration = 100*( 5)
---------------------------------------------------------------
TOTAL CYCLES = 7500 cycles

The overhead for draining the epilog stages is very high (5500 cycles i.e. 73%
of the total cycles). Traditional techniques of loop collapsing, loop interchange
and loop unrolling can be used to address this problem but they each have their
own costs. Loop collapsing adds predicated address computations that could
affect the inner loop scheduled II. Loop interchange could adversely affect (as it
does in this example) the memory access pattern. Loop unrolling increases code
size and cannot be easily applied if the inner loop trip count is not a compile-time
constant.

Without OLP, the generated code is as follows:

mov r14 = 99 // Outer loop count - 1
mov r2 = 1 // Outer loop index

Outer_loop:
mov pr.rot = 0 // P16-P63=0
mov EC = 12 // EC = Stage count
mov LC = 2 ;; // LC = Trip count - 1
cmp.eq p16,p0 = r0,r0 // P16 = 1
.....

Inner_loop:
[inner loop code]
br.ctop Inner_loop // Inner loop branch
.....
cmp.le p7,p6 = r2,r14 // Test for outer loop count
add r2 = r2,1 // Increment outer loop index

(p7) br.cond Outer_loop // Outer loop branch

Fig. 3. Non OLP code for the Running Example.

The computations in the inner loop (loads of B and C, the FP divide se-
quence, and the store of A) have been omitted to simplify the example. Since
the inner loop is a counted loop, it uses the br.ctop instruction. The LC register
is initialized to 2 for every iteration of the inner loop, since the inner loop has a
trip count of 3 (for a trip count of N, LC is initialized to (N-1)). The EC register
is initialized to 12, the stage count of the pipeline.

3.1 Method 1 for Pipelining of Nested Loops

In this method, EC is initialized (to 1) so that the inner loop pipeline is not
drained. A test for the final iteration is inserted in the outer loop to conditionally
set EC to completely drain the pipeline. The predicate registers (that control the
staging of the pipeline) are preserved across outer loop iterations by not clearing
them at the start of each inner loop pipeline. The resultant code is as follows:



172 K. Muthukumar and G. Doshi

mov r14 = 99
mov r2 = 1
mov pr.rot = 0 ;; // (1)
mov EC = 1 // (2)

Outer_loop:
mov LC = 2
cmp.eq p16,p0 = r0,r0
.....

Inner_loop:
[inner loop code]
br.ctop Inner_loop
.....
cmp.eq p8,p9 = r2,r14 ;; // (3)

(p9) mov EC = 1 // (4)
(p8) mov EC = 12 // (5)

cmp.le p7,p0 = r2,r14
add r2 = r2,1

(p7) br.cond Outer_loop

Fig. 4. Code After Pipelining of Nested Loops

Instructions to clear the rotating predicates (1) and to set EC (2), have
been moved to the preheader of the loop nest. Also, EC has been initialized
to 1 instead of 12 to prevent the draining of the inner loop software pipeline.
Since the clearing of the rotating predicates is now done outside the loop nest,
the rotating predicates p17-p63 retain the values between outer loop iterations.
This enables the freezing and restarting of the inner loop pipeline.

Instruction (3) checks for the start of the last iteration of the outer loop. If
this is the case, then EC is set to 12 by instruction (5). Otherwise, instruction
(4) resets EC to 1. Thus, the inner loop pipeline is drained only during the last
iteration of the outer loop.

Thus this method requires the addition of just three new instructions to the
outer loop:

• Instruction (3) to check for the start of the last iteration of outer loop,
• Instruction (5) to set EC to stage count, for the last iteration of outer loop,
• Instruction (4) to reset EC to 1, for all other iterations of outer loop.

Assume that the addition of these instructions increases the time required to
set-up for the next outer loop iteration from 5 to 6 cycles. However, the pipeline
is drained only once, so the time required to execute the loop nest is:

Cycles for prolog and kernel stages of inner loop = 100*( 3*5)
Cycles for epilog stages of inner loop = (11*5)
Cycles to reset for the next outer loop iteration = 100*( 6)
---------------------------------------------------------------
TOTAL CYCLES = 2155 cycles

Thus, this method leads to a significant performance improvement (71%)
over that of the original code sequence, with hardly any increase in the static or
dynamic code size.
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Conditions required for this method: OLP essentially involves hoisting
inner-loop code associated with later outer loop iterations, so as to overlap them
with the current outer loop iteration. As with all code motion, this hoisting must
honor the register and memory data dependences of the original code sequence.
This section details the conditions that must be satisfied for this method to work
correctly. The following are the key ideas behind these conditions, which ensure
the correctness of the OLP transformation:

• We should be able to predict the last iteration(s) of the outer loop(s) and
ensure that the pipeline of the inner loop is finally drained.
• Register values that are in flight across inner loop kernel iterations, must

not be clobbered due to OLP.
• Live-out register values must be computed correctly, even though the pipeline

has not been completely drained.
• All memory-dependences across outer-loop iterations must be obeyed.

Here are the conditions that ensure the correctness of OLP for a loop nest:
1. Counted Outer Loops: All the outer loops must be counted loops. This is
needed to set EC to drain the software pipeline only when all the outer loops
are in their last iterations.
2. Single Outer Loop Exit: Each loop in the loop nest should have only one
exit. If this is not satisfied, an early exit in one of the loops would transfer control
and skip the instructions in the post-exit of the inner loop that set EC to drain
the pipeline of the inner loop.
3. Live-in Values: If a value is live-in to the inner loop, it should either be in
a rotating register or used only in the first stage of the software pipeline. This
condition ensures that register and memory anti-dependences across outer loop
iterations in the original loop nest are honored.

Figure 5(a) shows a scenario in which R10 is loop-invariant in the inner loop
and is used in the second stage, but changes its value in the immediate outer
loop. The inner loop has 2 iterations. After OLP, the second iteration of the
inner loop still expects to see “value1” in R10. However, this is clobbered with
“value2” when the second iteration of the outer loop is started.

Outer_loop:
      . . .
      R10 = value_N
Inner_loop:
      . . .
(p17)     = R10
      . . .
      br.ctop Inner_loop
      . . .
      . . .
(px ) br.cond Outer_loop

Outer loop 1st iteration Outer loop 2nd iteration

R10 = value1

= R10

= R10

R10 = value2

= R10

      R15 = 0
Outer_loop:
      . . .
      . . .
Inner_loop:
      . . .
(p17) R32 =
      . . .
      br.ctop Inner_loop
      R15 += R33
      . . .
(px ) br.cond Outer_loop

Outer loop 1st iteration Outer loop 2nd iteration

R15 = 0

R32=

R32=

R15 += R33

R32=

(a) (b)

Fig. 5. (a) Register Anti-dependences for live-in values (b) Register dependences for
live-out values
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Note that this problem will not arise if either (a) the values that are live-in
are used in the first stage of the pipeline or (b) the live-in values are assigned
to rotating registers. In such cases, the live-in values are not clobbered by their
subsequent redefinitions in the outer loops.
4. Live-out Values: If a value is live-out of the inner loop, and is used within
the loop nest in a subsequent outer iteration, it should be defined in the first
stage of the software pipeline. This condition ensures that register and memory
dependences that exist from the inner loop to an outer loop computation are
honored. Consider the loop nest in Fig. 5(b), in which the inner loop has 2 stages
and a trip count of 2.

The value defined in R32 in the second iteration of the inner loop is live-out
of the inner loop. It gets rotated into R33 and is used to update R15. However,
if OLP is done, the second stage of the second iteration of the inner loop does
not get executed until after the next iteration of the outer loop is started. The
result is that the value that is stored in R15 at the start of the second iteration
of the outer loop is the value of R32 that is defined in the first iteration of the
inner loop. This would obviously be incorrect.
5. Rotating Register Values: Code in the outer loop(s) should not clobber
the values held in rotating registers used in the kernel of the inner loop. The
register allocator ensures that the rotating registers are not used for outer loop
live ranges.
6. Loop-carried Memory Dependence: If there is a loop-carried memory
dependence for inner loop computations carried by the outer loop, the Point of
First Reference (Pr1) of a memory location should precede its Point of Second
Reference (Pr2) in the execution time-line of these instructions. The memory
dependence that exists for the pair (Pr1, Pr2) can be a flow, anti or output de-
pendence. Depending on the number of inner loop iterations that elapse between
Pr1 and Pr2, and the stages in which Pr1 and Pr2 occur, it may or may not be
legal to perform OLP.

Consider the following:

DO J = 1, 100
DO I = 1, 3

= A(I, J-1)
A(I, J) =

ENDDO
ENDDO

For this program, there is a memory flow dependence carried by the outer
loop for the location A(I, J). Pr1 is the definition of the value in A(I,J) and
Pr2 is the subsequent use of that value (referenced as A(I,J-1)). Pr1 and Pr2 are
defined in terms of number of stages of the software pipeline of the inner loop.
In general, let Pr1 and Pr2 occur in stages D and U, respectively. If M inner loop
iterations elapse between Pr1 and Pr2, then :
Pr1 = D, Pr2 = U+M and OLP is legal iff Pr1 < Pr2 (i.e. iff D < U+M).

For the above loop nest, M = 3 since three inner loop iterations separate Pr1
and Pr2. If Pr1 occurs in the 4th stage (D = 4) and Pr2 occurs in the 2nd stage
(U = 2), then D < U +M , so OLP can be done (Fig. 6(a)). However, if D = 5
and U = 1, then D > U +M , and OLP cannot be done (Fig. 6(b)).
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Outer Loop
1st iteration

Outer Loop
2nd iteration

Outer Loop
1st iteration

Outer Loop
2nd iteration

D

U D

U

Fig. 6. (a) OLP can be done (b) OLP cannot be done

The value of M is calculated using (a) the number of outer loop iterations
that separate Pr1 from Pr2, which is obtained from data dependence analysis
[3,17], and (b) the number of inner loop iterations that are executed per outer
loop iteration. If the number of inner loop iterations is a compile-time constant,
then the legality check for loop-carried memory dependence can be performed
at compile-time. Otherwise, based on a run-time check of the number of inner
loop iterations, control can either go to a loop nest that has OLP or to another
loop nest in which only the inner loop is pipelined.

The conditions described above for the live-in and live-out values and the
loop-carried memory dependence in the inner loop are applicable only if we do
not want any draining of the software pipeline before starting the next outer
loop iterations. These conditions can be relaxed if partial draining is allowed to
happen at the end of execution of every iteration of the immediate outer loop.
This can be formulated as follows:

• Let Slive−in be the maximum stage in which a live-in register value that is
in a static register is used in the pipelined inner loop.
• Let Slive−out be the maximum stage in which a live-out value that is used

in the loop nest, is defined in the pipelined inner loop.
• Let Sloop−carried−mem−dep denote the maximum of (Pr1−Pr2) over all mem-

ory references that have loop-carried dependence across the outer loop(s).
Note that the maximum value of Sloop−carried−mem−dep is the number of
epilog stages of the pipelined inner loop.

So, the value that EC should be set to before starting the next outer loop
iteration is: ES = Max(1, Slive−in, Slive−out, Sloop−carried−mem−dep + 2). If ES
is the same as the number of stages required to completely drain the pipeline of
the inner loop, then we do not perform OLP, since there is no performance gain
from doing it.
Algorithm for Pipelining of Nested Loops: This method can be integrated
with modulo scheduling [14] and rotating register allocation in the software
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pipeliner. The algorithm for this method consists of two steps. The first step,
IsLoopNestEligibleForOLP, checks to see if the pipelined inner loop and the
loop nest satisfy the conditions listed in the previous section. The second step,
PerformOLPForLoopNest, performs OLP by suitably adding and moving
the instructions so that the pipeline of the inner loop is not completely drained.
These two functions are invoked by the main function OLPForLoopNest.

Algorithm 1 Algorithm for Method 1
Bool IsLoopNestEligibleForOLP (Loop nest, unsigned int ∗pES)
{

if (any outer loop is not a counted loop) return False;
if (any outer loop has more than one exit) return False;
Compute Slive−in, Slive−out, and Sloop−carried−mem−dep;
∗pES = Max (1, Slive−in, Slive−out, Sloop−carried−mem−dep + 2);
if (∗pES == number of pipeline stages) return False;
else return True;

}
Void PerformOLPForLoopNest (Loop nest, unsigned int ES)
{

Move init of pr.rot from preheader of inner loop to preheader of loop nest;
Delete the initialization of EC in the preheader of the inner loop;
Initialize EC = ES in the preheader of the loop nest;
Add a compare instruction in the post-exit of inner loop to set pLast;
pLast = (last iteration(s) of outer loop(s)) ? 1 : 0;
Let pNotLast = the predicate register that is complementary to pLast;
Add an instruction “(pNotLast) EC = ES” to post-exit of inner loop;
Add an instruction “(pLast) EC = (Epilog Count to completely drain inner

loop)” to post-exit of inner loop;
}
Void OLPForLoopNest (Loop nest)
{

unsigned int ES;
if (IsLoopNestEligibleForOLP (Loop nest, &ES))

PerformOLPForLoopNest (Loop nest, ES);
}

3.2 Method 2 for Pipelining of Nested Loops

This method is similar in principle to method 1. However, there are three key
differences: (a) it does not require that the outer loops in the loop nest be counted
loops, (b) it allows outer loops to have multiple exits, and (c) it makes a copy
(or copies if there are multiple exits for any outer loop) of the pipelined inner
loop and inserts it after the code for the loop nest. Other conditions that were
required for method 1 apply to this method as well. This method is conceptually
simpler, less restrictive, and allows more loop nests to be pipelined. However,
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it comes with the cost of expanded code size and the attendant problems of
possibly increased I-cache misses, page faults, instruction TLB misses, etc. This
method transforms the code for the running example as follows:

mov pr.rot = 0 ;; // (1)
Outer_loop:

mov EC = 1 // EC = 1 (no drain)
mov LC = 2 // LC = Trip count - 1
cmp.eq p16 = r0,r0 // P16 = 1
...

Inner_loop:
[inner loop code]
br.ctop Inner_loop // Inner loop branch
...

(p7) br.cond Outer_loop // Outer loop branch
mov EC = 11 // (2)

Inner_loop_copy:
[inner loop code]
br.ctop Inner_loop_copy
<MOV instructions for values that are live-out of Inner_loop_copy>

This method consists of the following steps:

• The pr.rot instruction that is in the preheader of the inner loop in the non-
OLP code is moved out of the loop nest.
• EC is now initialized to 1 instead of 12 in the preheader of the inner loop. Im-

mediately following the loop nest, EC is set to 11 (number of epilog stages).
• A copy of the pipelined inner loop is placed following this instruction. This

serves to drain the inner loop completely.
• Following this copy of the inner loop, MOV instructions are added for those

rotating register values that are live out of the inner loop. These values are
not used inside the loop nest, but outside.

4 Pipelining of Nested Loops for Other Architectures

The key idea behind these methods can be applied for nested loops in other
architectures as well. However, the speedup that can be achieved in such archi-
tectures is potentially smaller than in architectures that have rotating registers
and predication. Without these features, this technique can be implemented as
follows: The inner loop is peeled such that the code for the prolog phase of the
pipelined inner loop is peeled out of the inner loop and placed in the preheader of
the loop nest. The code for the epilog phase of the pipelined inner loop is peeled
as well and placed after the code for the inner loop. This is intertwined with a
copy of the prolog phase of the inner loop for the next outer loop iteration.

This method does achieve overlap between the epilog phase of the pipelined
inner loop for one iteration of the outer loop with the prolog phase of the
pipelined inner loop for the next iteration of the outer loop. However, it may be
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Algorithm 2 Algorithm for Method 2
Bool IsLoopNestEligibleForOLP (Loop nest, unsigned int ∗pES)
{

Compute Slive−in, Slive−out, and Sloop−carried−mem−dep;
∗pES = Max (1, Slive−in, Slive−out, Sloop−carried−mem−dep + 2);
if (∗pES == number of pipeline stages) return False;
else return True;

}
Void PerformOLPForLoopNest (Loop nest, unsigned int ES)
{

Move the init of pr.rot in preheader of inner loop to outside the loop nest;
Replace the ‘mov EC’ instruction in the preheader of the inner

loop with a MOV instruction that initializes EC to ES;
At each exit of the loop nest, append an instruction “EC = (Stage count - ES)”

and a copy of the pipelined inner loop. ;
Following this, for all rotating register values that are live-out of the inner

loop to outside the loop nest, add appropriate MOV instructions;
}

very difficult to overlap inner loop computations across multiple outer loop itera-
tions. Also, if the inner loop trip count is fewer than the number of prolog stages,
exits out of the prolog phase will further add to the code size and complexity. It
leads to increased code size that is caused by copies of prolog and epilog phases
of the inner loop. Also, modulo scheduling for traditional architectures requires
kernel unrolling and/or MOV instructions that also lead to increased code size.
However, it may be still profitable to do OLP using this technique for loop nests
that have small trip counts for inner loops.

5 Experimental Results

We have prototyped both the OLP methods in the Intel optimizing compiler for
the ItaniumT M processor. The performance of the resulting OLP code was mea-
sured on the ItaniumT M processor. The prototype compiler was used to produce
code for a critical loop nest (similar to the running example) of an important
workstation application. This application was the motivation for developing and
implementing this technique in the compiler. This (and similar) kernels showed
large (71%) speedups using OLP. Benefits largely accrue from the inner loop trip
counts being small and the outer loop trip counts being large. Next, the applica-
bility of this technique was validated using the SPECfp2000 and SPECint2000
benchmark suites (see Table 1). The first column lists the 14 SPECfp2000 bench-
marks followed by 12 SPECint2000 benchmarks. The second column shows the
total number of loops in each benchmark that are pipelined. This includes loops
that are singly nested as well as those that are in loop nests. The third col-
umn in the table shows the number of pipelined loops that are in loop nests -
these are the loop nests that are candidates for OLP. The fourth column shows
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Table 1. Results of Method 2 on SPECfp2000 and SPECint2000

Benchmark # of pi-
plelined
innermost
loops

# of piple-
lined loops
within
loop nests

# of pi-
plelined
loops with
sibling
loops

# of OLP
loop nests

Code
size in-
crease due
to OLP

168.wupwise 7 0 0 0 0.0%
171.swim 23 20 15 4 1.5%
172.mgrid 12 10 2 6 0.3%
173.applu 38 38 27 7 0.0%
177.mesa 175 75 52 12 0.4%
178.galgel 258 180 52 50 1.7%
179.art 23 21 16 2 0.8%
183.equake 14 11 7 1 0.0%
187.facerec 59 47 5 38 0.6%
188.ammp 93 38 24 5 2.9%
189.lucas 22 14 2 3 2.7%
191.fma3d 128 50 44 2 0.1%
200.sixtrack 302 262 216 12 0.0%
301.apsi 132 83 40 35 0.8%
164.gzip 52 21 17 0 0.0%
175.vpr 53 29 15 8 1.1%
176.gcc 205 58 31 1 0.0%
181.mcf 20 6 5 0 0.0%
186.crafty 39 14 7 2 0.0%
197.parser 47 21 15 0 0.0%
252.eon 94 72 4 64 0.4%
253.perlbmk 81 44 22 0 0.0%
254.gap 302 102 76 1 0.0%
255.vortex 17 5 1 0 0.0%
256.bzip2 32 13 11 0 0.0%
300.twolf 223 113 72 9 0.8%

the number of pipelined inner loops that have sibling loops in loop nests. Such
loops are not candidates for OLP. The fifth column shows the number of loop
nests for which OLP was successfully done using Method 2. Unfortunately, the
performance gains due to OLP on these benchmarks were negligible, because:
(a) Many critical loop nests have large trip counts for the innermost loop. In
such cases, the draining of the software pipeline for the innermost loop is not a
high overhead, and therefore reducing the cost of draining the pipeline does not
contribute to a significant performance gain. (b) Many critical pipelined loops
were ineligible for OLP since they had sibling loops in their loop nests. (c) Live
values between stages of the software pipelined loop are exposed by OLP. As
a result, the register pressure for the code sections outside the innermost loop
increases, causing spills in some cases.
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These results validate that the overhead of OLP due to adding instructions
in post-exits of inner loops is miniscule (column 6). Even the small performance
gain possible in loop nests with large trip counts of inner loops was realized.

6 Conclusion

We have presented two methods for Outer Loop Pipelining (OLP) of loop nests
that have software-pipelined inner loops. These methods overlap the draining of
the software pipeline corresponding to one outer loop iteration with the filling or
draining of the software pipeline corresponding to another outer loop iteration.
Thus, the software pipeline for the inner loop is filled and drained only once for
the loop nest. This is efficiently implemented using the ItaniumT M architecture
features such as predication, rotating registers, and explicit epilog stage control.
This technique is applicable, in a limited sense, to other architectures as well.

Both methods are applicable to perfect as well as imperfect loop nests. The
first method does OLP with minimal code expansion, but requires all the outer
loops be counted loops with no early exits. The second method does not place
such restrictions on the loop nest, but does duplicate the kernel code of the
pipelined inner loop where required. These methods have been prototyped in
the Intel Optimizing Compiler for ItaniumT M architecture. Experimental results
indicate good speedups for loop nests with short trip counts for inner loops in an
important workstation application. The speedups observed for the SPECfp2000
and SPECint2000 suites of benchmarks were small - this is because their critical
loop nests have large trip counts for inner loops.

With the continuing trend of wider and deeply pipelined processors, the
availability of parallel execution resources and the latency of instructions will
increase. As a result, the prolog/epilog overhead (as a fraction of the execution
time of the loop) will increase as well. OLP will be increasingly important as a
means to maximize the performance of loop nests.
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Abstract. We address the problem of time optimal software pipelining
of loops with control flows, one of the most difficult open problems in the
area of parallelizing compilers. We present a necessary condition for loops
with control flows to have equivalent time optimal programs, generalizing
the result by Schwiegelshohn et al., which has been the most significant
theoretical result on the problem. As part of the formal treatment of the
problem, we propose a new formalization of software pipelining, which
provides a basis of our proof as well as a new theoretical framework
for software pipelining research. Being the first generalized result on the
problem, our work described in this paper forms an important first step
towards time optimal software pipelining.

1 Introduction

Software pipelining is a loop parallelization technique for machines that exploit
instruction-level parallelism (ILP) such as superscalar or VLIW processors. It
transforms a sequential loop so that new iterations can start before preceding
ones finish, thus overlapping the execution of multiple iterations in a pipelined
fashion. Since most of the program execution time is spent in loops, much effort
has been given to developing various software pipelining techniques.

One of the important theoretical open problems in software pipelining is how
to test if a loop with control flows has its equivalent time optimal program or
not. A program is time optimal if every execution path p of the program runs
in its minimum execution time determined by the length of the longest data
dependence chain in p [1]. If decidable, time optimality can be used as a useful
measure in evaluating (or improving) existing software pipelining algorithms.

Although there were several related research investigations [2,3,4] on the
problem of time optimal software pipelining of loops with control flows,
there have been few significant theoretical results published. The work by
Schwiegelshohn et al. [1] is the best known and most significant result so far,
which simply illustrated that, for some loops with control flows, there cannot
exist time optimal parallel programs. Their work lacks a formalism required to
develop generalized results. To the best of our knowledge, since the work by
Schwiegelshohn et al. was published, no further research results on the problem
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has been reported, possibly having been discouraged by the pessimistic result
by the Schwiegelshohn et al.’s work.

In this paper, we describe a necessary condition for loops with control flows
to have equivalent time optimal programs. Our result is the first general theo-
retical result on the problem, and can be considered as a generalization of the
Schwiegelshohn et al.’s result. In order to prove the necessary condition in a
mathematically concrete fashion, we propose a new formalization of software
pipelining, which provides a basis of our proof. The proposed formalization of
software pipelining has its own significance in that it provides a new theoretical
framework for software pipelining research.

We believe that the work described in this paper forms an important first step
towards time optimal software pipelining. Although we do not formally prove
in the paper, we strongly believe that the necessary condition described in this
paper is also the sufficient condition for time optimal programs. Our short-term
research goal is to verify this claim so that a given loop with control flows can be
classified depending on the existence of time optimal program. Ultimately, our
goal is to develop a time optimal software pipelining algorithm for loops that
satisfy the condition.

The rest of the paper is organized as follows. In Sect. 2, we briefly re-
view prior theoretical work on software pipelining. We explain the machine
model assumptions and program representation in Sect. 3. Section 4 dis-
cusses the dependence model. A formal description of software pipelining
is presented in Sect. 5 while the proof of a necessary condition is provided
in Sect. 6. We conclude with a summary and directions for future work in Sect. 7.

2 Related Work

For loops without control flows, there exist several theoretical results [5,6,7,8,
9]. When resource constraints are not present, both the time optimal schedule
and the rate optimal one can be found in polynomial time [5,6]. With resource
constraints, the problem of finding the optimal schedule is NP-hard in its full
generality [6] but there exist approximation algorithms that guarantee the worst
case performance of roughly twice the optimum [6,9].

Given sufficient resources, an acyclic program can be always transformed
into an equivalent time optimal program by applying list scheduling to each
execution path and then simultaneously executing all the execution paths par-
allelized by list scheduling. When resources are limited, definitions of time op-
timality may be based on the average execution time. For acyclic programs,
Gasperoni and Schwiegelshohn defined an optimality measure based on the
execution probability of various execution paths and showed that a general-
ized list scheduling heuristic guarantees the worst case performance of at most
2−1/m+(1−1/m) ·1/2 ·dlog2me times the optimum [10] where m is the number
of operations that can be executed concurrently. For loops with control flows,
measures based on the execution probability of paths is not feasible, since there
are infinitely many execution paths.
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r0 := r1
cc0 := (r1==0)

L0

if cc0
if cc1

L1

L2

L3:

store(r2,r1)
store(r2,r0)

Fig. 1. A tree VLIW instruction

There are few theoretical results for loops with control flows, and, to the best
of our knowledge, only two results [1,11] have been published. The work by Uht
[11] proved that the resource requirement necessary for the optimal execution
may increase exponentially for some loops with control flows. The Uht’s result,
however, is based on an idealized hardware model which is not directly relevant
to software pipelining. The work by Schwiegelshohn et al. [1], which is the
most well-known theoretical result on time optimal programs, showed that
there are some loops for which no equivalent time optimal programs exist.
Although significant, their contribution lacks any formal treatment of the time
optimal software pipelining. For example, they do not formally characterize
conditions under which a loop does not have an equivalent time optimal program.

3 Preliminaries

3.1 Architectural Requirements

In order that the time optimality is well defined for loops with control flows,
some architectural assumptions are necessary. In this paper, we assume the fol-
lowing architectural features for the target machine model: First, the machine
can execute multiple branch operations (i.e., multiway branching [12]) as well as
data operations concurrently. Second, it has an execution mechanism to commit
operations depending on the outcome of branching (i.e, conditional execution
[13]). The former assumption is needed because if multiple branch operations
have to be executed sequentially, time optimal execution cannot be defined. The
latter one is also indispensable for time optimal execution, since it enables to
avoid output dependence of store operations which belong to different execution
paths of a parallel instruction as pointed out by Aiken et al. [14].

As a specific example architecture, we use the tree VLIW architecture
model [3,15], which satisfies the architectural requirements described above.
In this architecture, a parallel VLIW instruction, called a tree instruction, is
represented by a binary decision tree as shown in Fig. 1. A tree instruction
can execute simultaneously ALU and memory operations as well as branch
operations. The branch unit of the tree VLIW architecture can decide the
branch target in a single cycle [12]. An operation is committed only if it lies in
the execution path determined by the branch unit [13].

3.2 Program Representation

We represent a sequential program Ps by a control flow graph (CFG) whose
nodes are primitive machine operations. If the sequential program Ps is
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r0 := load(r0)

cc0 := (r0==0)

if cc0

r0 := load(r0)

cc0 := (r0==0)

r1 := load(r0)

if cc0

r1 := load(r0)

r0 := r1
cc0 := (r0==0)

r0 := load(r0)

cc0 := (r0==0)
r1 := load(r0)

if cc0r0 := r1
cc0 := (r1==0)

r1 := load(r1)

L1:

L2:

L0:

L1

L2

L2

L3

(c)(a) (b)

Fig. 2. (a) A sequential program, (b) a parallel tree VLIW program, and (c) a parallel
program in the extended sequential representation

parallelized by a compiler, a parallel tree VLIW program Ptree is generated.
While Ptree is the final output from the parallelizing compiler for our target
architecture, we represent the parallel program in the extended sequential
representation for the description purpose. Under the extended sequential
representation, both sequential programs and parallel programs are described
using the same notations and definitions used for the sequential programs.
Compared to sequential programs, parallel programs include the additional
information on operation grouping. Figure 2. (a) shows an input sequential
program Ps and Fig. 2. (b) shows its corresponding parallel tree VLIW program
Ptree. Using the extended sequential representation, Ptree is represented by
Fig. 2. (c). The parallel program shown in Fig. 2. (c) is based on a sequential
representation except that it has the operation grouping information indicated
by shaded regions. The operations belonging to the same group (i.e., the same
shaded region) are executed in parallel. A parallel tree VLIW program can be
easily converted into the parallel program in the extended sequential repre-
sentation with some local transformation on copy operations, and vice versa [15].

3.3 Basic Terminology

A program1 is represented as a triple 〈G = (N, E) , O , δ 〉. (This representation
is due to Aiken et al. [14].) The body of the program is a CFG G which consists
of a set of nodes N and a set of directed edges E. Nodes in N are categorized
into assignment nodes that read and write registers or global memory, branch
nodes that affect the flow of control, and special nodes, start and exit nodes. The
execution begins at the start node and the execution ends at the exit nodes. E
represents the possible transitions between the nodes. Except for branch nodes
and exit nodes, all the nodes have a single outgoing edge. Each branch node has
two outgoing edges while exit nodes have no outgoing edge.

O is a set of operations that are associated with nodes in N . The operation
associated with n ∈ N is denoted by op(n). More precisely, op(n) represents
1 Since a parallel program is represented by the extended sequential representation,

the notations and definitions explained in Sect. 3.3 and Sect. 4.1 apply to parallel
programs as well as sequential programs.
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Fig. 3. An execution path in a parallel program

opcode only; Constant fields and register fields are not included in op(n). With-
out loss of generality, every operation is assumed to write to a single register.
We denote by regW(n) the register to which n writes and by regsR(n) a set of
registers from which n reads .

A configuration is a pair 〈n, s〉 where n is a node in N and s is a store (i.e.,
a snapshot of the contents of registers and memory locations). The transition
function δ, which maps configurations into configurations, determines the com-
plete flow of control starting from the initial store. Let n0 be the start node and
s0 an initial store. Then, the sequence of configurations during an execution is
〈〈n0, s0〉, · · · , 〈ni, si〉, · · · , 〈nt, st〉〉 where 〈ni+1, si+1〉 = δ(〈ni, si〉) for 0 ≤ i < t.

A path p of G is a sequence 〈n1, · · · , nk〉 of nodes in N such that (ni, ni+1) ∈ E
for all 1 ≤ i < k. For a given path p, the number of nodes in p is denoted by
|p| and the i-th (1 ≤ i ≤ |p|) node of p is addressed by p[i]. A path q is said
to be a subpath of p, written q v p, if there exists j (0 ≤ j ≤ |p| − |q|) such
that q[i] = p[i + j] for all 1 ≤ i ≤ |q|. For a path p and i, j (1 ≤ i ≤ j ≤ |p|),
p[i, j] represents the subpath induced by the sequence of nodes from p[i] up to
p[j]. Given paths p1 = 〈n1, n2, · · · , nk〉 and p2 = 〈nk, nk+1, · · · , nl〉, p1 ◦ p2 =
〈n1, n2, · · · , nk, nk+1, · · · , nl〉 denotes the concatenated path between p1 and p2.
A path p forms a cycle if p[1] = p[|p|] and |p| > 1. For a given cycle c, ck denotes
the path constructed by concatenating c with itself k times. Two paths p and
q are said to be equivalent, written p ≡ q, if |p| = |q| and p[i] = q[i] for all
1 ≤ i ≤ |p|.

A path from the start node to one of exit nodes is called an execution path
and distinguished by the superscript e (e.g., pe). Each execution path can be
represented by an initial store with which the control flows along the execution
path. Suppose a program P is executed with an initial store s0 and the sequence
of configurations is written as 〈〈n0, s0〉, 〈n1, s1〉, · · · , 〈nf , sf 〉〉, where n0 denotes
the start node and nf one of exit nodes. Then ep(P, s0) is defined to be the
execution path 〈n0, n1, · · · , nf 〉. (ep stands for execution path.) Compilers com-
monly performs the static analysis under the assumption that all the execution
paths of the program are executable, because it is undecidable to check if an
arbitrary path of the program is executable. In this paper, we make the same
assumption, That is, we assume ∀pe in P, ∃ s such that pe ≡ ep(P, s).
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It may incur some confusion to define execution paths for a parallel program
because the execution of the parallel program consists of transitions among par-
allel instructions each of which consists of several nodes. With the conditional
execution mechanism described in Sect. 3.1, however, we can focus on the unique
committed path of each parallel instruction while pruning uncommitted paths.
Then, like a sequential program, the execution of a parallel program flows along
a single thread of control and corresponds to a path rather than a tree. For
example, in Fig. 3, the execution path of a parallel program is distinguished by
a thick line.

Some attributes such as redundancy and dependence should be defined in a
flow-sensitive manner because they are affected by control flows. Flow-sensitive
information can be represented by associating the past and the future control
flow with each node. Given a node n and paths p1 and p2, the triple 〈n, p1, p2〉 is
called a node instance if n = p1[|p1|] = p2[1]. That is, a node instance 〈n, p1, p2〉
defines the execution context in which n appears in p1◦p2. In order to distinguish
the node instance from the node itself, we use a boldface symbol like n for the
former. The node component of a node instance n is addressed by node(n). A
trace of a path p, written t(p), is a sequence 〈n1,n2, · · · ,n|p|〉 of node instances
such that ni = 〈p[i], p[1, i], p[i, |p|]〉 for all 1 ≤ i ≤ |p|. The i-th component
of t(p) is addressed by t(p)[i] and the index of a node instance n in the trace
t(p) is represented by pos(n). For the i-th node instance ni of t(p) whose node
component is a branch node, a boolean-valued attribute dir is defined as follows:

dir(ni) =
{

T if p[i + 1] is the T-target successor of p[i] ,
F otherwise .

Some of node instances in parallel programs are actually used to affect
the control flow or the final store while the others are not. The former ones
are said to be effective and the latter ones redundant. A node is said to be
non-speculative if all of its node instances are effective. Otherwise it is said to
be speculative. These terms are further clarified in Sect. 5.

4 Dependence Model

Let alone irregular memory dependences, existing dependence analysis tech-
niques cannot model true dependences accurately mainly because true depen-
dences are detected by conservative analysis on the closed form of programs. In
Sect. 4.1 we introduce a path-sensitive dependence model to represent precise
dependence information. In order that the schedule is constrained by true de-
pendences only, a compiler should overcome false dependences. We explain how
to handle the false dependences in Sect. 4.2

4.1 True Dependences

With the sound assumption of regular memory dependences, true dependence
information can be easily represented for straight line loops thanks to the pe-
riodicity of dependence patterns. For loops with control flows, however, this is
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z = f(x)
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5

1
x = ...

x = ...

z = f(x)

(a) (b)

Fig. 4. Path-sensitive dependence examples

not the case and the dependence relationship between two nodes relies on the
control flow between them as shown in Fig. 4. In Fig. 4. (a), there are two paths,
p1 = 〈1, 2, 3, 5〉 and p2 = 〈1, 2, 4, 5〉, from node 1 to node 5. Node 5 is dependent
on node 1 along p1, but not along p2. This ambiguity cannot be resolved unless
node 1 is splitted into distinct nodes to be placed in each path. In Fig. 4. (b),
node 7 is first used after k iterations of c1 along p3 ◦ck

1 ◦p4, where p3 = 〈7, 9, 11〉,
p4 = 〈5, 10〉 and c1 = 〈5, 6, 8, 9, 11, 5〉. However, this unspecified number of itera-
tions, k, cannot be modeled by existing techniques; That is, existing techniques
cannot model the unspecified dependence distance. In order to model this type of
dependence, it is necessary to define the dependence relation on node instances
rather than on nodes themselves. The dependences between node instances car-
ried by registers are defined as follows.

Definition 1. Given a path p and i, j (1 ≤ i < j ≤ |p|), t(pe)[j] is said to be
dependent on t(pe)[i], written t(pe)[i] ≺ t(pe)[j] , if

regW(pe[i]) ∈ regsR(pe[j]) and
regW(pe[k])) 6= regW(pe[i]) for all i < k < j.

The relation ≺ models true dependence along pe, which corresponds to actual
definition and uses of values during execution. The relation ≺ precisely captures
the flow of values through an execution of a program. From Definition 1, we can
easily verify the following property on the relation ≺ : For execution paths pe

1
and pe

2, where 1 ≤ i1 < j1 ≤ |pe
1| and 1 ≤ i2 < j2 ≤ |pe

2| ,

j1 − i1 = j2 − i2 ∧ pe
1[i1 + k] = pe

2[i2 + k] for all 0 ≤ k ≤ j1 − i1

=⇒ t(pe
1)[i1] ≺ t(pe

1)[j1] iff t(pe
2)[i2] ≺ t(pe

2)[j2] .

The dependence relation between two node instances with memory opera-
tions may be irregular even for straight line loops. Existing software pipelining
techniques rely on conservative dependence analysis techniques, in which
the dependence relationship between two node instances is determined by
considering the iteration difference only [16] and is usually represented by data
dependence graphs [17] or its extensions [18,19]. The above property holds for
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x is live x is live

x=a+1

x=b*2

z = f(x)

x=a+1

t=b*2

x=t

z=f(x)

x=g()

t=g()

x=t

t=g()

(a) (b)

Fig. 5. Copy operations used to overcome false dependences

these representation techniques. In our work, we assume a similar memory
dependence relation , in which the dependence relation between node instances
with memory operations also satisfies the above property.

4.2 False Dependences

For loops with control flows, it is not a trivial matter to handle false dependences.
They cannot be eliminated completely even if each live range is renamed before
scheduling. For example, the scheduling techniques described in [14,15] rely on
the “on the fly” register allocation scheme based on copy operations so that the
schedule is constrained by true dependences only.

In Fig. 5. (a), for the x=b*2 to be scheduled above the branch node, x should
not be used for the target register of x=b*2 and, therefore, the live range from
x=b*2 to z=f(x) should be renamed. But the live range from x=b*2 to z=f(x)
alone cannot be renamed because the live range from x=a+1 to z=f(x) is com-
bined with the former by x. Thus, the live range is splitted by the copy operation
x=t so that t carries the result of b*2 along the prohibited region and t passes
b*2 to x the result.

In Fig. 5. (b), x=g() is to be scheduled across the exit branch but x=g() is
used at the exit. So the live range from x=g() to exit is expected to be longer
than an iteration, but it cannot be realized if only one register is allocated for
the live range due to the register overwrite problem. This can be handled by
splitting the long live range into ones each of which does not span more than an
iteration, say one from t=g() to x=t and one from x=t to the exit.

In the next section, these copy operations used for renaming are distinguished
from ones in the input programs which are byproduct of other optimizations such
as common subexpression elimination. The true dependence carried by the live
range joined by these copy operations is represented by

∗≺ relation as follows.

Definition 2. Given an execution path of a parallel program pe, let Npe rep-
resent the set of all node instances in t(pe). For node instances n in t(pe,sp),
Prop(n) represents the set of copy node instances in t(pe) by which the value
defined by n is propagated, that is,

Prop(n) = {nc | n ≺ nc
1 , nc

k ≺ nc, nc
i ≺ nc

i+1 for all 1 ≤ i < k

where nc and nc
i (1 ≤ i ≤ k) are copy node instances} .
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For node instances n1 and n2 in Npe , we write n1
∗≺ n2 if

n1 ≺ n2 or ∃ nc ∈ Prop(n1), nc ≺ n2 .

Definition 3. The extended live range of n, written elr(n), is the union of the
live range of the node instance n and those of copy node instances in Prop(n),
that is,

elr(n) = t(p)[pos(n), max{pos(nc)|nc ∈ Prop(n)}] .

Now we are ready to define a dependence chain for sequential and the parallel
programs.

Definition 4. Given a path p, a dependence chain d in p is a sequence of node
instances in t(p) 〈n1,n2, · · · ,nk〉 such that ni

∗≺ ni+1 for all 1 ≤ i < k.

The i-th component of a dependence chain d is addressed by d[i] and the
number of components in d is denoted by |d|.

5 Requirements of Software Pipelining

In this section, we develop a formal account of transformations of software
pipelining, which will provide a basis for the proof in Sect. 6. Given an input
loop L and its parallel version LSP, let Pe and Pe,SP denote the set of all ex-
ecution paths in L and the set of those in LSP, respectively. Let us consider a
relation R : Pe × Pe,SP defined by

(pe, pe,sp) ∈ R iff ∃ a store s, ep(L, s) ≡ pe ∧ ep(LSP, s) ≡ pe,sp .

In order to formalize software pipelining, we are to restrict transformations (that
map pe into pe,sp) by the following five constraints, Constraints 1-5.

First, transformations should exploit only dependence information, that is,
they should have only the effect of reordering nodes. Some optimization tech-
niques (e.g., strength reduction and tree height reduction) may reduce the path
length by using other semantic properties of programs (e.g., associativity). How-
ever, the scheduler is not responsible for such optimizations. These optimizations
are performed before/after the scheduling phase.

Additionally, the scheduler is not responsible for eliminating partially dead
operation nodes in pe, which are not used in pe but may be used in another ex-
ecution paths. Partially dead operations may become fully dead by some trans-
formations such as moving branch up and can be eliminated on the fly [15], but
we assume that they are not eliminated until a post-pass optimization phase.
We require that all operation nodes in pe, dead or not, be also present in pe,sp.
Therefore pe,sp is required to execute the same operations as pe in an order com-
patible with the dependences present in pe. The path pe,sp, however, may have
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additional speculative nodes2 from other execution paths that do not affect the
final store of pe,sp and copy operations used for overcoming false dependences
[14,15]. Formally, the first constraint on transformations can be given as follows.

Constraint 1. Let N1 represent the set of all node instances in t(pe) and let
N2 represent the set of all effective node instances in t(pe,sp). Then, there exists
a bijective function f from N1 to N2 such that

∀n ∈ N1, op(node(n)) = op(node(f(n))) and

∀n,n′ ∈ N1, n ≺ n′ iff f(n)
∗≺ f(n′) .

In this case, f(n) is said to correspond to n and we use sp nipe,pe,sp to represent
the function f for a pair of such execution paths pe and pe,sp.

Second, the final store3 of pe,sp should be equal to that of pe to preserve
the semantic of L. For this, we require that for any node n = node(n), where
n is a node instance in t(pe), if the target register of n is live at the exit of
pe, the value defined by node(sp nipe,pe,sp(n)) should be eventually committed
to regW(n) along pe,sp. For simplicity, we assume that all registers in pe are
regarded as being live at the exit of pe during software pipelining. The liveness
of each node in pe,sp are checked at post-pass dead code elimination optimization
phase. Constraint 2 concisely states this condition.

Constraint 2. For any assignment node instance n in t(pe) such that
∀i > pos(n), regW(pe[i]) 6= regW(node(n)),

regW(node(n)) = regW(node(sp nipe,pe,sp(n))) or
regW(node(n)) = regW(node(nc)) for some node instance nc ∈Prop(sp nipe,pe,sp(n)).

It is needed to impose a restriction on registers allocated for speculative
nodes. Registers defined by speculative nodes are required to be temporary reg-
isters that are not used in L so as not to affect the final store.

Constraint 3. Let R be the set of registers that are defined by nodes in L. Then
the target register of each speculative node in LSP is not contained in R.

Now we are to impose a restriction to preserve the semantic of branches. Let
us consider a branch node instance n = t(pe)[i] and the corresponding node in-
stance n′ = t(pe,sp)[i′] = sp nipe,pe,sp(n). The role of n is to separate pe from the
set of execution paths that can be represented by pe[1, i]◦pf where pf represents
any path such that pf [1] = pe[i], pf [2] 6= pe[i + 1] and pf [|pf |] is an exit node in
L. n′ is required to do the same role as n, that is, it should separate pe,sp from
the set of corresponding execution paths. But some of them might already be
2 In fact, most complications of the nonexistence proof in Sect. 6 as well as the for-

malization of software pipelining are due to expanded solution space opened up by
branch reordering transformation.

3 Temporary registers are excluded.
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separated from pe,sp earlier than n′ due to another speculative branch node, the
instance of which in pe,sp is redundant, scheduled above n′. This constraint can
be written as follows.

Constraint 4. Given an execution path pe and qe in L such that

qe[1, i] ≡ pe[1, i] ∧ dir(t(qe)[i]) 6= dir(t(pe)[i]) ,

for any execution path pe,sp and qe,sp such that (pe, pe,sp)(qe, qe,sp) ∈ R, there
exists a branch node pe,sp[j] (j ≤ i′) such that

qe,sp[1, j] ≡ pe,sp[1, j] ∧ dir(t(qe,sp)[j]) 6= dir(t(pe,sp)[j])

where i′ is an integer such that t(pe,sp)[i′] = sp nipe,pe,sp(t(pe)[i]) .

pe,sp is said to be equivalent to pe, written pe ≡SA pe,sp, if Constraints 1-4
are all satisfied. (The subscript SA is adapted from the expression “semantically
and algorithmically equivalent” in [1].) Constraint 4 can be used to rule out a
pathological case, unification of execution paths. Two distinct execution paths
pe
1 = ep(L, s1) and pe

2 = ep(L, s2) in L are said to be unified if ep(LSP, s1) ≡
ep(LSP, s2). Suppose pe

1 is separated from pe
2 by a branch, then ep(LSP, s1) must

be separated from ep(LSP, s2) by some branch by Constraint 4. So pe
1 and pe

2
cannot be unified.

Let us consider the mapping cardinality of R. Since distinct execution paths
cannot be unified, there is the unique pe which is related to each pe,sp. But
there may exist several pe,sp’s that are related to the same pe due to specu-
lative branches. Thus, R is a one-to-many relation, and if branch nodes are
not allowed to be reordered, R becomes a one-to-one relation. In addition,
the domain and image of R cover the entire Pe and Pe,SP, respectively. Be-
cause of our assumption in Sect. 3.3 that all the execution paths are executable,
∀pe ∈ Pe,∃ s, pe ≡ ep(L, s) and the domain of R covers the entire Pe. When an
execution path pe ∈ Pe is splitted into two execution paths pe,sp

1 , pe,sp
2 ∈ Pe,SP by

scheduling some branch speculatively, it is reasonable for a compiler to assume
that these two paths are all executable under the same assumption and that the
image of R cover the entire Pe,sp. To be short, R−1 is a surjective function from
Pe,sp to Pe.

Let N and NSP represent the set of all node instances in all execution paths
in L and the set of all effective node instances in all execution paths in LSP,
respectively. The following constraint can be derived from the above explanation.

Constraint 5. There exists a surjective function α : Pe,SP ⇒ Pe such that

∀ pe,sp ∈ Pe,SP, α(pe,sp) ≡SA pe,sp .

Using α defined in Constraint 5 above and sp nipe,pe,sp defined in Constraint
1, another useful function β is defined, which maps each node instance in NSP

to its corresponding node instance in N.
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Definition 5. β : NSP ⇒ N is a surjective function such that

β(nsp) = sp niα(pe,sp),pe,sp
−1(nsp)

where pe,sp ∈ Pe,SP is the unique execution path that contains nsp.

To the best of our knowledge, all the software pipelining techniques reported
in literature satisfy Constraints 1-5.

6 Nonexistence of Time Optimal Solution

In this section, we prove a necessary condition for a loop to have an equivalent
time optimal parallel program. Before a formal proof, we first define time opti-
mality. For each execution path pe,sp ∈ Pe,SP, the execution time of each node
instance n in t(pe,sp) can be counted from the grouping information associated
with LSP and is denoted by τ(n). Time optimality of the parallel program LSP

is defined as follows [1,14].

Definition 6. (Time Optimality)
LSP is time optimal, if for every execution path pe,sp ∈ Pe,SP,

τ(t(pe,sp)[|pe,sp|]) is the length of the longest dependence chain in the execution
path pe.

The definition is equivalent to saying that every execution path in LSP runs
in the shortest possible time subject to the true dependences. Note that the
longest dependence chain in pe is used instead of that in pe,sp because the latter
may contain speculative nodes which should not be considered for the definition
of time optimality. Throughout the renaming of the paper, the length of the
longest dependence chain in a path p is denoted by ‖p‖.

For time optimal programs, there have been no significant theoretical results
reported, since Schwiegelshohn et al. showed that no time optimal parallel pro-
grams exist for some loops with control flows. [1]. In this section, we prove a
strong necessary condition for a loop to have the equivalent time optimal paral-
lel program. Our work is the first theoretical result on time optimality of loops
with control flows.

The necessary condition for L to have its equivalent time optimal parallel
program is as follows.

Condition 1. There exists a constant B > 0 such that for any execution
path pe in L

‖pe[1, i]‖ + ‖pe[j, |pe|]‖ ≤ ‖pe‖ + B for all 1 ≤ i < j ≤ |pe| .
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7

8

a = b + 1

6

b = a * 2
c = d + e

x = x + b + c

3 e = c / 3

if  x == 0

if  x != 1
2if  y == 0

a = g2(x)a = g1(x)

x = f(a)

y = h(x)

if  a > b

b = g(b)

9

10 11d = c / 2

a = f(a)

(a) (b) (c)

Fig. 6. Example loops used in [1] by Schwiegelshohn et al.

Let us consider the example loops shown in Fig. 6. These loops were adapted
from [1]. The first one (Fig. 6. (a)), which was shown to have an equivalent time
optimal program, satisfies Condition 1. For any execution path pe that loops k
iterations, ‖pe‖ = 2k + 1 and for 1 ≤ i < j ≤ |pe| = 4k , ‖pe[1, i]‖ ≤ di/2e + 1
and ‖pe[j, |pe|]‖ ≤ d2k − j/2e + 2. So,

‖pe[1, i]‖ + ‖pe[j, |pe|]‖ ≤ 2k + 3 − (j − i)/2 ≤ ‖pe‖ + 2 .

The second and third shown in Figs. 6. (b) and 6. (c) do not satisfy Condition 1,
thus having no equivalent time optimal programs as shown in [1]. For the loop in
Fig. 6. (b), let c1 = 〈1, 2, 4, 5, 8, 1〉 and c2 = 〈1, 6, 7, 8, 1〉. For the execution path
pe(k) = ck

1 ◦ ck
2 , we have :

‖pe(k)[1, 5k]‖ + ‖pe(k)[5k + 1, |pe(k)|]‖ − ‖pe(k)‖ =
(2k + 1) + (2k + 1) − (3k + 1) = k + 1 .

As k is not bounded, there cannot exist a constant B for the loop and it does
not satisfy Condition 1. It can be also shown that the loop in Fig. 6. (c) does not
satisfy Condition 1 by a similar way.

Throughout the remaining of this section, we assume that L does not satisfy
Condition 1 and that LSP is time optimal. Eventually, it is proved that this
assumption leads to a contradiction showing that Condition 1 is indeed a neces-
sary condition. Without loss of generality, we assume that every operation takes
1 cycle to execute. An operation that takes k cycles can be transformed into a
chaining of k unit-time operations. The following proof is not affected by this
transformation.

Lemma 1. For any l > 0, there exists an execution path pe,sp in LSP and de-
pendence chains of length l in pe,sp, d1 and d2, which contain only effective node
instances such that pos(d1[j]) > pos(d2[k]) and pos(β(d1[j])) < pos(β(d2[k])) for
any 1 ≤ j, k ≤ l.

Proof. From the assumption that L does not satisfy Condition 1, there must exist
i1, i2 (i1 < i2) and pe such that ‖pe[1, i1]‖ + ‖pe[i2, |pe|]‖ > ‖pe‖ + 2 · l. Note
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Fig. 7. An example illustrating Lemma 1

that both the terms of LHS is greater than l because otherwise LHS becomes
smaller than or equal to ‖pe‖ + l, a contradiction.

There exist dependence chains d′
1 of length ‖pe[1, i1]‖ and d′

2 of length
‖pe[i2, |pe|]‖ in pe such that pos(d′

1[‖pe[1, i1]‖]) ≤ i1 and pos(d′
2[1]) ≥ i2. Let

pe,sp be an execution path in LSP such that α(pe,sp) = pe. By Constraint
1, there exist dependence chains d1 and d2 of length l in pe,sp such that
β(d1[j]) = d′

1[j − l + ‖pe[1, i1]‖] and β(d2[k]) = d′
2[k] for 1 ≤ j, k ≤ l. Then

we have for any 1 ≤ j, k ≤ l :

pos(β(d1[j])) = pos(d′
1[j − l + ‖pe[1, i1]‖]) ≤ i1 < i2 ≤ pos(d′

2[k]) = pos(β(d2[k]))

Next, consider the ranges for τ(d1[j]) and τ(d2[k]), respectively :

τ(d1[j]) ≥ |d′
1[1, j − l + ‖pe[1, i1]‖ − 1]| = j − l + ‖pe[1, i1]‖ − 1

τ(d2[k]) ≤ ‖pe‖ − |d′
2[k, ‖pe[i2, |pe|]‖]| + 1 = ‖pe‖ − ‖pe[i2, |pe|]‖ + k

Consequently, we have for any 1 ≤ j, k ≤ l :

τ(d1[j]) − τ(d2[k]) ≥ ‖pe[1, i1]‖ + ‖pe[i2, |pe|]‖ − ‖pe‖ + j − k − l + 1 > 0 .

Therefore, pos(d1[j]) > pos(d2[k]). ut
Figure 7 illustrates Lemma 1 using an example where l = 3.

For the rest of this section, we use pe,sp(l) to represent an execution path
which satisfies the condition of Lemma 1 for a given l > 0, and d1(l) and d2(l)
are used to represent corresponding d1 and d2, respectively. In addition, let i1(l)
and i2(l) be i1 and i2, respectively, as used in the proof of Lemma 1 for a given
l > 0. Finally, pe(l) represents α(pe,sp(l)).

Next, we are to derive the register requirement for “interfering” extended
live ranges. reg(elr(n),n′) is used to denote the register which carries elr(n) at
n′.
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Lemma 2. Given k assignment node instances n1,n2, · · · ,nk in an execution
path in LSP and a node instance n in the execution path, if n is contained in
elr(ni) for all 1 ≤ i ≤ k, reg(elr(n1),n), reg(elr(n2),n), · · ·, reg(elr(nk),n)
are all distinct.

Proof. The proof is by induction on k. The base case is trivial. For the induction
step, assume the above proposition holds for k = h ≥ 1. Consider h + 1 assign-
ment node instances n′

1,n
′
2, · · · ,n′

h+1 in an execution path pe,sp whose extended
live ranges share a common node instance n′. Without loss of generality let us
assume pos(n′

h+1) > pos(n′
i) for all 1 ≤ i ≤ h. Then the range shared by these

extended live ranges can be written as t(pe,sp)[pos(n′
h+1), pos(n′)].

By induction hypothesis, reg(elr(n′
1),n

′
h+1), · · ·, reg(elr(n′

h),n′
h+1)) are all

distinct. Moreover, regW(n′
h+1) must differ from these h registers since the live

range defined by n′
h+1 interferes with any live ranges carried by these registers.

For the same reason at any point in t(pe,sp)[pos(n′
h+1), pos(n′)], any register

which carries part of elr(n′
h+1) differs from h distinct registers which carry ex-

tended live ranges of n′
is. Therefore, the proposition in the above lemma holds

for all k > 0. ut
For loops without control flows, the live range of a register cannot spans

more than an iteration although sometimes it is needed to do so. Modulo vari-
able expansion handles this problem by unrolling the software-pipelined loop by
sufficiently large times such that II becomes no less than the length of the live
range [20]. Techniques based on Enhanced Pipeline Scheduling usually overcome
this problem by splitting such long live ranges by copy operations during schedul-
ing, which is called as dynamic renaming or partial renaming [15]. Optionally
these copy operations are coalesced away after unrolling by a proper number
of times to reduce resource pressure burdened by these copy operations. Hard-
ware support such as rotating register files simplifies register renaming. For any
cases, the longer a live range spans, the more registers or amount of unrolling
are needed. There is a similar property for loops with control flows as shown
below.

Lemma 3. Given an effective branch node instance nb in an execution path
pe,sp in LSP and a dependence chain d in pe,sp such that for any node instance
n in d, pos(n) < pos(nb) and pos(β(n)) > pos(β(nb)), there exist at least
b|d|/(M + 1)c − 1 node instances in d whose extended live ranges contain nb
where M denotes the length of the longest simple path in L.

Proof. Let pe = α(pe,sp) and M ′ = b|d|/(M + 1)c. From the definition of M ,
there must exist pos(β(d[1])) ≤ i1 < i2 < · · · < iM ′ ≤ pos(β(d[|d|])) such that
pe[i1] = pe[i2] = · · · = pe[iM ′ ]. If pe[i] = pe[j] (i < j), there must exist a node
instance in pe, n′ (i ≤ pos(n′) < j) such that ∀ k > pos(n), regW(pe[k]) 6=
regW(node(n′)). Thus by Constraint 2, there must exist node instances in d,
n1,n2, · · · ,nM ′−1, such that
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regW(node(β(ni))) = regW(node(ni)) or
regW(node(β(ni))) = regW(node(nc))

for some node instance nc ∈ Prop(ni) for all 1 ≤ i ≤ M ′ − 1 .

Since pos(ni) < pos(nb) and pos(β(ni)) > pos(β(nb)), node(ni) is specu-
lative for all 1 ≤ i ≤ M ′ − 1. By Constraint 3, regW(node(ni)) /∈ R and the
value defined by ni cannot be committed into r ∈ R until nb. So, elr(ni) should
contain nb for all 1 ≤ i ≤ M ′ − 1. ut

Lemma 4. Let Nb(l) represent the set of effective branch node instances in
pe,sp(l) such that for any nb ∈ Nb(l), pos(β(nb)) ≤ i1(l) and pos(nb) >
pos(d2(l)[1]). Then there exists a constant C > 0 such that τ(nb) <
‖pe(l)[1, i1(l)]‖ − 2 · l + C.

Proof. Let C = (M +1)(R+2) where M is defined as in Lemma 3 and R denotes
the number of registers used in LSP. Suppose τ(nb) ≥ ‖pe(l)[1, i1(l)]‖− 2 · l +C.

From the proof of Lemma 1, τ(d2(l)[C]) ≤ ‖pe(l)‖ − ‖pe(l)[i2(l), |pe(l)|]‖ +
C − 1 < τ(nb). So at least bC/(M + 1)c − 1 = R + 1 registers are required by
Lemmas 2 and 3, a contradiction. So, τ(nb) < ‖pe(l)[1, i1(l)]‖ − 2 · l + C. ut

Theorem 1. Condition 1 is a necessary condition for L to have an equivalent
time optimal program.

Proof. By Lemma 4, there exist an effective branch node instance nb in pe,sp(l)
such that τ(nb) < ‖pe(l)[1, i1(l)]‖ − 2 · l + C and τ(nb) > τ(n′

b) where n′
b repre-

sents any branch node instance in τ(n′
b) such that pos(β(n′

b)) ≤ pos(β(d′
1(l)[l]).

Let P (nb) be the set of execution paths in LSP such that qe,sp ∈ P (nb) if
qe,sp[1, pos(nb)] = pe,sp(l)[1, pos(nb)] and
dir(t(qe,sp)[pos(nb)]) 6= dir(t(pe,sp(l))[pos(nb)]) . Then ‖qe,sp‖ ≥
‖pe(l)[1, i1(l)]‖. By Lemma 2, we have ‖qe,sp[pos(nb) + 1, ‖qe,sp‖]‖ > l − C.
Since l is not bounded and C is bounded, the length of any path starting from
node(nb) is not bounded, a contradiction. Therefore the assumption that LSP

is time optimal is not valid and Condition 1 is indeed a necessary condition. ut

7 Conclusion

In this paper, we presented a necessary condition for loops with control flows
to have their equivalent time optimal programs. The necessary condition de-
scribed in the paper generalizes the Schwiegelshohn et al.’s work, which was
lacking for a formalism to produce such a general condition. Based on a newly
proposed formalization of software pipelining, we proved the necessary condition
in a mathematically concrete fashion.
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Our result, which is the first general theoretical result on time optimal soft-
ware pipelining, is an important first step towards time optimal software pipelin-
ing. We strongly believe that the necessary condition presented in the paper is
also the sufficient condition. Our immediate future work, therefore, includes the
verification of this claim. As a long-term research goal, we plan to develop a time
optimal software pipelining algorithm that can generate time optimal programs
for eligible loops.
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Abstract. Global instruction scheduling allows operations to move a-
cross basic block boundaries to create tighter schedules. When operations
move above control flow joins, some code duplication is generally nec-
essary to preserve semantics. Tail duplication and compensation code
are approaches to duplicating the necessary code, used by Superblock
Scheduling and Trace Scheduling respectively. Compensation code needs
much more engineering effort, but offers the possibility of less code
growth. We implemented both algorithms to evaluate whether the ex-
tra effort is worthwhile. Experimental results show that trace scheduling
does not always create less code growth and often creates more.

1 Introduction

Instruction Level Parallelism (ILP) offers the hope of greatly faster computers
by automatically overlapping the execution of many machine-level instructions
to complete tasks more quickly. An important class of ILP machine is the Very
Long Instruction Word (VLIW) computer. These simple machines provide large
numbers of execution resources, but require a sophisticated compiler to schedule
the instructions.

A wide variety of scheduling techniques has been proposed, varying from
simple basic block scheduling, to sophisticated global software pipelining [Gre00].
The engineering effort in implementing different schemes can vary enormously.
A serious problem is that in many cases it is not known whether the benefits
of a more sophisticated technique are sufficient to outweigh increased program
development and maintenance time. Examples of this include the unclear benefits
of DAG scheduling over single path scheduling [Mou94,PSM97], and trade-offs
between the very many modulo scheduling algorithms that have been proposed.

Another important example is whether a global instruction scheduling al-
gorithm should use tail duplication or compensation code. Code duplication is
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often necessary when moving operations across basic block boundaries during
scheduling, and a compiler writer can choose between these two approaches. Tail
duplication is easy to implement, but duplicates more code than necessary. Com-
pensation code requires much more engineering effort, but offers the possibility
of smaller code size and better instruction cache performance.

In this paper, we compare tail duplication [Mah96] and compensation code
[Fis81] in the context of single path global instruction scheduling. Single path
algorithms schedule the most likely path through a region of code as if it were
one large basic block. We focus especially on Superblock Scheduling and Trace
Scheduling, global scheduling algorithms that use tail duplication and compen-
sation code respectively. We analyse both approaches, and present experimental
results on relative performance in a highly optimising VLIW compiler.

The paper is organised as follows. In section 2 we examine the Trace Schedul-
ing algorithm. Section 3 examines the role of tail duplication in Superblock
Scheduling. In section 4 we compare the engineering effort required to imple-
ment the two approaches. Section 5 looks at the techniques from the viewpoint
of the size of the resulting code. We examine situations where choosing either ap-
proach can affect the running time of the compiled program in section 6. Section
7 describes our experimental comparison of the two approaches. In section 8 we
examine other work that has compared trade-offs in global scheduling. Finally,
we draw conclusions in section 9.

2 Trace Scheduling

We will first describe global instruction scheduling in more detail. The simplest
instruction schedulers use local scheduling, and group together independent op-
erations in a single basic block. Global scheduling increases the available instruc-
tion level parallelism (ILP) by allowing operations to move across basic block
boundaries. One of the earliest global scheduling algorithms is Trace Scheduling
[Fis81,FERN84], which optimises the most commonly followed path in an acyclic
region of code.

Trace scheduling works in a number of stages. First, traces are identified
in the code. Figure 1(a) shows an example of trace selection. A trace is an
acyclic sequence of basic blocks which are likely to be executed one after another,
based on execution frequency statistics. Traces in an acyclic region are identified
starting from the most frequently executed basic block which is not already part
of a trace. This block is placed in a new trace, and the algorithm attempts to
extend the trace backwards and forwards using the mutual most likely rule. Two
blocks a and b, where b is a successor block of a, are mutual most likely if a is
most frequently exited through the control flow edge from a to b, and b is most
frequently entered through the same edge.

The trace selector continues to extend the trace until there is no mutual most
likely block at either end of the trace, or where extending the trace would lead
across a loop back-edge, or out of the acyclic region. An important feature of
the mutual most likely rule is that at the start or end of any block there will
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be at most one other block that satisfies the mutual most likely criteria. This
means that each basic block will be in exactly one trace. This simplifies code
transformations enormously.

Once the traces have been identified, they are scheduled, with the most fre-
quent traces scheduled first. The scheduler removes the trace from the control
flow graph and schedules it as the sequence of basic blocks were a single large
basic block. This will re-order the sequence of operations to group together in-
dependent operations which can be executed simultaneously. The next step is to
place the schedule back into the control flow graph (CFG).

(a) Trace Selection (b) Superblock Forma-
tion

Fig. 1.

Placing the schedule back into the CFG is the most complicated part of Trace
Scheduling. The problem is that moving an operation from one basic block to
another can break the code. For example, consider the situation in figure 2(a).
The operation a =f(x) appears after the control flow join in the original code, but
scheduling results in the operation moving above the join. If, for example, the
operation were to move into the left-hand block above the join, then if the join
were reached during execution via the right-hand block, this operation would
never be executed. To overcome this problem, compensation code is added at
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trace entry and exit points to ensure that all operations that should be executed
are actually executed.

a = f(x)

a = f(x) a = f(x)

(a) Moving an operation above a join

if b == 0

a = f(x) a = f(x)

a = f(x)
if b == 0

(b) Moving an operation below a split

a = f(x)

if b == 0 if b == 0

a = f(y)a = f(x)

if b == 0

a = f(y)

(c) Moving a branch above a join

Fig. 2. Compensation Code

Compensation code is simplest when moving non-branch operations across
basic block boundaries. Figure 2(a) shows the effects of moving an operation
above a control flow join. The operation must be duplicated and placed on every
incoming path to the join. Similarly, figure 2(b) shows how operations may be
moved below a control flow split (typically a conditional branch). The operation
is copied to all outgoing paths of the split. The situation is considerably more
complicated where branches move above joins or below below splits, and often
results in significant changes in the shape of the control flow graph. Figure 2(c)
shows a simple example of a branch moving above a join.

Generating compensation code is complicated. An operation may move past
any combination of splits and/or joins. Merely deciding where to place duplicates
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is far from simple. The situation can be even more complicated if renaming or
other transformations must be applied at the same time. Modifying the shape of
the control flow graph for moving branches across basic block boundaries is also
complicated, especially where analysis information in the low level representation
must be kept consistent. In order to avoid these engineering difficulties a new
approach was taken when building the IMPACT compiler, perhaps the most
developed research ILP compiler. In the next section, we describe this simpler
approach.

3 Superblock Scheduling

Superblock scheduling [CCMmWH91,MCH+92] is similar to trace scheduling in
that it attempts to optimise the most frequent path. A superblock is a trace that
contains no control flow joins, except at the entry of the trace. Thus, after trace
selection the algorithm removes joins from the trace by duplicating blocks which
appear after the join. This is known as superblock formation, and an example
is shown in figure 1(b). Wherever a block in the middle of a trace has more
than one incoming control flow edge, that block is duplicated. It is important to
note that duplicating this block will cause its successor blocks to have multiple
predecessors, and these blocks must too be duplicated if they are in (but not the
first block of) a trace.

After superblock formation, a number of optimisations are applied to each
superblock, such as constant propagation, redundant load elimination and un-
rolling. Removing control flow joins often allows traditional optimisations to be
more effective, since there is no need to take account of effects on rarely followed
overlapping paths. In addition, Mahlke [Mah96] mentions that the IMPACT
compiler also applies branch target expansion to increase the size of superblocks.
This is, in effect, another round of tail duplication, as it copies code that ap-
pears after joins. In this paper, we do not consider any further duplication after
superblock formation.

The next step is to schedule the operations in the superblock. The superblock
scheduler is similar to, but simpler than, the scheme used by trace scheduling.
The biggest difference is that since superblocks contain no joins, the scheduler
does not move operations above joins. This greatly simplifies the code generation
process. There is no need to duplicate operations or reshape the control flow
graph for branches moving above joins. The superblock scheduler does, however,
allow operations to move below branches. Thus, some compensation code may
be need to be added after scheduling. But as described by Mahlke, Superblock
Scheduling does not allow branches to be re-ordered, thus avoiding the most
complicated part of compensation code for splits.

Superblock formation before scheduling allows almost all of the complexity
for compensation code to be eliminated from the compiler. This greatly reduces
the engineering effort in implementing and maintaining a global scheduling com-
piler. In the next section, we look at how great the difference can be.
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4 Engineering Effort

There is no good way to compare the engineering difficulty of implementing
different code duplication schemes. Any measure will be arbitrary and subjective
to a degree. Nonetheless, we believe that some broad conclusions can be drawn.
Perhaps the best measure of the complexity of compensation code is that Ellis
devotes thirty eight pages of his PhD thesis [Ell85] to describing how to generate
it in a Trace Scheduling compiler. The thesis also contains a further fifteen
pages of discussion of possible improvements. The treatment is thorough, but
not excessive. In contrast, Mahlke adequately describes superblock formation in
less than two pages of his PhD thesis [Mah96]. Mahlke does not allow branches
to be re-ordered, however, and only briefly describes operations moving below
branches. Nonetheless, even if following a similar course would allow half or
more of Ellis’s material to be removed, his description of compensation code
generation would still be very much larger than Mahlke’s.

Another possible measure of relative complexity is our own implementation
in the Chameleon compiler. Our code to perform tail duplication occupies about
400 lines of source code. It was possible to write this code in less than two
weeks. Most of the time was devoted to understanding the Chameleon interme-
diate representation and debugging. Our code uses existing Chameleon functions
for patching up the control flow graph when unrolling loops, however. If these
functions were written from scratch, the code might be almost twice as large. In
addition, the code is quite simple and straightforward.

For scheduling, Chameleon implements the EPS++ [Mou97] software pipelin-
ing algorithm. This algorithm includes quite sophisticated compensation code
generation, including compensation code for operations moving across loop it-
erations. It does not re-order branches, however, but it does include some other
optimisations, such as redundancy elimination. After we adapted the EPS++
code for moving operations across basic block boundaries to Trace Scheduling, it
occupied more than 4500 lines of code. Not all this code deals with compensation
code generation, but even if only half of this code is really necessary for the com-
pensation code in Trace Scheduling, it is still substantially larger than the code
for superblock formation. In addition, this code is sometimes quite complicated,
especially when moving branches above joins.

5 Code Growth

A simple characterisation of the difference between compensation code and
tail duplication is that the former duplicates operations only where necessary,
whereas the latter creates code growth whether it is needed or not. In general
we would expect that tail duplication would produce substantially more code
growth. In fact, this is not necessarily the case.

For an original region containing n operations, the original Trace Scheduling
algorithm can create a final schedule containing approximately O(nn) operations
[Ell85]. Most of this worst case code growth comes from reordering branches
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which require large amounts of code duplication. A common strategy in global
scheduling compilers is to disallow reordering of branches. This eliminates a
complicated transformation from the compiler. In addition, the lost ILP from
preventing some branches from being scheduled a few cycles earlier is probably
low, since most branches are very predictable. This also reduces the worst case
code growth from approximately O(nn) to O(kn), where k is the largest number
of incoming control flow edges for any node in the CFG. The new worst case
code growth corresponds to a situation where an acyclic graph is converted to
a tree by repeatedly duplicating all nodes that have more than one predecessor.
While still exponential, it is an enormous improvement. This is the strategy we
follow in our implementation.

a = f(x)

x = expr2

x = expr1

(a) Original

x = expr2
a = f(x)

a = f(x)

a = f(x)

a = f(x)

x = expr1

(b) Trace
Scheduling

a = f(x)

x = expr2

a = f(x)

a = f(x)

x = expr1

(c) Superblock Schedul-
ing

Fig. 3. Comparison of code growth

Figure 3(b) shows an example where an operation is duplicated many times
as it moves above a number of control flow joins. The operation moves up the
control flow graph along the most likely path, and at each join a copy is added
to the incoming off-path edge. Note that in many cases some or all of these
duplicates can be eliminated [FGL94]. Many compilers, such as Chameleon and
the Multiflow Trace compiler, add a redundancy elimination pass after compen-
sation code generation which removes operations which recompute an existing
value. In this example, however, the duplicates cannot be eliminated because the
register x is redefined on each of the incoming paths.

The worst case code growth for tail duplication is substantially less. Recall
that the trace selection phase results in each basic block in the acyclic region
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being placed in exactly one trace. During superblock formation, incoming join
edges that allow entry to the trace at any point other than the start are elimi-
nated by duplicating the blocks in the trace which appear after the join. Given
that each block is in only one trace, we can be sure that each block will be
duplicated at most one time.

Figure 3(c) shows the effect of moving the same operation during Superblock
Scheduling. Note that the operation a = f(x) is duplicated only once in the pro-
cess of moving it from the last basic block to the first, whereas Trace Scheduling
(figure 3(b)) requires that it is duplicated twice. Superblock formation never
causes an operation to be duplicated more than once. Thus for an acyclic region
containing n operations, after superblock formation the region will contain at
most 2n operations.

It is important to bear in mind that there can be an enormous difference
between average and worst case code growth. Global instruction scheduling algo-
rithms similar to Trace Scheduling very rarely result in exponential code growth
[Gre00,PSM97]. In most cases we would expect code size increases to be modest,
and considerably less than that of tail duplication. Tail duplication, on the other
hand, will often cause close to its worst case code growth, as it always duplicates
blocks after joins whether or not the instructions following the join will be moved
above it or not.

6 Speedup

In general, we would expect the speedup to be similar whether tail duplication or
compensation code is used. Both approaches have advantages, however, that may
result in better code in come circumstances. For example, tail duplication often
makes other optimisations more effective, by allowing them to concentrate on a
single superblock, regardless of definitions or usages on other control flow paths.
For example Hwu et al [HMC+93] found that applying superblock formation
made other traditional optimisations significantly more effective even without
sophisticated scheduling1.

Compensation code has an advantage over tail duplication when scheduling
off-trace paths. Recall that in figure 3(b) we showed that Trace Scheduling can
result in more compensation copies being generated. The two copies of operation
a = f(x) are absorbed into other traces and scheduled as part of these traces.
The situation with tail duplication and Superblock Scheduling is different. In
figure 3(c) we see that the copy of a = f(x) remains in in a separate basic block
after a join. This operation cannot be scheduled with the operations before the
join, since superblocks cannot extend across a join. Thus, if an off-trace path is
followed frequently, Superblock Scheduling may produce slower schedules.

1 It appears that the baseline compiler used for comparison was rather poor. In many
cases the reported speedups for Superblock Scheduling were more than four on a
4-issue processor, which is a strong sign that the baseline compiler is producing very
poor code.
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Code growth also has an important effect on speedup. Instruction cache
misses can have a much greater effect on performance than a small difference in
the length of the schedule of a rarely followed path. In general we expect that
compensation code will produce less code growth, and so is likely to give better
instruction cache performance.

7 Experimental Results

We implemented Trace Scheduling and Superblock Scheduling2 in the Chameleon
Compiler and ILP test-bed. Chameleon provides a highly optimizing ILP com-
piler for IBM’s Tree VLIW architecture. The compiler performs many sophisti-
cated traditional and ILP increasing optimizations. We compiled and scheduled
several small benchmark programs whose inner loops contain branches, and four
larger programs (anagram, yacr-2, ks and bc) with various inner loops. We ran
the resulting programs on Chameleon’s VLIW machine simulator.

The Chameleon compiler uses an existing C compiler (in our case gcc) as
a front end to generate the original sequential machine code. The baseline for
our speedup calculation is the number of cycles it takes to run this code on a
simulated one ALU VLIW machine. This sequential code is then optimised to
increase ILP, rescheduled by our global scheduling phase, and registers are re-
allocated. We run this scheduled code on a simulated machine which can execute
four ALU operations per cycle. The speedup is the baseline cycles, divided by
the number needed by the 4-ALU VLIW.

Benchmark Description
eight Solve eight queens problem
wc Unix word count utility
bubble Bubble sort array of random integers
binsearch Binary search sorted array
tree Tree sort array of random integers
branch Inner loop branch test program
eqn Inner loop of eqntott
anagram Generate anagrams of strings
ks Graph partitioning tool
yacr-2 Channel routiner
bc GNU bc calculator

Figure 4 shows the speedup achieved by both algorithms on the benchmarks.
As expected, the performance of the two algorithms is very similar, because
both concentrate on scheduling the most common path. Where branches are
2 For control purposes, we also tested applying Trace Scheduling after superblock

formation, and Superblock Scheduling without superblock formation. The results
didn’t contain any surprises, and are thus not presented here.
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very unpredictable, Trace Scheduling sometimes does a little better (in eqn for
example) for reasons outlined in section 6. One remarkable result is for yacr-2,
where the speedup is greater than the width of the VLIW. In this case, the
benefit from other optimisations applied by the VLIW compiler are greater than
the gain from global instruction scheduling. In effect, the VLIW optimiser is
making up for poor optimisation by the front-end compiler. On investigation,
we found that some of the code size increasing optimisations that the VLIW
compiler makes are applied to a lesser degree if the original code size is larger.
Thus, superblock formation before optimisation can cause these optimisations
to be applied less. This is the main reason that Trace Scheduling outperforms
Superblock scheduling on yacr-2.

The code growth results shown in figure 5 are much more interesting. As ex-
pected, Trace Scheduling produces less code growth than Superblock Scheduling
for binsearch and eqn and bc. In the case of eight the code growth is identical
— almost all operations are moved above the joins, so there is no difference be-
tween the two approaches. What is surprising is that Trace Scheduling produces
more code growth for many benchmarks. In the case of wc this arises from its
complicated control flow in the inner loop, which causes close to worst case code
growth similar to that in figure 3(b). Both anagram and ks contain similarly
complicated control flow, although not in their most common inner loops. Again
for yacr-2 we found that other code size increasing optimisations are primarily
responsible for the code growth. There is one particulatly large function with
complex control flow in yacr-2 which causes more than average code growth
with compensation code. But the great majority of the difference is accounted
for by other optimisations and the result shown does not tell us much useful
about compensation code or tail duplication.

Looking at the speedup and code growth figures together, it is possible to
reach more general conclusions. Trace Scheduling is sometimes a little better
and sometimes a little worse than Superblock Scheduling. Contrary to what we
expected, compensation code does not produce consistently less code growth
than tail duplication. In fact, it often produces more code growth. Given the
considerably greater engineering work in implementing compensation code, our
results suggest that unless it can be improved in the future, it is not worth the
effort.

8 Related Work

Most work in global scheduling concentrates on proposing new schemes, but a
number of authors have compared their scheme with an existing one. Moudgill
[Mou94] examined a number of different acyclic scheduling regions such as DAG
and single path for Fortran programs. In most cases the benefit was small. Ha-
vanki et al [WHC98] compared tree scheduling with Superblock Scheduling and
reported some speedups for integer code. Mahlke [Mah96] measured the per-
formance improvement of predicated code over Superblock Scheduling. Perhaps
the most developed work on comparing strategies is [PSM97] which looks at a
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number of issues such as memory disambiguation, probability guided scheduling,
single path versus multipath, and software pipelining versus loop unrolling. We
are not aware of any existing work which looks at the trade-offs between tail
duplication and compensation code.

9 Conclusions

We have examined the problem of maintaining the correctness of code when
moving operations above control flow joins during single path global instruction
scheduling. Two techniques for doing this are generating compensation code
and tail duplication. Compensation code is more complicated and difficult to
implement, but offers the possibility of less code growth. We implemented two
global scheduling algorithms which use the two techniques in a highly optimising
VLIW compiler. Experimental results show that compensation code does not
always create less code growth and often creates more. Given the much greater
engineering effort in implementing compensation code, it is unlikely to be worth
the effort, unless improvements can be made in the future.

Acknowledgments. We would like to thank the VLIW group at IBM’s T.
J. Watson Research Center for providing us with the Chameleon experimental
test-bed. Special thanks to Mayan Moudgill and Michael Gschwind. We are also
grateful to Sylvain Lelait for his comments on an earlier version of this work.

References

CCMmWH91. Pohua P. Chang, William Y. Chen, Scott A. Mahlke, and Wen mei
W. Hwu. Impact: An architectural framework for multiple-instruction-
issue processors. In Proceedings of the 18th Annual International Sym-
posium on Computer Architecture, pages 266–275. IEEE, May 1991.

Ell85. John R. Ellis. Bulldog: A Compiler for VLIW Architectures. MIT Press,
1985.

FERN84. Joseph A. Fisher, John R. Ellis, John C. Ruttenberg, and Alexandru
Nicolau. Parallel processing: A smart compiler and a dumb machine. In
ACM ’84 Symposium on Compiler Construction, pages 37–47. ACM,
June 1984.

FGL94. Stefan M. Freudenberger, Thomas R. Gross, and P. Geoffrey Lowney.
Avoidance and suppression of compensating code in a trace scheduling
compiler. ACM Transactions on Programming Languages and Systems,
16(4):1156–1214, 1994.

Fis81. Joseph A. Fisher. Trace scheduling: A technique for global microcode
compaction. IEEE Transactions on Computers, 30(7):478–490, July
1981.

Gre00. David Gregg. Global software pipelining with iteration preselection. In
CC–2000 International Conference on Compiler Construction, LNCS
1781, March 2000.



212 D. Gregg

HMC+93. Wen-mei Hwu, Scott Mahlke, William Chen, Pohua Chang, Nancy
Warter, Roger Bringmann, Roland Oullette, Richard Hank, Tokuzo
Kiyohara, Grant Haab, John Holm, and Daniel Lavery. The superblock:
An effective tachnique for VLIW and superscalar compilation. The
Journal of Supercomputing, pages 229–248, 1993.

Mah96. Scott Alan Mahlke. Exploiting Instruction Level Parallelism in the
Presence of Conditional Branches. PhD thesis, Department of Ele-
crical and Computer Engineering, University of Illinois at Urbana-
Champaign, 1996.

MCH+92. Scott A. Mahlke, William Y. Chen, Wen-mei W. Hwu, B. Ramakr-
ishna Rau, and Michael S. Schlansker. Sentinel scheduling for VLIW
and superscalar processors. In Fifth International Conference on Ar-
chitectural Support for Programming Languages and Operating Systems,
pages 238–247. ACM, September 1992.

Mou94. Mayan Moudgill. Implementing and Exploiting Static Speculation and
Multiple Issue Processors. PhD thesis, Cornell University, May 1994.

Mou97. Mayan Moudgill. Source code of the chameleon compiler. The source
code is the only written description of the EPS++ algorithm, 1997.

PSM97. S. Park, S. Shim, and S. Moon. Evaluation of scheduling techniques
on a sparc-based VLIW testbed. In 30th International Symposium on
Microarchitecture. IEEE, November 1997.

WHC98. S. Banerjia W. Havanki and T. Conte. Treegion scheduling for wide-
issue processors. In Proceedings of the 4th International Symposium on
High-Performance Computer Architecture (HPCA-4), February 1998.



Register Saturation in Superscalar and VLIW
Codes

Sid Ahmed Ali Touati

INRIA, Domaine de Voluceau, BP 105. 78153, Le Chesnay cedex, France
Sid-Ahmed-Ali.Touati@inria.fr

Abstract. The registers constraints can be taken into account during
the scheduling phase of an acyclic data dependence graph (DAG) : any
schedule must minimize the register requirement. In this work, we math-
ematically study and extend the approach which consists of computing
the exact upper-bound of the register need for all the valid schedules, in-
dependently of the functional unit constraints. A previous work (URSA)
was presented in [5,4]. Its aim was to add some serial arcs to the original
DAG such that the worst register need does not exceed the number of
available registers. We write an appropriate mathematical formalism for
this problem and extend the DAG model to take into account delayed
read from and write into registers with multiple registers types. This
formulation permits us to provide in this paper better heuristics and
strategies (nearly optimal), and we prove that the URSA technique is
not sufficient to compute the maximal register requirement, even if its
solution is optimal.

1 Introduction and Motivation

In Instruction Level Parallelism (ILP) compilers, code scheduling and register
allocation are two major tasks for code optimization. Code scheduling consists of
maximizing the exploitation of the ILP offered by the code. One factor that in-
hibits such use is the registers constraints. A limited number of registers prohibits
an unbounded number of values simultaneously alive. If the register allocation
is carried out before scheduling, false dependencies are introduced because of
the registers reuse, producing a negative impact on the available ILP exposed to
the scheduler. If scheduling is carried out before, spill code might be introduced
because of an insufficient number of registers. A better approach is to make
code scheduling and register allocation interact with each other in a complex
combined pass, making the register allocation and the scheduling heuristics very
correlated.

In this article, we present our contribution to avoiding an excessive number
of values simultaneously alive for all the valid schedules of a DAG, previously
studied in [4,5]. Our pre-pass analyzes a DAG (with respect to control flow) to
deduce the maximal register need for all schedules. We call this limit the register
saturation (RS) because the register need can reach this limit but never exceed
it. We provide better heuristics to compute and reduce it if it exceeds the number
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of available registers by introducing new arcs. Experimental results show that in
most cases our strategies are nearly optimal.

This article is organized as follows. Section 2 presents our DAG model which
can be used for both superscalar and VLIW processors (UAL and NUAL se-
mantics [15]). The RS problem is theoretically studied in Sect. 3. If it exceeds
the number of available registers, a heuristic for reducing it is given in Sect. 4.
We have implemented software tools, and experimental results are described in
Sect. 5. Some related work in this field is given in Sect. 6. We conclude with our
remarks and perspectives in Sect. 7.

2 DAG Model

A DAG G = (V, E, δ) in our study represents the data dependences between
the operations and any other serial constraints. Each operation u has a strictly
positive latency lat(u). The DAG is defined by its set of operations V , its set of
arcs E = {(u, v)/ u, v ∈ V }, and δ such that δ(e) is the latency of the arc e in
terms of processor clock cycles.

A schedule σ of G is a positive function which gives an integer execution
(issue) time for each operation :

σ is valid ⇐⇒ ∀e = (u, v) ∈ E σ(v) − σ(u) ≥ δ(e)

We note by Σ(G) the set of all the valid schedules of G. Since writing to and
reading from registers could be delayed from the beginning of the operation
schedule time (VLIW case), we define the two delay functions δr and δw such
that δw(u) is the write cycle of the operation u, and δr(u) is the read cycle of u.
In other words, u reads from the register file at instant σ(u) + δr(u), and writes
in it at instant σ(u) + δw(u).

To simplify the writing of some mathematical formulas, we assume that the
DAG has one source (>) and one sink (⊥). If not, we introduce two fictitious
nodes (>,⊥) representing nops (evicted at the end of the RS analysis). We
add a virtual serial arc e1 = (>, s) to each source with δ(e1) = 0, and an arc
e2 = (t, ⊥) from each sink with the latency of the sink operation δ(e2) = lat(t).
The total schedule time of a schedule is then σ(⊥). The null latency of an
added arc e1 is not inconsistent with our assumption that latencies must be
strictly positive because the added virtual serial arcs no longer represent data
dependencies. Furthermore, we can avoid introducing these virtual nodes without
any consequence on our theoretical study since their purpose is only to simplify
some mathematical expressions.

When studying the register need in a DAG, we make a difference between
the nodes, depending on whether they define a value to be stored in a register
or not, and also depending on which register type we are focusing on (int, float,
etc.). We also make a difference between edges, depending on whether they are
flow dependencies through the registers of the type considered :

– VR ⊆ V is the subset of operations which define a value of the type under
consideration (int, float, etc.), we simply call them values. We assume that
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at most one value of the type considered can be defined by an operation.
The operations which define multiple values are taken into account if they
define at most one value of the type considered.

– ER ⊆ E is the subset of arcs representing true dependencies through a value
of the type considered. We call them flow arcs.

– ES = E − ER are called serial arcs.

Figure 1.b gives the DAG that we use in this paper constructed from the
code of part (a). In this example, we focus on the floating point registers : the
values and flow arcs are shown by bold lines. We assume for instance that each
read occurs exactly at the schedule time and each write at the final execution
step (δr(u) = 0, δw(u) = lat(u) − 1).
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Fig. 1. DAG model

Notation and Definitions on DAGs

In this paper, we use the following notations for a given DAG G = (V, E) :

– Γ+
G (u) = {v ∈ V/(u, v) ∈ E} successors of u ;

– Γ−
G (u) = {v ∈ V/(v, u) ∈ E} predecessors of u ;

– ∀e = (u, v) ∈ E source(e) = u ∧ target(e) = v. u, v are called endpoints ;
– ∀u, v ∈ V : u < v ⇐⇒ ∃ a path (u, . . . , v) in G ;
– ∀u, v ∈ V : u||v ⇐⇒ ¬(u < v) ∧ ¬(v < u). u and v are said to be parallel ;
– ∀u ∈ V ↑ u = {v ∈ V/v = u ∨ v < u} u’s ascendants including u ;
– ∀u ∈ V ↓ u = {v ∈ V/v = u ∨ u < v} u’s descendants including u.
– two arcs e, e′ are adjacent iff they share an endpoint ;
– A ⊆ V is an antichain in G ⇐⇒ ∀u, v ∈ A u||v ;
– AM is a maximal antichain ⇐⇒ ∀A antichain in G |A| ≤ |AM | ;
– the extended DAG G\E′

of G generated by the arcs set E′ ⊆ V 2 is the graph
obtained from G after adding the arcs in E′. As a consequence, any valid
schedule of G′ is necessarily a valid schedule for G :

G′ = G\E′
=⇒ Σ(G′) ⊆ Σ(G)
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– let I1 = [a1, b1] ⊂ N and I2 = [a2, b2] ⊂ N be two integer intervals. We say
that I1 is before I2, noted by I1 ≺ I2, iff b1 < a2.

3 Register Saturation

3.1 Register Need of a Schedule

Given a DAG G = (V, E, δ), a value u ∈ VR is alive just after the writing clock
cycle of u until its last reading (consumption). The values which are not read in
G or are still alive when exiting the DAG must be kept in registers. We handle
these values by considering that the bottom node ⊥ consumes them. We define
the set of consumers for each value u ∈ VR as

Cons(u) =
{{v ∈ V/(u, v) ∈ ER} if ∃(u, v) ∈ ER

⊥ otherwise

Given a schedule σ ∈ Σ(G), the last consumption of a value is called the killing
date and noted :

∀u ∈ VR killσ(u) = max
v∈Cons(u)

(
σ(v) + δr(v)

)
All the consumers of u whose reading time is equal to the killing date of u are
called the killers of u. We assume that a value written at instant t in a register
is available one step later. That is to say, if operation u reads from a register at
instant t while operation v is writing in it at the same time, u does not get v’s
result but gets the value previously stored in this register. Then, the life interval
Lσ

u of a value u according to σ is ]σ(u) + δw(u), killσ(u)].
Given the life intervals of all the values, the register need of σ is the maximum

number of values simultaneously alive :

RNσ(G) = max
0≤i≤σ(⊥)

|vsaσ(i)|

where vsaσ(i) = {u ∈ VR/i ∈ Lσ
u} is the set of values alive at time i

Building a register allocation (assign a physical register to each value) with R
available registers for a schedule which needs R registers can be easily done with
a polynomial-complexity algorithm without introducing spill code nor increasing
the total schedule time [16].

3.2 Register Saturation Problem

The RS is the maximal register need for all the valid schedules of the DAG :

RS(G) = max
σ∈Σ(G)

RNσ(G)

We call σ a saturating schedule iff RNσ(G) = RS(G). In this section, we
study how to compute RS(G). We will see that this problem comes down to
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answering the question “which operation must kill this value ?” When looking
for saturating schedules, we do not worry about the total schedule time. Our
aim is only to prove that the register need can reach the RS but cannot exceed
it. Minimizing the total schedule time is considered in Sect. 4 when we reduce
the RS. Furthermore, for the purpose of building saturating schedules, we have
proven in [16] that to maximize the register need, looking for only one suitable
killer of a value is sufficient rather than looking for a group of killers : for any
schedule that assigns more than one killer for a value, we can obviously build
another schedule with at least the same register need such that this value is killed
by only one consumer. So, the purpose of this section is to select a suitable killer
for each value to saturate the register requirement.

Since we do not assume any schedule, the life intervals are not defined so
we cannot know at which date a value is killed. However, we can deduce which
consumers in Cons(u) are impossible killers for the value u. If v1, v2 ∈ Cons(u)
and ∃ a path (v1 · · · v2), v1 is always scheduled before v2 with at least lat(v1)
processor cycles. Then v1 can never be the last read of u (remember that we
assume strictly positive latencies). We can consequently deduce which consumers
can “potentially” kill a value (possible killers). We note pkillG(u) the set of the
operations which can kill a value u ∈ VR :

pkillG(u) =
{
v ∈ Cons(u)/ ↓ v ∩ Cons(u) = {v}}

One can check that all operations in pkillG(u) are parallel in G. Any operation
which does not belong to pkillG(u) can never kill the value u.

Lemma 1. Given a DAG G = (V, E, δ), then ∀u ∈ VR

∀σ ∈ Σ(G) ∃v ∈ pkillG(u) : σ(v) + δr(v) = killσ(u) (1)
∀v ∈ pkillG(u) ∃σ ∈ Σ(G) : killσ(u) = σ(v) + δr(v) (2)

Proof. A complete proof is given in [17], page 13.

A potential killing DAG of G, noted PK(G) = (V, EPK), is built to model the
potential killing relations between operations, (see Fig. 1.c), where :

EPK = {(u, v)/ u ∈ VR ∧ v ∈ pkillG(u)}
There may be more than one operation candidate for killing a value. Let us begin
by assuming a killing function which enforces an operation v ∈ pkillG(u) to be
the killer of u ∈ VR. If we assume that k(u) is the unique killer of u ∈ VR, we
must always verify the following assertion :

∀v ∈ pkillG(u) − {k(u)} σ(v) + δr(v) < σ
(
k(u)

)
+ δr

(
k(u)

)
(3)

There is a family of schedules which ensures this assertion. To define them,
we extend G by new serial arcs that enforce all the potential killing operations
of each value u to be scheduled before k(u). This leads us to define an extended
DAG associated to k noted G→k = G\Ek where :

Ek =
{
e=(v,k(u))/u ∈ VR v ∈ pkillG(u)−{k(u)} withδ(e)=δr(v)−δr

(
k(u)

)
+1

}



218 S.A.A. Touati

a

j

k

b

h

ed

c

f

j

k

a

fd

g

c

e

h

b

i1

1

1

a cb

h

d f

j

k

f

b

ed

a c d

h

f kh j⊥

>

⊥
⊥

(b) G→k (c) DVk(G)(a) PK(G) with k (d) B(G)

Fig. 2. Valid killing function and bipartite decomposition

Then, any schedule σ ∈ Σ(G→k) ensures Property 3. The condition of the
existence of such a schedule defines the condition of a valid killing function :

k is a valid killing function ⇐⇒ G→k is acyclic

Figure 2 gives an example of a valid killing function k. This function is shown
by bold arcs in part (a), where each target kills its sources. Part (b) is the DAG
associated to k.

Provided a valid killing function k, we can deduce the values which can never
be simultaneously alive for any σ ∈ Σ(G→k). Let ↓R (u) =↓ u ∩ VR be the set
of the descendant values of u ∈ V .

Lemma 2. Given a DAG G = (V, E, δ) and a valid killing function, then :

1. the descendant values of k(u) cannot be simultaneously alive with u :

∀u ∈ VR ∀σ ∈ Σ(G→k) ∀v ∈↓R k(u) Lu
σ ≺ Lv

σ (4)

2. there exists a valid schedule which makes the other values non descendant of
k(u) simultaneously alive with u, i.e. ∀u ∈ VR ∃σ ∈ Σ(G→k) :

∀v ∈
 ⋃

v′∈pkillG(u)

↓R v′

 − ↓R k(u) Lu
σ ∩ Lv

σ 6= φ (5)

Proof. A complete proof is given in [17], page 23.

We define a DAG which models the values that can never be simultaneously
alive according to k. The disjoint value DAG of G associated to k, and noted
DVk(G) = (VR, EDV ) is defined by :

EDV =
{
(u, v)/u, v ∈ VR ∧ v ∈↓R k(u)

}
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Any arc (u, v) in DVk(G) means that u’s life interval is always before v’s life
interval according to any schedule of G→k, see part Fig. 2.c1. This definition
permits us to state in the following theorem that the register need of any schedule
of G→k is always less than or equal to a maximal antichain in DVk(G). Also,
there is always a schedule which makes all the values in this maximal antichain
simultaneously alive.

Theorem 1. Given a DAG G = (V, E, δ) and a valid killing function k then :

– ∀σ ∈ Σ(G→k) : RNσ(G) ≤ |AMk|
– ∃σ ∈ Σ(G→k) : RNσ(G) = |AMk|

where AMk is a maximal antichain in DVk(G)

Proof. A complete proof is given in [17], page 18.

Theorem 1 allows us to rewrite the RS formula as

RS(G) = max
k a valid killing function

|AMk|

where AMk is a maximal antichain in DVk(G). We refer to the problem of finding
such a killing function as the maximizing maximal antichain problem (MMA).
We call each solution for the MMA problem a saturating killing function, and
AMk its saturating values. Unfortunately, we have proven in [17] (page 24) that
finding a saturating killing function is NP-complete.

3.3 A Heuristic for Computing the RS

This section presents our heuristics to approximate an optimal k by another
valid killing function k∗. We have to choose a killing operation for each value
such that we maximize the parallel values in DVk(G). Our heuristics focus on
the potential killing DAG PK(G), starting from source nodes to sinks. Our aim
is to select a group of killing operations for a group of parents to keep as many
descendant values alive as possible. The main steps of our heuristics are :

1. decompose the potential killing DAG PK(G) into connected bipartite com-
ponents ;

2. for each bipartite component, search for the best saturating killing set (de-
fined below) ;

3. choose a killing operation within the saturating killing set (defined below).

We decompose the potential killing DAG into connected bipartite components
(CBC) in order to choose a common saturating killing set for a group of parents.
Our purpose is to have a maximum number of children and their descendants
values simultaneously alive with their parents values. A CBC cb = (Scb, Tcb, Ecb)
is a partition of a subset of operations into two disjoint sets where :
1 This DAG is simplified by transitive reduction.
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– Ecb ⊆ EPK is a subset of the potential killing relations ;
– Scb ⊆ VR is the set of the parent values, such that each parent is killed by

at least one operation in Tcb ;
– Tcb ⊂ V is the set of the children, such that any operation in Tcb can poten-

tially kill at least a value in Scb.

A bipartite decomposition of the potential killing graph PK(G) is the set (see
Fig. 2.d)

B(G) = {cb = (Scb, Tcb, Ecb)/ ∀e ∈ EPK ∃cb ∈ B(G) : e ∈ Ecb}
Note that ∀cb ∈ B(G) ∀s, s′ ∈ Scb ∀t, t′ ∈ Tcb s||s′ ∧ t||t′ in PK(G).
A saturating killing set SKS(cb) of a bipartite component cb = (Scb, Tcb, Ecb) is a
subset T ′

cb ⊆ Tcb such that if we choose a killing operation from this subset, then
we get a maximal number of descendant values of children in Tcb simultaneously
alive with parent values in Scb.

Definition 1 (Saturating Killing Set). Given a DAG G = (V, E, δ), a sat-
urating killing set SKS(cb) of a connected bipartite component cb ∈ B(G) is a
subset T ′

cb ⊆ Tcb, such that :

1. killing constraints : ⋃
t∈T ′

cb

Γ−
cb(t) = Scb

2. minimizing the number of descendant values of T ′
cb

min |
⋃

t∈T ′
cb

↓R t|

Unfortunately, computing a SKS is also NP-complete ([17], page 81).

A Heuristic for Finding a SKS Intuitively, we should choose a subset of children
in a bipartite component that would kill the greatest number of parents while
minimizing the number of descendant values. We define a cost function ρ that
enables us to choose the best candidate child. Given a bipartite component
cb = (Scb, Tcb, Ecb) and a set Y of (cumulated) descendant values and a set X
of non (yet) killed parents, the cost of a child t ∈ Tcb is :

ρX,Y (t) =


|Γ −

cb(t)∩X|
|↓Rt∪Y | if ↓R t ∪ Y 6= φ

|Γ−
cb(t) ∩ X| otherwise

The first case enables us to select the child which covers the most non killed
parents with the minimum descendant values. If there is no descendant value,
then we choose the child that covers the most non killed parents.

Algorithm 1 gives a modified greedy heuristic that searches for an approxima-
tion SKS∗ and computes a killing function k∗ in polynomial time. Our heuristic
has the following properties.
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Algorithm 1 Greedy-k: a heuristics for the MMA problem
Require: a DAG G = (V, E, δ)

for all values u ∈ VR do
k∗(u) = ⊥ {all values are initially non killed}

end for
build B(G) the bipartite decomposition of PK(G).
for all bipartite component cb = (Scb, Tcb, Ecb) ∈ B(G) do

X := Scb {all parents are initially uncovered}
Y := φ {initially, no cumulated descendant values}
SKS∗(cb) := φ
while X 6= φ do {build the SKS for cb}

select the child t ∈ Tcb with the maximal cost ρX,Y (t)
SKS∗(cb) := SKS∗(cb) ∪ {t}
X := X − Γ −

cb(t){remove covered parents}
Y := Y ∪ ↓R t {update the cumulated descendent values}

end while
for all t ∈ SKS∗(cb) do {in decreasing cost order}

for all parent s ∈ Γ −
cb(t) do

if k∗(s) = ⊥ then {kill non killed parents of t}
k∗(s) := t

end if
end for

end for
end for

Theorem 2. Given a DAG G = (V, E, δ), then :

1. Greedy-k always produces a valid killing function k∗ ;
2. PK(G) is an inverted tree =⇒ Greedy-k is optimal.

Proof. Complete proofs for both (1) and (2) are given in [17], pages 31 and 44
resp.

Since the approximated killing function k∗ is valid, Theorem 1 ensures that
we can always find a valid schedule which requires exactly |AMk∗ | registers. As
consequence, our heuristic does not compute an upper bound of the optimal reg-
ister saturation and then the optimal RS can be greater than the one computed
by Greedy-k. A conservative heuristic which computes a solution exceeding the
optimal RS cannot ensure the existence of a valid schedule which reaches the
computed limit, and hence it would imply an obsolete RS reduction process and
a waste of registers. The validity of a killing function is a key condition because
it ensures that there exists a register allocation with exactly |AMk∗ | registers.
As summary, here are our steps to compute the RS :

1. apply Greedy-k on G. The result is a valid killing function k∗ ;
2. construct the disjoint value DAG DVk∗(G) ;
3. find a maximal antichain AMk∗ of DVk∗(G) using Dilworth decomposition

[10] ; Saturating values are then AMk∗ and RS∗(G) = |AMk∗ | ≤ RS(G).
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Fig. 3. Example of computing the register saturation

Figure 3.a shows a saturating killing function k∗ computed by Greedy-k : bold
arcs denote that each target kills its sources. Each killer is labeled by its cost ρ.
Part (b) gives the disjoint value DAG associated to k∗. The Saturating values
are {a, b, c, d, f, j, k}, so the RS is 7.

4 Reducing the Register Saturation

In this section we build an extended DAG G = G\E such that the RS is limited
by a strictly positive integer (number of available registers) with the respect of
the critical path. Let R be this limit. Then :

∀σ ∈ Σ(G) : RNσ(G) ≤ RS(G) ≤ R
We have proven in [16] that this problem is NP-hard. In this section we present
a heuristic that adds serial arcs to prevent some saturating values in AMk (ac-
cording to a saturating killing function k) from being simultaneously alive for
any schedule. Also, we must care to not increase the critical path if possible.

Serializing two values u, v ∈ VR means that the kill of u must always be
carried out before the definition of v, or vice-versa. A value serialization u → v
for two values u, v ∈ VR is defined by :

– if v ∈ pkillG(u) then add the serial arcs
{
e = (v′, v)/

v′ ∈ pkillG(u) − {v} with δ(e) = δr(v′) − δw(v)
}

– else add the serial arcs
{
e = (u′, v)/

u′ ∈ pkillG(u) ∧ ¬(v < u′) with δ(e) = δr(u′) − δw(v)
}

To do not violate the DAG property (we must not introduce a cycle), some
serializations must be filtered out. The condition for applying u → v is that
∀v′ ∈ pkillG(u) : ¬(v < v′). We chose the best serialization within the set of
all the possible ones by using a cost function ω(u → v) = (ω1, ω2), such that :

– ω1 = µ1−µ2 is the prediction of the reduction obtained within the saturating
values if we carry out this value serialization, where
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– µ1 is the number of saturating values serialized after u if we carry out
the serialization ;

– µ2 is the predicted number of u’s descendant values that can become
simultaneously alive with u ;

– ω2 is the increase in the critical path.

Our heuristic is described in Algorithm 2. It iterates the value serializations
within the saturating values until we get the limit R or until no more serializa-
tions are possible (or none is expected to reduce the RS). One can check that if
there is no possible value serialization in the original DAG, our algorithm exits
at the first iteration of the outer while-loop. If it succeeds, then any schedule of
G needs at most R registers. If not, it still decreases the original RS, and thus
limits the register need. Introducing and minimizing the spill code is another
NP-complete problem studied in [8,3,2,9,14] and not addressed in this work.

Now, we explain how to compute the prediction parameters µ1, µ2, ω2. We
note Gi the extended DAG of step i, ki its saturating function, and AMki its
saturating values and ↓Ri u the descendant values of u in Gi :

1. (u → v) ensures that ki+1(u) < v in Gi+1. According to Lemma 2, µ1 =
| ↓Ri v ∩ AMki | is the number of saturating values in Gi which cannot be
simultaneously alive with u in Gi+1 ;

2. new saturating values could be introduced into Gi+1 : if v ∈ pkillGi
(u), we

force ki+1(u) = v. According to Lemma 2,

µ2 =

∣∣∣∣∣∣
 ⋃

v′∈pkillGi
(u)

↓Ri
v′

 − ↓Ri
v

∣∣∣∣∣∣
is the number of values which could be simultaneously alive with u in Gi+1.
µ2 = 0 otherwise ;

3. if we carry out (u → v) in Gi, the introduced serial arcs could enlarge the
critical path. Let lpi(v′, v) be the longest path going from v′ to v in Gi. The
new longest path in Gi+1 going through the serialized nodes is :

max
introduced e=(v′,v)

δ(e)>lpi(v′,v)

lpi(>, v′) + lpi(v,⊥) + δ(e)

If this path is greater than the critical path in Gi, then ω2 is the difference
between them, 0 otherwise.

At the end of the algorithm, we apply a general verification step to ensure the po-
tential killing property proven in Lemma 1 for the original DAG. We have proven
in Lemma 1 that the operations which do not belong to pkillG(u) cannot kill the
value u. After adding the serial arcs to build G, we might violate this assertion be-
cause we introduce some arcs with negative latencies. To overcome this problem,
we must guarantee the following assertion : ∀u ∈ VR, ∀v′ ∈ Cons(u) − pkillG(u)

∃v ∈ pkillG(u)/v′ < v in G =⇒ lpG(v′, v) > δr(v′) − δr(v) (6)
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Algorithm 2 Value Serialization Heuristic
Require: a DAG G = (V, E, δ) and a strictly positive integer R

G := G
compute AMk, saturating values of G ;
while |AMk| > R do

construct the set Uk of all admissible serializations between saturating values in
AMk with their costs (ω1, ω2) ;
if ∃/(u → v) ∈ U/ω1(u → v) > 0 then {no more possible RS reduction}

exit ;
end if
X := {(u → v) ∈ U/ω2(u → v) = 0} {the set of value serializations that do not
increase the critical path}
if X 6= φ then

choose a value serialization (u → v) in X with the minimum cost R − ω1 ;
else

choose a value serialization (u → v) in X with the minimum cost ω2 ;
end if
carry out the serialization (u → v) in G ;
compute the new saturating values AMk of G ;

end while
ensure potential killing operations property {check longest paths between pkill op-
erations}

In fact, this problem occurs if we create a path in G from v′ to v where v, v′ ∈
pkillG(u). If assertion (6) is not verified, we add a serial arc e = (v′, v) with
δ(e) = δr(v′) − δr(v) + 1 as illustrated in Fig. 4.
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Example 1. Figure 5 gives an example for reducing the RS of our DAG from 7 to
4 registers. We remind that the saturating values of G are AMk = {a, b, c, d, f, j,
k}. Part (a) shows all the possible value serializations within these saturat-
ing values. Our heuristic selects a → f as a candidate, since it is expected to
eliminate 3 saturating values without increasing the critical path. The maximal
introduced longest path through this serialization is (>, a, d, f, k,⊥) = 8, which
is less than the original critical path (26). The extended DAG G is presented in
part (b) where the value serialization a → f is introduced : we add the the serial
arcs (e, f) and (d, f) with a -4 latency. Finally, we add the serial arcs (e, f) and



Register Saturation in Superscalar and VLIW Codes 225

f

j

k

h

d

a

c
b

a

j

k

b

h

ed

c

f

a

h

d

b
c

k

f

j

j

k

a

fd

g

c

e

h

b

i

(a) all the possible value serializations

-4

1

-4

1

⊥

>

⊥
(c) PK(G) with k∗ (d) DVk∗ (G)(b) G
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(d, f) with a unit latency to ensure the pkillG(b) property. The whole critical
path does not increase and RS is reduced to 4. Part (c) gives a saturating killing
function for G, shown with bold arcs in PK(G). DVk(G) is presented in part
(d) to show that the new RS becomes 4 floating point registers.

5 Experimentation

We have implemented the RS analysis using the LEDA framework. We carried
out our experiments on various floating point numerical loops taken from various
benchmarks (livermore, whetsone, spec-fp, etc.). We focus in these codes on the
floating point registers. The first experimentation is devoted to checking Greedy-
k efficiency. For this purpose, we have defined and implemented in [16] an integer
linear programming model to compute the optimal RS of a DAG. We use CPLEX
to resolve these linear programming models. The total number of experimented
DAGs is 180, where the number of nodes goes up to 120 and the number of values
goes up to 114. Experimental results show that our heuristics give quasi-optimal
solutions. The worst experimental error is 1, which means that the optimal RS
is in worst case greater by one register than the one computed by Greedy-k.

The second experimentation is devoted to checking the efficiency of the value
serialization heuristics in order to reduce the RS. We have also defined and
implemented in [16] an integer linear programming model to compute the optimal
reduction of the RS with a minimum critical path increase (NP-hard problem).
The total number of experimented DAGs is 144, where the number of nodes goes
up to 80 and the number of values goes up to 76. In almost all cases, our heuristics
manages to get the optimal solutions. Optimal reduced RS was in the worst cases
less by one register than our heuristics results. Since RS computation in the value
serialization heuristics is done by Greedy-k, we add its worst experimental error
(1 register) which leads to a total maximal error of two registers. All optimal vs.
approximated results are fully detailed in [16].

Since our strategies result in a good efficiency, we use them to study the
RS behavior in DAGs. Experimentation on only loop bodies shows that the
RS is low, ranging from 1 to 8. We have unrolled these loops with different
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unrolling factors going up to 20 times. The aim of such unrolling is to get large
DAGs, increase the registers pressure and expose more ILP to hide memory
latencies. We carried out a wide range of of experiments to study the RS and its
reduction with with various limits of available registers (going from 1 up to 64).
We experimented 720 DAGs where the number of of nodes goes up to 400 and
the number of values goes up to 380. Full results are detailed in [17,16].

The first remark deduced from our full experiments is that the RS is lower
than the number of available registers in a lot of cases. The RS analysis makes
it possible to avoid the registers constraints in code scheduling : most of these
codes can be scheduled without any interaction with the register allocation,
which decreases the compile-time complexity. Second, in most cases our heuris-
tics succeeds in reducing it until reaching the targeted limit. In a few cases we
lose some ILP because of the intrinsic register pressure of the DAGs : but since
spill code decreases the performance dramatically because of the memory access
latencies, a tradeoff between spilling and increasing the overall schedule time can
be done in few critical cases. Finally, in the cases where the RS is lower than
the number of available registers, we can use the extra non used registers by
assigning to them some global variables and array elements with the guarantee
that no spill code could be introduced after by the scheduler and the register
allocator.

6 Related Work and Discussion

Combining code scheduling and register allocation in DAGs was studied in many
works. All the techniques described in [11,6,13,7,12] used their heuristics to build
an optimized schedule without exceeding a certain limit of values simultaneously
alive. The dual notion of the RS, called the register sufficiency, was studied in [1].
Given a DAG, the authors gave a heuristic which found the minimum register
need ; the computation was O(log2|V |) factor of the optimal. Note that we can
easily use the RS reduction to compute the register sufficiency. This is done in
practice by setting R = 1 as the targeted limit for the RS reduction.

Our work is an extension to URSA [4,5]. The minimum killing set technique
tried to saturate the register requirement in a DAG by keeping the values alive
as late as possible : the authors proceeded by keeping as many children alive as
possible in a bipartite component by computing the minimum set which killed
all the parent’s values. First, since the authors did not formalize the RS problem,
we can easily give examples to show that a minimum killing set does not saturate
the register need, even if the solution is optimal [17]. Figure. 6 shows an example
where the RS computed by our heuristics (Part b) is 6 where the optimal solution
for URSA yields a RS of 5 (part c). This is because URSA did not take into
account the descendant values while computing the killing sets. Second, the
validity of the killing functions is an important condition to compute the RS
and unfortunately was not included in URSA. We have proven in [17] that non
valid killing functions can exist if no care is taken. Finally, the URSA DAG
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model did not differentiate between the types of the values and did not take into
account delays in reads from and writes into the registers file.

a b c h
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e h i

gcbab c

hed

i
f g

a

is the optimal minimum killing set

(a) original DAG

is the saturating killing set

(b) DVk(G) such {e, h} (c) DVk(G) such {d}

Fig. 6. URSA drawback

7 Conclusion and Future Work

In our work, we mathematically study and define the RS notion to manage the
registers pressure and avoid spill code before the scheduling and register alloca-
tion passes. We extend URSA by taking into account the operations in both Unit
and Non Unit Assumed Latencies (UAL and NUAL [15]) semantics with differ-
ent types (values and non values) and values (float, integer, etc.). The formal
mathematical modeling and theoretical study permit us to give nearly optimal
strategies and prove that the minimum killing set is insufficient to compute the
RS. Experimentations show that the registers constraints can be obsolete in
many codes, and may therefore be ignored in order to simplify the scheduling
process. The heuristics we use manage to reduce the RS in most cases while
some ILP is lost in few DAGs. We think that reducing the RS is better than
minimizing the register need : this is because minimizing the register need in-
creases the register reuse, and the ILP loss must increase as consequence. Our
DAG model is sufficiently general to meet all current architecture properties
(RISC or CISC), except for some architectures which support issuing dependent
instructions at the same clock cycle, which would require representation using
null latency. Strictly positive latencies are assumed to prove the pkill operation
property (Lemma 1) which is important to build our heuristics. We think that
this restriction should not be a major drawback nor an important factor in per-
formance degradation, since null latency operations do not generally contribute
to the critical execution paths. In the future, we will extend our work to loops.
We will study how to compute and reduce the RS in the case of cyclic schedules
like software pipelining (SWP) where the life intervals become circular.
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Abstract. Deterministic parsing techniques are typically used in favor
of general parsing algorithms for efficiency reasons. However, general
algorithms such as Earley’s method are more powerful and also easier
for developers to use, because no seemingly arbitrary restrictions are
placed on the grammar. We describe how to narrow the performance
gap between general and deterministic parsers, constructing a directly-
executable Earley parser that can reach speeds comparable to deter-
ministic methods even on grammars for commonly-used programming
languages.

1 Introduction

Most parsers in use today are only capable of handling subsets of context-free
grammars: LL, LR, LALR. And with good reason – efficient linear-time algo-
rithms for parsing these subsets are known. In contrast, general parsers which
can handle any context-free grammar are slower due to extra overhead, even for
those cases where the general algorithm runs in linear time [13].

However, general algorithms have some advantages. No “massaging” of a
context-free grammar is required to make it acceptable for use in a general
parser, as is required by more efficient algorithms like the LALR(1) algorithm
used in Yacc [15]. Using a general parser thus reduces programmer development
time, eliminates a source of potential bugs, and lets the grammar reflect the
input language rather than the limitations of a compiler tool.

General algorithms also work for ambiguous grammars, unlike their more
efficient counterparts. Some programming language grammars, such as those for
Pascal, C, and C++, contain areas of ambiguity. For some tasks ambiguous
grammars may be deliberately constructed, such as a grammar which describes
multiple dialects of a language for use in software reengineering [7].

The primary objection to general parsing algorithms, then, is not one of func-
tionality but of speed. For LR parsers, dramatic speed improvements have been
obtained by producing hard-coded, or directly-executable parsers [3,5,14,23,24].
These directly-executable LR parsers implement the parser for a given grammar
as a specialized program, rather than using a typical table-driven approach. In
this paper we extend directly-executable techniques for use in Earley’s general
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parsing algorithm, to produce and evaluate what we believe is the first directly-
executable Earley parser. The speed of our parsers is shown to be comparable
to deterministic parsers produced by Bison.

2 Earley Parsing

Earley’s algorithm [9,10] is a general parsing algorithm; it can recognize input
described by any context-free grammar (CFG). (We assume the reader is familiar
with the standard definition and notation of CFGs.) As in [1], uppercase letters
(A, B) represent nonterminals, lowercase letters (a, b) represent terminals, and
α and β are strings of terminal and nonterminal symbols. Also, every CFG G
is augmented by adding a new start rule S′ → S, where S is the original start
symbol of G.

Earley’s algorithm works by building a sequence of Earley sets,1 one initial
Earley set S0, and one Earley set Si for each input symbol xi. An Earley set
contains Earley items, which consist of three parts: a grammar rule; a position
in the grammar rule’s right-hand side indicating how much of that rule has been
seen, denoted by a dot (•); a pointer back to some previous “parent” Earley
set. For instance, the Earley item [A → a • Bb, 12] indicates that the parser has
seen the first symbol of the grammar rule A → aBb, and points back to Earley
set S12. We use the term “core Earley item” to refer to an Earley item less its
parent pointer: A → a • Bb in the above example.

The three steps below are applied to Earley items in Si until no more can be
added; this constructs Si and primes Si+1.

Scanner. If [A → · · · • b · · · , j] is in Si and xi = b, add [A → · · · b • · · · , j] to
Si+1.

Predictor. If [A → · · · • B · · · , j] is in Si, add [B → •α, i] to Si for all rules
B → α in G.

Completer. If a “final” Earley item [A → · · · •, j] is in Si, add [B → · · ·A •
· · · , k] to Si for all Earley items [B → · · · • A · · · , k] in Sj .

An Earley item is added to a Earley set only if it is not already present in
the Earley set. The initial set S0 holds the single Earley item [S′ → •S, 0] prior
to Earley set construction, and the final Earley set must contain [S′ → S•, 0]
upon completion in order for the input string to be accepted. For example, Fig. 1
shows the Earley sets when parsing an input using the expression grammar GE :

S′ → E T → T ∗ F F → n
E → E + T T → T/F F → −F
E → E − T T → F F → +F
E → T F → (E)

1 To avoid confusion later, we use the unfortunately awkward terms “Earley set” and
“Earley item” throughout.
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n + n
S0 S1 S2 S3

S′ → •E , 0
E → •E + T , 0
E → •E − T , 0
E → •T , 0
T → •T ∗ F , 0
T → •T/F , 0
T → •F , 0
F → •n , 0
F → • − F , 0
F → • + F , 0
F → •(E) , 0

F→ n• ,0
T→ F• ,0
E→ T• ,0
T → T • ∗F , 0
T → T • /F , 0
S′ → E• , 0
E → E • +T , 0
E → E • −T , 0

E → E + •T , 0
T → •T ∗ F , 2
T → •T/F , 2
T → •F , 2
F → •n , 2
F → • − F , 2
F → • + F , 2
F → •(E) , 2

F→ n• ,2
T→ F• ,2
E→ E + T• ,0
T → T • ∗F , 2
T → T • /F , 2
S′ → E• ,0

Fig. 1. Earley sets for the expression grammar GE , parsing the input n + n. Embold-
ened final Earley items are ones which correspond to the input’s derivation.

The Earley algorithm may employ lookahead to reduce the number of Earley
items in each Earley set, but we have found the version of the algorithm without
lookahead suitable for our purposes. We also restrict our attention to input
recognition rather than parsing proper. Construction of parse trees in Earley’s
algorithm is done after recognition is complete, based on information retained
by the recognizer, so this division may be done without loss of generality.

There are a number of observations about Earley’s algorithm which can be
made. By themselves, they seem obvious, yet taken together they shape the
construction of our directly-executable parser.

Observation 1. Additions are only ever made to the current and next Earley
sets, Si and Si+1.

Observation 2. The Completer does not recursively look back through Earley
sets; it only considers a single parent Earley set, Sj .

Observation 3. The Scanner looks at each Earley item exactly once, and this
is the only place where the dot may be moved due to a terminal symbol.

Observation 4. Earley items added by Predictor all have the same parent, i.

3 DEEP: A Directly-Executable Earley Parser

3.1 Basic Organization

The contents of an Earley set depend on the input and are not known until run
time; we cannot realistically precompute one piece of directly-executable code
for every possible Earley set. We can assume, however, that the grammar is
known prior to run time, so we begin by considering how to generate one piece
of directly-executable code per Earley item.

Even within an Earley item, not everything can be precomputed. In particu-
lar, the value of the parent pointer will not be known ahead of time. Given two
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otherwise identical Earley items [A → α • β, j] and [A → α • β, k], the invariant
part is the core Earley item. The code for a directly-executable Earley item,
then, is actually code for the core Earley item; the parent pointer is maintained
as data. A directly-executable Earley item may be represented as the tuple

(code for A → α • β, parent)

the code for which is structured as shown in Fig. 2. Each terminal and non-
terminal symbol is represented by a distinct number; the variable sym can thus
contain either type of symbol. Movement over a terminal symbol is a straightfor-
ward implementation of the Scanner step, but movement over a nonterminal
is complicated by the fact that there are two actions that may take place upon
reaching an Earley item [A → · · · • B · · · , j], depending on the context:

1. If encountered when processing the current Earley set, the Predictor step
should be run.

2. If encountered in a parent Earley set (i.e., the Completer step is running)
then movement over the nonterminal may occur. In this case, sym cannot
be a terminal symbol, so the predicate ISTERMINAL() is used to distinguish
these two cases.

The code for final Earley items calls the code implementing the parent Earley
set, after replacing sym with the nonterminal symbol to move the dot over. By
Observation 2, no stack is required as the call depth is limited to one. Again,
this should only be executed if the current set is being processed, necessitating
the ISTERMINAL().

3.2 Earley Set Representation

An Earley set in the directly-executable representation is conceptually an or-
dered sequence of (code, parent) tuples followed by one of the special tuples:

(end of current Earley set code, −1)
(end of parent Earley set code, −1)

The code at the end of a parent Earley set simply contains a return to match
the call made by a final Earley item. Reaching the end of the current Earley
set is complicated by bookkeeping operations to prepare for processing the next
Earley set. The parent pointer is irrelevant for either of these.

In practice, our DEEP implementation splits the tuples. DEEP’s Earley sets
are in two parts: a list of addresses of code, and a corresponding list of parent
pointers. The two parts are separated in memory by a constant amount, so that
knowing the memory location of one half of a tuple makes it a trivial calculation
to find the other half.

Having a list of code addresses for an Earley set makes it possible to im-
plement the action “goto next Earley item” with direct threaded code [4].
With threaded code, each directly-executable Earley item jumps directly to the
beginning of the code for the next Earley item, rather than first returning to
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[A → · · · • a · · · , j]
(movement over a
terminal)

⇒ if (sym == a) {
add [A → · · · a • · · · , j] to Si+1

}
goto next Earley item

[A → · · ·•B · · · , j]
(movement over a
nonterminal)

⇒ if (ISTERMINAL(sym)) {
foreach rule B → α {

add [B → • α, i] to Si

}
} else if (sym == B) {

add [A → · · · B • · · · , j] to Si

}
goto next Earley item

[A → · · · •, j]
(final Earley
item)

⇒ if (ISTERMINAL(sym)) {
saved sym = sym
sym = A
call code for Earley set Sj

sym = saved sym
}
goto next Earley item

Fig. 2. Pseudocode for directly-executable Earley items.

a dispatching loop or incurring function call overhead. Not only does threaded
code proffer speed advantages [16], but it can work better with branch predic-
tion hardware on modern CPUs [11]. We implement this in a reasonably portable
fashion using the first-class labels in GNU C.2

How is an Earley item added to an Earley set in this representation? First,
recall that an Earley item is only placed in an Earley set if it does not already
appear there. We will use the term “appending” to denote an Earley item being
placed into an Earley set; “adding” is the process of determining if an Earley item
should be appended to an Earley set. (We discuss adding more in Section 3.3.)
Using this terminology, appending an Earley item to an Earley set is done by
dynamically generating threaded code. We also dynamically modify the threaded
code to exchange one piece of code for another in two instances:

1. When the current Earley set is fully processed, “end of current Earley set”
must be exchanged for “end of parent Earley set.”

2. Observation 3 implies that once the Scanner has looked at an Earley item,
any code looking for terminal symbols is superfluous. By modifying the
threaded code, DEEP skips the superfluous code on subsequent invocations.

Appending leaves DEEP with a thorny problem of memory management. Ob-
servation 1 says that Earley items – threaded code plus separate parent pointers
– can be appended to one of two Earley sets. We also maintain an array whose

2 This is an extension to ANSI C.
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ith entry is a pointer to the code for Earley set Si, for implementation of call,
giving us a total of five distinct, dynamically-growing memory areas.

Instead of complex, high-overhead memory management, we have the oper-
ating system assist us by memory-mapping oversized areas of virtual memory.
This is an efficient operation because the operating system will not allocate the
virtual memory pages until they are used. We can also protect key memory pages
so that an exception is caused if DEEP should exceed its allocated memory, ab-
solving us from performing bounds checking when appending. This arrangement
is shown in Fig. 3, which also demonstrates how the current and next Earley
sets alternate between memory areas.
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Fig. 3. Memory layout for DEEP. S2 and S3 are the current and next Earley sets,
respectively; the shaded areas are protected memory pages.
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3.3 Adding Earley Items

As mentioned, adding an Earley item to an Earley set entails checking to ensure
that it is not already present. Earley suggested using an array indexed by the
parent pointer, each entry of which would be a list of Earley items to search [10].
Instead, we note that core Earley items may be enumerated, yielding finite,
relatively small numbers.3 A core Earley item’s number may be used to index
into a bitmap to quickly check the presence or absence of any Earley item with
that core.

When two or more Earley items exist with the same core, but different parent
pointers, we construct a radix tree [17] for that core Earley item – a binary
tree whose branches are either zero or one – which keeps track of which parent
pointers have been seen. Radix trees have two nice properties:

1. Insertion and lookup, the only operations required, are simple.
2. The time complexity of radix tree operations during execution is log i, where

i is the number of tokens read, thus growing slowly even with large inputs.

To avoid building a radix tree for a core Earley item until absolutely neces-
sary, we cache the first parent pointer until we encounter a second Earley item
with the same core. An example of adding Earley items is given in Fig. 4.

Bitmap Radix Tree Roots

a) XXXX0X. . . X X X X X

b) XXXX1X. . . X X X X X5

c) XXXX1X. . . X X X X X

5 7

1

1

1

0

1

Fig. 4. Adding Earley items: (a) initial state; (b) after appending Earley item #4,
parent S5; (c) after appending Earley item #4, parent S7. In the radix tree, a circle (•)
indicates an absent entry, and a square (�) indicates an existing entry. “X” denotes a
“don’t care” entry.

3 To be precise, the number of core Earley items is
∑

A→α∈G(|α| + 1).
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3.4 Sets Containing Items which Are Sets Containing Items

Earley parsing has a deep relationship with its contemporary, LR parsing [9].
Here we look at LR(0) parsers – LR parsers with no lookahead. As with all
LR parsers, an LR(0) parser’s recognition is driven by a deterministic finite
automaton (DFA) which is used to decide when the right-hand side of a grammar
rule has been seen. A DFA state corresponds to a set of LR(0) items, and an
LR(0) item is exactly the same as a core Earley item.

How is an LR(0) DFA constructed? Consider a nondeterministic finite au-
tomaton (NFA) for LR(0) parsing, where each NFA state contains exactly one
LR(0) item. A transition is made from [A → · · · • X · · ·] to [A → · · ·X • · · ·] on
the symbol X, and from [A → · · · • B · · ·] to [B → •α] on ε; the start state is
[S′ → •S]. This NFA may then be converted into the LR(0) DFA using standard
methods [1].

The conversion from NFA to DFA yields, as mentioned, DFA states which
are sets of LR(0) items. Within each LR(0) set, the items may be logically
divided into kernel items (the initial item and items where the dot is not at the
beginning) and nonkernel items (all other items) [1]. We explicitly represent this
logical division by splitting each LR(0) DFA state into two states (at most),
leaving us with an almost-deterministic automaton, the LR(0) DFA. Figure 5
shows a partial LR(0) DFA for GE (the remainder is omitted due to space
constraints). In the original LR(0) DFA, states 0 and 1, 2 and 10, 18 and 19, 24
and 25 were merged together.

S′ → •E

0

E → •E + T
E → •E − T
E → •T
T → •T ∗ F
T → •T/F
T → •F
F → •n
F → • − F
F → • + F
F → •(E)

1

E
S′ → E•

2

E → E • +T
E → E • −T

10

F → n•
3

T → F•
8

E → T•
T → T • ∗F
T → T • /F

9

E

n

F

T

E → E + •T

19
T

E → E + T•
25

T → •T ∗ F
T → •T/F
T → •F
F → •n
F → • − F
F → • + F
F → •(E)

18

T T → T • ∗F
T → T • /F

24
n

F

+

+

Fig. 5. Partial LR(0) DFA for GE . Shading denotes start states.

Returning to Earley parsing, the core Earley items in an Earley set may be
represented using one or more states in an LR(0) DFA [22]. The problem with
doing so is that keeping track of which parent pointers and LR(0) items belong
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together results in a complex, inelegant implementation. However, we realized as
a result of Observation 4 that the Predictor really just corresponds to making
a transition to a “nonkernel” state in the LR(0) DFA. Pursuing this idea, we
represent Earley items in DEEP as the tuples

(code for LR(0) DFA state, parent)

Figure 6 shows the Earley sets from Fig. 1 recoded using the LR(0) DFA states.

n + n
S0 S1 S2 S3

0 , 0
1 , 0

3 , 0
8 , 0
9 , 0

10 , 0
2 , 0

19 , 0
18 , 2

3 , 2
8 , 2

24 , 2
25 , 0
2 , 0

Fig. 6. Earley sets for the expression grammar GE , parsing the input n + n, encoded
using LR(0) DFA states.

Through this new representation, we gain most of the efficiency of using an
LR(0) DFA as the basis of an Earley parser, but with the benefit of a partic-
ularly simple representation and implementation. The prior discussion in this
section regarding DEEP still holds, except the directly-executable code makes
transitions from one LR(0) DFA state to another instead of from one Earley
item to another.

4 Evaluation

We compared DEEP with three different parsers:

1. ACCENT, an Earley parser generator [25].
2. A standard implementation of an Earley parser, by the second author.
3. Bison, the GNU incarnation of Yacc.

All parsers were implemented in C, used the same (flex-generated) scanner, and
were compiled with gcc version 2.7.2.3 using the -O flag. Timings were conducted
on a 200 MHz Pentium with 64 M of RAM running Debian GNU/Linux version
2.1.

Figure 7 shows the performance of all four on GE , the expression grammar
from Sect. 2. As expected, Bison is the fastest, but DEEP is a close second,
markedly faster than the other Earley parsers.

In Fig. 8 the parsers (less Bison) operate on an extremely ambiguous gram-
mar. Again, DEEP is far faster than the other Earley parsers. The performance
curves themselves are typical of the Earley algorithm, whose time complexity is
O(n) for most LR(k) grammars, O(n2) for unambiguous grammars, and O(n3)
in the worst case.[10]
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5 Improvements

Next, we tried DEEP on the Java 1.1 grammar [12] which consists of 350 gram-
mar rules.4 Suffice it to say that only the extremely patient would be content to
wait while gcc compiled and optimized this monster. To make DEEP practical,
its code size had to be reduced.

Applying Observation 3, code looking for terminal symbols may only be
executed once during the lifetime of a given Earley item. In contrast, an Earley
item’s nonterminal code may be invoked many times. To decrease the code size,
we excised the directly-executable code for terminal symbols, replacing it with a
single table-driven interpreter which interprets the threaded code. Nonterminal
code is still directly-executed, when Completer calls back to a parent Earley
set. This change reduced compile time by over 90%.

Interpretation allowed us to trivially make another improvement, which we
call “Earley set compression.” Often, states in the LR(0) DFA have no transitions
on nonterminal symbols; the corresponding directly-executable code is a no-op
which can consume both time and space. The interpreter looks for such cases
and removes those Earley items, since they cannot contribute to the parse. We
think of Earley set compression as a space optimization, because only a negligible
performance improvement resulted from its implementation.

The version of DEEP using partial interpretation and Earley set compression
is called SHALLOW. Figure 9 compares the performance of SHALLOW and Bi-
son on realistic Java inputs. SHALLOW can be two to five times slower, although
the difference amounts to only fractions of a second – a difference unlikely to be
noticed by end users!

One typical improvement to Earley parsers is the use of lookahead. Earley
suggested that the Completer should employ lookahead, but this was later
shown to be a poor choice [8]. Instead, it was demonstrated that the use of one-
token lookahead by the Predictor yielded the best results [8]. This “prediction
lookahead” avoids placing Earley items into an Earley set that are obvious dead
ends, given the subsequent input. However, the LR(0) DFA naturally clusters
together Predictor’s output. Where prediction lookahead would avoid gener-
ating many Earley items in a standard Earley parser, it would only avoid one
Earley item in SHALLOW if all the predicted dead ends fell within a single
LR(0) DFA state.

We instrumented SHALLOW to track Earley items that were unused, in the
sense that they never caused more Earley items to be added to any Earley set,
and were not final Earley items. Averaging over the Java corpus, 16% of the
Earley items were unused. Of those, prediction lookahead could remove at most
19%; Earley set compression removed 76% of unused Earley items in addition
to pruning away other Earley items. We conjecture that prediction lookahead is
of limited usefulness in an Earley parser using any type of LR automaton.

4 This number refers to grammar rules in Backus-Naur form, obtained after trans-
forming the grammar from [12] in the manner they prescribe.
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6 Related Work

Appropriately, the first attempt at direct execution of an Earley parser was made
by Earley himself [9]. For a subset of the CFGs which his algorithm recognized in
linear time, he proposed an algorithm to produce a hardcoded parser. Assuming
the algorithm worked and scaled to practically-sized grammars – Earley never
implemented it – it would only work for a subset of CFGs, and it possessed
unresolved issues with termination.

The only other reference to a directly-executable “Earley” parser we have
found is Leermakers’ recursive ascent Earley parser [19,20,21]. He provides a
heavily-recursive functional formulation which, like Earley’s proposal, appears
not to have been implemented. Leermakers argues that the directly-executable
LR parsers which influenced our work are really just manifestations of recursive
ascent parsers [20], but he also notes that he uses “recursive ascent Earley parser”
to denote parsers which are not strictly Earley ones [21, page 147]. Indeed,
his algorithm suffers from a problem handling cyclic grammar rules, a problem
not present in Earley’s algorithm (and consequently not present in our Earley
parsers).

Using deterministic parsers as an efficient basis for general parsing algorithms
was suggested by Lang in 1974 [18]. However, none of the applications of this idea
in Earley parsers [22] and Earley-like parsers [2,6,26] have explored the benefits
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of using an almost-deterministic automaton and exploiting Earley’s ability to
simulate nondeterminism.

7 Future Work

By going from DEEP to SHALLOW, we arrived at a parser suited for practical
use. This came at a cost, however: as shown in Fig. 10, the partially-interpreted
SHALLOW is noticeably slower than the fully-executable DEEP. Even with the
slowdown, SHALLOW’s timings are still comparable to Bison’s. One area of
future work is determining how to retain DEEP’s speed while maintaining the
practicality of SHALLOW.

On the other side of the time/space coin, we have yet to investigate ways to
reduce the size of generated parsers. Comparing the sizes of stripped executables,
SHALLOW parsers for GE and Java were 1.5 and 9.0 times larger, respectively,
than the corresponding Bison parsers.
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Fig. 10. Performance impact of partial interpretation of GE .

Additionally, we have not yet explored the possibility of using optimizations
based on grammar structure. One such example is elimination of unit rules,5

5 Also called chain rule elimination.



242 J. Aycock and N. Horspool

grammar rules such as A → B with only a single nonterminal on the right-
hand side [13]. Techniques like this have been employed with success in other
directly-executable parsers [14,24].

8 Conclusion

We have shown that directly-executable LR parsing techniques can be extended
for use in general parsing algorithms such as Earley’s algorithm. The result is
a directly-executable Earley parser which is substantially faster than standard
Earley parsers, to the point where it is comparable with LALR(1) parsers pro-
duced by Bison.
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Abstract. Parser generation tools currently used for computer language
analysis rely on user wisdom in order to resolve grammar conflicts. Here
practical LR(0)-based parser generation is introduced, with automatic
conflict resolution by potentially-unbounded lookahead exploration. The
underlying LR(0)-automaton item dependence graph is used for looka-
head DFA construction. A bounded graph-connect technique overcomes
the difficulties of previous approaches with empty rules, and compact
coding allows to precisely resume right-hand contexts. Resulting parsers
are deterministic and linear, and accept a large class of LR-regular
grammars including LALR(k). Their construction is formally introduced,
shown to be decidable, and illustrated by a detailed example.

1 Introduction

Grammars for many computer languages (programming languages, description
languages . . . ) are neither LL(1) nor LALR(1). Unfortunately, most available
parser generators, without user help, are restricted to these grammar classes.
And the user is confronted with adapting the grammar, if not the language, to
the restrictions imposed by the tool. Unnatural design, which may not adapt well
to the application, results from these restrictions, e.g., the discussion on a Java
LALR grammar in [8]. Moreover, this adaptation often requires user expertise
and detailed analysis. The need for more powerful parsers exists, as shown by the
popularity of tools proposing different means to overcome conflicts. A first choice
is to use generators that propose to resolve conflicts by means of predicates [9,
14]. These are apparently-simple semantic checks or lookahead explorations spec-
ified “ad hoc” by the user. But resorting to predicates is intrinsically insecure,
because parser generators cannot detect design errors, and may produce incor-
rect parsers without user notice. Moreover, ill-designed syntactic predicates may
involve heavy backtracking, resulting in inefficient parsers.

A second choice is to use parsers for unrestricted context-free grammars [6,
12,11]. In particular Generalized LR [18], which has efficient implementations [1]
and has been successfully used outside the scope of natural language processing
(e.g., [19]). Unfortunately, these generators cannot always warn about grammar
ambiguity. As a result, the user may be confronted with an unexpected forest
at parsing time. Although GLR has been practically found near-linear in many

R. Wilhelm (Ed.): CC 2001, LNCS 2027, pp. 244–258, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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cases, nondeterminism occurs for each conflict, and linearity is not guaranteed,
even for unambiguous grammars. Finally, nondeterminism compels to undo or
to defer semantic actions.

We think that, between the above choices, a tool offering automatic conflict
resolution through potentially-unbounded lookahead exploration should be use-
ful. It would allow to produce deterministic and reliable parsers for a large class
of unambiguous grammars, without relying on user help or expertise.

In LR-regular (LRR) parsing [5], an LR conflict can be resolved if there
exist disjoint regular languages covering the right-hand contexts of every action
in conflict. The LRR class is theoretically interesting, since it allows to build
efficient parsers using deterministic finite-state automata (DFA) for lookahead
exploration. In particular, it has been established that LRR parsing is linear [10],
what is not ensured by GLR or parsers with predicates.

Unfortunately, full LRR parser generators cannot be constructed because it is
undecidable whether a grammar is LRR [17]. Nevertheless, several attempts have
been done to develop techniques for some subset of LRR, but have failed to pro-
duce sufficiently practical parser generators. At most, they guarantee LALR(k)
only for grammars without ε-rules, what nowadays is considered unacceptable.

In this paper, we propose a bounded graph-connect technique for building
LRR parsers. This technique is inspired by noncanonical discriminating-reverse
(NDR) parsers [7], which actually accept a wider class of grammars not restricted
within LRR. However, the method shown here naturally produces canonical
and correct-prefix parsers (what is not ensured by NDR), which are usually
considered desirable properties.

1.1 Related Work

The first attempt to develop parsers for a subset of LRR grammars is due to
Baker [2], with the XLR method. In XLR, the LR automaton is used as the
basis for the lookahead automata construction, with the addition of ε-arcs that
allow to resume exploration after reduction states. However, the lack of precise
right-hand context recovery makes XLR(k) a proper subclass of LALR(k).

The methods R(s)LR by Boullier [4], and LAR(s) by Bermudez and Schimpf
[3], were independently developed with similar results. Their approach can be de-
scribed as using a bounded memory of s LR(0) automaton states in order to im-
prove right-hand context recovery. Thus, both methods are more powerful than
XLR, but they both have problems with ε productions. As they show, R(s)LR(0)
accepts all ε-free LALR(s) grammars, but for any s there exist LALR(1) gram-
mars that are not LAR(s).

Seité studied automatic LALR(1) conflict resolution [15]. His method, while
not more powerful than Boullier’s in the lookahead exploration phase, introduces
an additional phase which scans some stack prefix when the lookahead explo-
ration has not been able to resolve the conflict. This extension, which increases
the accepted class with some non-LR, LRR grammars, is quite independent of
the lookahead exploration technique used. Although it can be applied to our
method, we shall not consider it here.
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1.2 Introduction to Our Approach

In our approach, right-hand context computation is made much more precise
than previous methods, thanks to several innovations:

– Instead of automaton state transitions, we follow the underlying kernel-item
transition graph of the LR(0) automaton. Using kernel items instead of full
state item-set allows a simpler and more efficient construction.

– Instead of keeping track of s states for the right-hand context to recover, we
keep track of at most h path subgraphs of the underlying item graph. Each
such subgraph is coded by its extreme items, and the underlying graph is in
turn used to follow precisely each possible path.

– An ε-skip move, combined with the above bounded graph-connect technique,
allows to skip and precisely resume exploration on the right of ε-deriving
nonterminals.

Our construction follows precisely right-hand contexts as far as no more
than h path subgraphs are needed. Since at most a new subgraph is added for
each explored terminal, all LALR(h) grammars are accepted. Moreover, for most
practical grammars, an effective lookahead length well beyond h (in fact, usually
unbounded, and thus allowing grammars not in LR) should be actually obtained.

In previous methods, since transitions on ε-deriving nonterminals add states
to the (bounded) state memory, there exist LALR(1) grammars whose conflicts
cannot be resolved.

2 Context Recovery and Subgraph Connections

In this section, we shall first describe the kernel-item underlying graph, and then
the different aspects of our approach for computing right-hand contexts.

Usual notational conventions, e.g., [16], will be generally followed. The orig-
inal grammar G is augmented with P ′ = {S′→Sa} ∪ P . Productions in P ′ are
numbered from 1 to |P ′|, what is sometimes noted as A i−→α.

2.1 LR(0) Construction

Let us first recall the LR(0) automaton construction where each state q corre-
sponds to a setKq of kernel items. For initial state q0 we haveKq0 = {[S′→·Sa]}.
The transition function ∆ can be defined as follows:

∆(Kq, X) = {[A→αX·β] | [A→α·Xβ] ∈ C(Kq)},
where C is the closure operation, which can be defined as

C(K) = K ∪ {[B→·γ] | [A→α·β] ∈ K,β⇒
rm

∗Bx⇒γx}.
A kernel item ι indicates the parsing actions “shift” if there is some [A→α·aβ] in

C({ι}) and “reduce j” for each [B
j−→γ·] in C({ι}). A conflict-state item set indi-

cates a set of two or more different actions. For these states, our method builds
a lookahead automaton, by using the kernel-item graph as its basic reference.
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Fig. 1. Illustration of δ function

2.2 The Underlying LR(0) Kernel-Item Graph

In the LR(0) automaton underlying graph, each node ν = [A→α·β]q corresponds
to some kernel item [A→α·β] in some set Kq, i.e., the same item in different state
sets will correspond to different nodes. (Single) transitions are defined on V , as
illustrated by Fig. 1:

δ(ν,X) = {[A→αX·β]q′ |∆(Kq, X) = Kq′ , ν = [A→α·Xβ]q}
∪ {[C→X·γ]q′ |∆(Kq, X) = Kq′ , ν = [A→α·Bβ]q, B⇒

rm
∗Cx⇒Xγx}.

In the first subset, the dot moves along the right-hand side of a rule until its
right-hand end, where no more transitions are possible. The second subset may
be understood as “transitions through” nonkernel items resulting by closure from
some kernel item in the originating state q to some kernel item in the destination
state q′.

We extend δ for transitions on strings in V ∗:

δ∗(ν, ε) = {ν}, δ∗(ν,Xα) =
⋃

ν′∈ δ(ν,X)

δ∗(ν′, α).

We shall usually write ν α−→ν′ instead of ν′ ∈ δ∗(ν, α).

2.3 Simple Context Recovery

Item graph transitions on terminals determine the lookahead DFA transitions.
The starting points, for each LR(0) conflict, are kernel items in the conflict
state. Suppose that, in Fig. 2, q is a state with a shift-reduce conflict. For the
shift action in conflict, the transition on a will be followed initially from node
[A→α·Bβ]q to node [C→a·w]qa

, and then, if necessary, successive transitions on
symbols in w.

A first aspect to consider is how to precisely recover the right-hand contexts
of a left-hand side nonterminal when its corresponding rule’s right-hand side
has been completely traversed, e.g., in Fig. 2, when ν = [C→aw·]qaw

is reached,
graph traversal must resume with ν′ = [D→C·γ]qC

, but not with nodes for
which there exist transitions on C from some ν′′ in q′ 6= q. For this purpose,
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Fig. 2. Illustration of simple context-recovery

we use node pairs (νl, ν), where ν represents the current position in the item
graph, and νl its left-hand reference node, i.e., the kernel-item node from which
right-hand side traversals start. While graph traversal proceeds along some rule’s
right-hand side, the corresponding νl remains unchanged. Figure 2 shows nodes
corresponding to pairs (νl, ν) and (νl, ν

′) for traversal of aw, i.e., νl
aw−−→ν and

νl
C−→ν′.

2.4 Subgraph Connections

Another aspect arises from lookahead transitions corresponding to further de-
scents into possible derivation subtrees after partial right-hand side exploration.
Figure 3 illustrates this case: on a transition on b, the current position moves
down the subtree with root C from ν = [B→γ·Cϕ]q′ to ν′ = [G→b·ζ]q′

b
. The

current νl = [A→α·Bβ]q cannot be used as left-hand reference for the nodes
corresponding to positions in this subtree. Thus, ν becomes the reference node
ν′

l for the subtree walk. In order to recover right-hand context after subtree of
root C has been explored, a so-called subgraph connection is needed. It will per-
mit, after switching to the new subgraph, to retrieve the previous one if needed.
For this purpose, we keep sequences of pairs

κ = (ν(1)
c , ν

(1)
t ) · · · (ν(m)

c , ν
(m)
t ),m ≥ 1.

Last pair (ν(m)
c , ν

(m)
t ) will also be noted (νl, ν), since ν(m)

t represents the current
position and ν

(m)
c its left-hand reference node. In Fig. 3, κ = (νl, ν)(ν, ν′) after

the transition on b. We shall see in next section that in some cases ν(i)
t 6= ν

(i+1)
c .

Unfortunately, the length of such sequences κ is usually unbounded, since
(indirectly) recursive rules produce loops in the item graph. We ensure a finite
construction by bounding |κ| within some constant h1, in such a way that, when
1 Its value could be set by the user, for instance, although h = 1 should be enough in

most practical cases.
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Fig. 3. Illustration of subgraph connection

appending another pair to a sequence of length h, the sequence’s first element
is lost. Thus, exact right-hand context cannot be computed if the lookahead
automaton construction requires to resume graph transitions involving lost ref-
erence nodes.

2.5 Skipping ε-Deriving Nonterminals

Let us finally consider ε-productions. Differently from previous methods, the
item graph allows to follow transitions on ε-deriving nonterminals without
lengthening the graph sequence κ. If current position is [B→γ·ρCγ′]qγ

, as in
Fig. 4 —dashed boxes represent sequences of ε-deriving nonterminals—, and
next exploration symbol can be a ∈ First(C), a graph connection is performed
after skipping the sequence η of ε-deriving nonterminals, and the pair (ν′

l , ν
′) is

added to κ, with νt
η−→ν′

l
a−→ν′. Thus, in general, ν(i)

t
η−→ν

(i+1)
c , η⇒∗ε.

Context is recovered in principle as described in previous sections. However,
we also need in general to skip sequences of ε-deriving nonterminals for transi-
tions corresponding to up-right moves in the possible derivation trees, in order
to reach a position on the left of some X such that X⇒

rm
∗bx, as shown by the

upward ε-skip path in Fig. 4. For this purpose, amongst all paths allowed by the
LR(0)-automaton graph, we should only consider those followed by the down-
ward ε-skip from νt, i.e., those leading from νt to the current left-hand reference
(ν′

l in Fig. 4.)
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Fig. 4. Illustration of skipping ε-deriving nonterminals

2.6 General Context Recovery

Let us now summarize the above considerations in order to present the general
case for single (upward) context-recovery steps from current sequence κ(νl, ν).

In general, we have νl
β−→ν = [A→αβ·γ]q. If γ⇒∗ε, we have to consider

an upward step to resume exploration for the (precise, if possible) right-hand
context of A, i.e., we have to compute those sequences κ′(ν′

l , ν
′) such that

ν′
l

ϕA−−→ν′ = [B→ϕA·ψ]q′ and which are compatible with current sequence. We
distinguish the following cases:

1. ν′ is lower than νl in the derivation tree2 (leftmost tree in Fig. 5). Only ν
changes, i.e., ν′

l = νl.
2. Otherwise, there are two subcases:

a) κ is empty, i.e., current sequence contains only one pair (νl, ν) (middle
tree3 in Fig. 5 with no νt). If no graph connection has been performed yet,

2 In this case, α = ε.
3 The possible positions of the different nodes are shown. For instance, in this tree,

lower νl passes to higher ν′
l when ϕ = ε, and higher νl —which is only possible when

ϕ 6= ε— does not move.
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Fig. 5. Illustration of single context-recovery steps

or, if performed and subsequently resumed, no truncation (to h pairs)
has taken place, then all (ν′

l , ν
′) such that ν′

l
α−→νl and ν′

l
A−→ν′ are exact.

However, in case of truncation some of such (ν′
l , ν

′) may be in excess,
resulting in precision loss.

b) Otherwise current subgraph is connected4, i.e., κ = κ1(νc, νt). There are
two possibilities:
i. ν′ is lower than νt (middle tree in Fig. 5). According to the discussion

in Sect. 2.5, only those ν′
l on a downward ε-skip path η from νt are

precise.
ii. Otherwise ν′ can only be at the same level as νt (rightmost tree in

Fig. 5). The connected subgraph is resumed, i.e., last pair is removed
from current sequence and νt is replaced by ν′.

The following function performs such single context-recovery steps:

θ̂(κ(νl, ν)) =
{κ1(νc, ν

′) | νt
η−→ν′

l , ν
′ =[B→ρZηA·ψ]q, η⇒∗ε, (νl, ν)�(ν′

l , ν
′)}

∪ {κ(ν′
l , ν

′) | νt
ηϕ−→ν′

l , ν
′ =[B→ϕA·ψ]q, ηϕ⇒∗ε, (νl, ν)�(ν′

l , ν
′)} if κ=κ1(νc, νt)

{(ν′
l , ν

′) | (νl, ν)�(ν′
l , ν

′)} otherwise,

such that (νl, ν)�(ν′
l , ν

′) iff ν′
l

α−→νl
β−→ν = [A→αβ·γ]q, ν′

l
A−→ν′, and γ⇒∗ε.

Its closure, which allows any number of context recovering steps, is defined
as the minimal set such that θ̂∗(κ) = {κ} ∪ {κ′′ |κ′′ ∈ θ̂(κ′), κ′ ∈ θ̂∗(κ)}.

3 Construction of Lookahead Automata

States r in the lookahead DFA correspond to sets Jr of lookahead items. A
lookahead item µ = [j, κ] will describe a current sequence (i.e., current position
4 In this case, α⇒∗ε, since we always have νt

η−→νl, η⇒∗ε.
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and its recovery context) κ for some action j in conflict. By convention, j = 0
for a shift action, and j = i for a reduction according to A i−→α.

3.1 Transitions from Lookahead States

The following function computes the next set of lookahead items after some
terminal-symbol transition:

Θh(Jr, a) =

Θ̂({[j, κ(νl, ν
′)] | [j, κ(νl, ν)]∈Jr, ν

βY−−→ν′ =[A→αXβY ·γ]q, β⇒∗ε, Y⇒∗a}
∪{[j, κ(νc, νt)(νl, ν) :h] | [j, κ(νc, νt)]∈Jr, νt

η−→νl
βY−−→ν=[A→βY ·γ]q,

ηβ⇒∗ε, Y⇒∗a, γ⇒∗bx}).

The first subset corresponds to the case in which we are simply moving along the
right-hand side of some rule, or we descend in a subtree to immediately return
to the current level. To avoid a graph connection in the latter situation is of
practical interest5.

The second subset corresponds to a true descent in the derivation tree, i.e.,
exploration will continue in it. Thus, a graph connection is performed, in order
to correctly resume after the subtree exploration.

Finally, function Θ̂ performs all necessary ε-skip upward context-recovery
including removal of useless items6:

Θ̂(Jr) = {[j, κ′(νl, ν)] |κ′(νl, ν) ∈ θ̂∗(κ), [j, κ] ∈ Jr, ν=[A→α·β]q, β⇒∗ax}.

3.2 Initial LR(0)-Conflict Lookahead Item Sets

Let rq
0 be the initial lookahead state associated with some conflict-state q. Its

associated set of lookahead items can be computed as follows.

Jrq
0

= {[0, (ν, ν)] |Kq 3 ν
a−→ν′} ∪ Θ̂({[i, (νl, ν

′)] |A i−→α, νl
A−→ν′, νl

α−→ν ∈ Kq}).

As for the definition of the transition function, an upward ε-skip is applied.

3.3 Inadequacy Condition

A grammar G is inadequate iff, for some lookahead state r,

∃ [j, κ], [j′, κ] ∈ Jr, j 6= j′.
5 In order to make grammars more readable, productions such as type-name → ident

and var-name → ident are frequently used. Rejecting such grammars because the
graph connection looses precise context would be unfortunate.

6 They are now useless for subsequent transitions if First(β) = {ε}.
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Since two lookahead items with the same κ will follow exactly the same
continuations and thus accept the same language, we can predict that discrim-
ination amongst their actions will be impossible. Such grammars are rejected.
Otherwise, a correct parser is produced.

Since those κ exactly code up to at least the first h terminals of right-hand
context, inadequacy condition implies that the grammar is not LALR(h).

3.4 Construction Algorithm

In each state r of the lookahead DFA, action j can be decided on symbol a if all
lookahead items [ji, κi(νi, [Ai→αi·βi]qi

)] in Jr with First(βi) 3 a share the same
action j. Otherwise, a transition is taken on a to continue lookahead exploration.
Accordingly, the following construction algorithm computes the lookahead DFA’s
action-transition table At. Obviously, only new item sets (corresponding to new
states) need to be incorporated to Set-list for subsequent processing.

DFA(h) GENERATOR:
for each conflict-state q do

initialize Set-list with Jr
q
0

repeat
let Jr be next item-set from Set-list
Ps := {(j, a) | [j, κ(νl, [A→α·β]q)] ∈ Jr, a ∈ First(β)}
for a ∈ T | ∃(j, a) ∈ Ps do

if @(j′, a) ∈ Ps | j′ 6= j then At(r, a) := j
else Jr′ := Θh(Jr, a); add Jr′ to Set-list ; At(r, a) := goto r ′

until end of Set-list or inadequacy (rejection)

4 Example

We will illustrate our method with a simplified grammar for HTML forms, as
the one discussed in [13]. Forms are sequences of tagged values:

Company=BigCo
address=1000 Washington Ave
NYC NY 94123

Since a value can span several lines, the end of line is not only a delimiter
between tag-value pairs. And since letters can belong to a value, a sequence
of letters represents a tag only when immediatly followed by an = sign. Thus,
in order to know if a delimiter ends a tag-value pair, or if it belongs to the
value being processed, an unbounded number of characters must be read. We
shall use the following example grammar Gf for HTML forms, in which l stands
for any letter, and c stands for any character other than a letter or the = sign
(separately including space and end-of-line does not basically modify the problem
but complicates the example).

S′ 1−→ S a S
2−→ F S

3−→ S c F F
4−→ T = V

T
5−→ l T

6−→ T l V
7−→ ε V

8−→ V l V
9−→ V c
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4.1 Solutions with Commonly Used Parser Generators

It is easy to see that Gf is neither LR(k) nor LL(k) for any k 7.
The antlr solution, as given in [13], can be roughly described as follows

(terminals are in capitalized letters):

// parser
form : ( TAG string )+ ;
string : ( CHAR )+ ;
// scanner
TAG : ( ’a’ .. ’z’ | ’A’ .. ’Z’ )+ ;
FORMTOKEN : (TAG ’=’ ) ==> TAG ’=’ {$setType(TAG);} // predicate

| . {$setType(CHAR);} ;

This solution is rather complex and tricky: it needs to define a scanner that
uses a syntactic predicate (and thus reads characters until an = or a non-letter is
found) to set the token kind (TAG, whose value is a letter sequence, or CHAR, whose
value is a single character). In the proper “grammar” (defined by the parser),
no delimiter ends a tag-value pair, what makes the grammar ambiguous, e.g.,
t=xyz=v can be interpreted in two possible ways, as t=x yz=v or as t=xy z=v,
since tags are defined as letter sequences followed by =. Parsing is unambiguous
only because the scanner reads the whole tag when encountering its first letter.

Furthermore, this solution is inefficient: for each letter of a letter sequence in
a value, the predicate is checked, and, in the worst case, parsing time is O(n2)
on the input length.

No better solution can be easily found with Yacc; TAG and CHAR are tokens,
and the trick is to let Lex do the work in a way analogous to antlr:

[a-zA-Z]+/= return TAG; /* TAG only if followed by an = */
. return CHAR;

Again, scanning can be O(n2). Means offered by Yacc to resolve conflicts
(token priority) are of no help. Letters can be read only once by adding

[a-zA-Z]+/[ˆ=] return CHAR; /* CHAR only if not followed by an = */

to the Lex code. This simply shows that making letter sequences a token is not
enough, if done independently of the right-hand context.

4.2 The Bounded Graph-Connect LRR Solution

Gf is LR-regular because there exist discriminant right-hand regular languages
that allow to decide if next character is a form separator, or if it belongs to
the value being processed. These languages can be respectively described by
the regular expressions a|cl+= and l|cl∗(c|a). A user of antlr (or Yacc+Lex )
should give these regular expressions as syntactic predicates for a clean solution.
7 One can argue that, on this example, sequences of letters can be a token. This simply

would result in an LALR(3) or LL(3) grammar, that neither Yacc nor antlr can
handle without help from the user, as shown here.
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l
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[T→T ·l]

c

l

l
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c
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Fig. 6. LR(0) states and kernel-item graph for grammar Gf

Finding these regular expressions is not that easy, especially for someone not
trained in compiler/translator writing.

Let us see how our method correctly solves the problem, without user help.
Figure 6 shows the corresponding LR(0) states and their underlying graph of
kernel items. This automaton has one conflict state, q10. Its (kernel) items are
used for the initial state of a lookahead DFA, whose construction (for h = 1) is
summarized in Fig. 7. Here is how θ̂∗ works for (ν, ν), ν = [F→T = V ·]q10

in r0:

– On one hand, [S′→·Sa]q0

T=V−−−→ν, [S′→·Sa]q0

F−→[S→F ·]q2
, followed

by a new context-recovery step: [S′→·Sa]q0

S−→[S′→S·a]q1
and

[S′→·Sa]q0

S−→[S→S·cF ]q1
.

– On the other hand, [S→Sc·F ]q6

T=V−−−→ν, and [S→Sc·F ]q6

F−→[S→ScF ·]q9
;

again, another context-recovery step takes place and, since
[S′→·Sa]q0

ScF−−→[S→ScF ·]q9
, we have the same transitions on S as

above.

According to current-position nodes in the resulting lookahead item set Jr0 ,
lookahead symbol a is only associated to reduction 4, and l to action 0 (shift),
so they can be decided. On the other hand, since c does not allow to decide, a
transition is needed to r1.

Decisions and transitions are likewise computed for the remaining states,
resulting in the automaton shown in Fig. 8. In r1 a transition on l to r2 is
needed because l ∈ First(F ), while for r2 some graph transitions are actually
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[0, [F→T =·V ]q7 , [V→V ·l]q10 ]

[0, [F→T =·V ]q7 , [V→V ·c]q10 ] [0, [S′→·Sa]q0 , [S
′→S·a]q1 ]

[0, [S′→·Sa]q0 , [S→S·cF ]q1 ]

[0, [F→T =·V ]q7 , [F→T = V ·]q10 ]

[0, [S→Sc·F ]q6 , [S→ScF ·]q9 ]

[4, [S→Sc·F ]q6 , [F→T ·= V ]q3 ]

[4, [S→Sc·F ]q6 , [T→T ·l]q3 ]

[4, [S→Sc·F ]q6 , [T→T l·]q8 ][0, [F→T =·V ]q7 , [V→V l·]q11 ]

[0, [S′→·Sa]q0 , [S→F ·]q2 ]

Construction of Θ1(Jr2 , l) = Jr2

ll

[0, [S′→·Sa]q0 , [S
′→S·a]q1 ]

[0, [S′→·Sa]q0 , [S→S·cF ]q1 ]

[0, [F→T =·V ]q7 , [F→T = V ·]q10 ]

[0, [F→T =·V ]q7 , [V→V ·c]q10 ]

[0, [F→T =·V ]q7 , [V→V ·l]q10 ] [4, [S→Sc·F ]q6 , [T→T ·l]q3 ]

[4, [S→Sc·F ]q6 , [F→T ·= V ]q3 ]

[0, [S′→·Sa]q0 , [S→F ·]q2 ]

[0, [F→T =·V ]q7 , [V→V l·]q11 ]

[0, [S→Sc·F ]q6 , [S→ScF ·]q9 ]

T (⇒∗l)

Construction of Jr2

l l

[0, [F→T =·V ]q7 , [F→T = V ·]q10 ]

[0, [V→V ·c]q10 , [V→V c·]q12 ]

[0, [S′→·Sa]q0 , [S
′→S·a]q1 ]

[0, [F→T =·V ]q7 , [V→V ·c]q10 ] [0, [S′→·Sa]q0 , [S→S·cF ]q1 ]

[0, [S→Sc·F ]q6 , [S→ScF ·]q9 ][0, [S′→·Sa]q0 , [S→F ·]q2 ]

[0, [F→T =·V ]q7 , [V→V ·l]q10 ] [4, [S′→·Sa]q0 , [S→Sc·F ]q6 ]

Construction of Jr1

cc

[4, [S′→·Sa]q0 , [S→F ·]q2 ] [4, [S→Sc·F ]q6 , [S→ScF ·]q9 ]

[0, [V→V ·c]q10 , [V→V ·c]q10 ]

[4, [S′→·Sa]q0 , [S
′→S·a]q1 ]

[4, [F→T = V ·]q10 , [F→T = V ·]q10 ]

[4, [S′→·Sa]q0 , [S→S·cF ]q1 ]

[0, [V→V ·l]q10 , [V→V ·l]q10 ]

Construction of Jr0

Fig. 7. DFA construction for grammar Gf
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Fig. 8. Lookahead DFA for Gf

taken on T , since T⇒∗l. In this latter state, these downward transitions imply
a connect followed by truncation to h = 1, although the precision loss will not
affect the ability to resolve the conflict. Finally, Θ1(Jr2 , l) = Jr2 , what produces
a loop in the lookahead DFA, and terminates the construction.

The reader might like to verify that time complexity for parsing is linear
on input length. Following the automaton, it is easy to verify that each input
character is checked at most two times. For a sequence c0l1 · · · lnc1 · · · cmln+1 · · · ,
c1 6= =, c0l1 · · · lnc1 is checked a first time, and c0 is shifted. Next, the li are
checked, and then shifted, one at a time. Finally, cici+1, i = 1, . . . ,m − 1 are
checked and ci is shifted, until input is cmln+1 · · · , which brings back to the first
step.

Note that GLR, while producing a nondeterministic parser, gives the same
complexity: it maintains two stacks as long as it cannot decide whether a letter
belongs to a value or to a tag.

5 Conclusions

Available parser generation tools are not sufficiently powerful to automatically
produce parsers for computer language grammars, while previous attempts to
develop LR-regular parsers have failed to guarantee sufficient parsing power,
since their context recovery is based on LR(0) states only.

Recent research on NDR parsing has provided with an item graph-connecting
technique that can be applied to the construction of lookahead DFA to resolve
LR conflicts. The paper shows how to build such DFA from an LR(0) automa-
ton by using the dependency graph amongst kernel-items. By combining ε-skip
with compact graph-connect coding, we overcome the difficulties of previous ap-
proaches. As a result, largely improved context-recovery is obtained while staying
relatively simple.

While less powerful than NDR, these LRR parsers naturally preserve the
properties of canonical derivation, correct prefix, and linearity. They accept a
wide superset of LALR(h) grammars, including grammars not in LR, and thus
permit to build practical, automatic generation tools for efficient and reliable
parsers.



258 J. Farré and J. Fortes Gálvez

References

1. J. Aycock and R. N. Horspool. Faster generalized LR parsing. In S. Jähnichen, ed-
itor, Compiler Construction. 8th International Conference, CC’99, Lecture Notes
in Computer Science #1575, pages 32–46. Springer, 1999.

2. T. P. Baker. Extending look-ahead for LR parsers. J. Comput. Syst. Sci.,
22(2):243–259, 1981.

3. M. E. Bermudez and K. M. Schimpf. Practical arbitrary lookahead LR parsing.
Journal of Computer and System Sciences, 41:230–250, 1990.
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Abstract. One of the key challenges facing computer architects and
compiler writers is the increasing discrepancy between processor cycle
times and main memory access times. To alleviate this problem for a
class of array-dominated codes, compilers may employ either control-
centric transformations that change data access patterns of nested loops
or data-centric transformations that modify the memory layouts of multi-
dimensional arrays. Most of the layout optimizations proposed so far
either modify the layout of each array independently or are based on
explicit data reorganizations at runtime.
This paper describes a compiler technique, called array unification, that
automatically maps multiple arrays into a single data (array) space to
improve data locality. We present a mathematical framework that en-
ables us to systematically derive suitable mappings for a given program.
The framework divides the arrays accessed by the program into several
groups and each group is transformed to improve spatial locality and
reduce the number of conflict misses. As compared to the previous ap-
proaches, the proposed technique works on a larger scope and makes use
of independent layout transformations as well whenever necessary. Pre-
liminary results on two benchmark codes show significant improvements
in cache miss rates and execution time.

1 Introduction

Processor cycle time continues to decrease at a much faster rate than main
memory access times, making the cache memory hierarchy performance crit-
ical. To address this issue, conventional cache management techniques must
be supported by software-oriented approaches. Throughout the years, several
compiler techniques have been proposed and implemented with the objective of
making memory access patterns of applications more cache-friendly. These in-
clude modifications to control structures (e.g., nested loops), careful placement
of load/store operations, and reformatting memory layouts for scalar, multi-field
(e.g., records), and array variables.

Modifications to control structures and smart load/store placement tech-
niques are known to be bounded by inherent data dependences in the code.

R. Wilhelm (Ed.): CC 2001, LNCS 2027, pp. 259–273, 2001.
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Reformatting memory layouts, on the other hand, is less problematic as it does
not change the data dependence structure of the computation. In particular,
recent years have witnessed a vast group of layout optimization techniques that
target at codes with inherent data locality problems such as regular numerical
codes that manipulate large multi-dimensional arrays [11,9] or codes that utilize
pointer structures (e.g., linked lists and trees) [1].

Previous research on data transformations for numerical codes focussed pri-
marily on transforming a single array at a time. This special case is interesting
mainly because it may enable improved spatial locality for each transformed
array. For instance, the studies presented by Leung and Zahorjan [11], Cier-
niak and Li [2], and Kandemir et al. [9] fall into this category. Most of these
transformations, like many loop-oriented optimization techniques, target only
the reduction of capacity misses, namely the misses that are due to small cache
sizes. However, in particular, in caches with low associativity, conflict misses can
present a major obstacle to realizing good cache locality even for the codes that
have specifically been optimized for data locality, thereby precluding effective
cache utilization. On top of this, as opposed to capacity misses, the degree of
conflict misses can vary greatly with slight variations in array base addresses,
problem (input) sizes, and cache line (block) sizes [17].

In this paper, we discuss a data space transformation technique, which we call
array unification, that transforms a number of array variables simultaneously.
It achieves this by mapping a set of arrays into a common array space and
replacing all references to the arrays in this set by new references to the new
array space. One of the objectives of this optimization is to eliminate inter-
variable conflict misses, that is, the conflict misses that are due to different
array variables. Specifically, we make the following contributions:

– We present a framework that enables an optimizing compiler to map multiple
array variables into a single data space. This is the mechanism aspect of
our approach and leverages off the work done in previous research on data
(memory layout) transformations.

– We present a global strategy that decides which arrays in a given code should
be mapped into common data space. This is the policy aspect of our approach
and is based on determining the temporal relations between array variables.

– We present experimental results showing that the proposed approach is suc-
cessful in reducing the number of misses and give experimental data showing
the execution time benefits.

– We compare the proposed approach to previous locality optimizations both
from control-centric domain [19] and data-centric domain [11,9].

The rest of this paper is organized as follows. Section 2 gives the background
on representation of nested loops, array variables, and data transformations and
sets the scope for our research. Section 3 presents the array unification in de-
tail. Section 4 introduces our experimental platform and the benchmark codes
tested, and presents performance numbers. Section 5 discusses related work and
Section 6 summarizes the contributions and gives an outline of future work.
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2 Background

Our focus is on affine programs that are composed of scalar and array assign-
ments. Data structures in the program are restricted to be multidimensional
arrays and control structures are limited to sequencing and nested loops. Loop
nest bounds and array subscript functions are affine functions of enclosing loop
indices and constant parameters. Each iteration of the nested loop is represented
by an iteration vector, I′, which contains the values of the loop indices from out-
ermost position to innermost. Each array reference to an m-dimensional array U
in a nested loop that contains n loops (i.e., an n-level nested loop) is represented
by RuI+ou, where I is a vector that contains loop indices. For a specific I = I′,
the data element RuI′ + ou is accessed. In the remainder of this paper, we will
write such a reference as a pair {Ru,ou}. The m × n matrix Ru is called the
access (reference) matrix [19] and the m-dimensional vector ou is called the off-
set vector. Two references (possibly to different arrays) {Ru,ou} and {Ru′ ,ou′}
are called uniformly generated references (UGR) [6] if Ru = Ru′ .

Temporal reuse is said to occur when a reference in a loop nest accesses the
same data in different iterations. Similarly, if a reference accesses nearby data,
i.e., data residing in the same coherence unit (e.g., a cache line or a memory
page), in different iterations, we say that spatial reuse occurs.

A data transformation can be defined as a transformation of array index
space [11]. While, in principle, such a transformation can be quite general, in
this work, we focus on the transformations that can be represented using linear
transformation matrices. If Gu is the array index space (that is, the space that
contains all possible array indices within array bounds) for a givenm-dimensional
array U , a data transformation causes an element g ∈ G to be mapped to g′ ∈ G′,
where G′ is the new (transformed) array index space. Such a data transformation
can be represented by a pair {Mu,fu}, where Mu is an m×m′ matrix and fu

is an m′-dimensional vector. The impact of such a data transformation is that
a reference such as {Ru,ou} is transformed to {R′

u,o
′
u}, where R′

u = MuRu

and o′
u = Muou + fu. Most of the previous data transformation frameworks

proposed in literature handle the special case where m = m′. The theory of
determining suitable data transformation for a given array variable and post-
transformation code generation techniques have been discussed in [11,8].

3 Array Unification

3.1 Approach

Consider the following loop nest that accesses two one-dimensional arrays using
the same subscript function:

for i = 1, N
b+ = U1[i] + U2[i]
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If considered individually, each of the references in this nest has perfect spatial
locality as successive iterations of the i loop access consecutive elements from
each array. However, if, for example, the base addresses of these arrays happen to
cause a conflict in cache, the performance of this nest can degrade dramatically.
In fact, in this code, it might even be possible to obtain a miss rate of 100%.
The characteristic that leads to this degradation is that, between two successive
accesses to array U1, there is an intervening access from U2, and vice versa. In
other words, there is an iteration distance of 1 between successive uses of the
same cache line, and during this duration, the said cache line may be evicted
from cache due to the intervening access to the other array.

Let us now consider the following mapping of arrays U1 and U2 to the common
data space (array) X.

U1[i] −→ X[2i− 1] and U2[i] −→ X[2i],

in which case we can re-write the loop nest as follows:1

for i = 1, N
b+ = X[2i− 1] +X[2i]
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Fig. 1. Unification of two one-dimensional arrays.

A pictorial representation of these mappings is given in Figure 1. Note that
in this new nest, for a given loop iteration, two references access two consecutive
array elements; that is, the reuse distance between two successive accesses to the
same cache line is potentially reduced to 0. Note that the same transformation
can be done with multidimensional arrays as well. As an example, consider the
following two-level nested loop:

for i = 1, N
for j = 1, N
c+ = U1[i][j] + U2[i][j]

Again, considering each reference separately, we have (potentially) perfect
spatial locality (assuming that the arrays have a row-major memory layout).
1 Note that, here, for the first transformation, we have Mu1 = [2] and fu1 = −1

whereas for the second transformation, Mu2 = [2] and fu2 = 0.
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However, conflict misses may prevent this nest from attaining this locality at
runtime. This would occur, for example, when two references have the same
linearized stride and have the base addresses that map close together in cache.
If we use the transformations

U1[i][j] −→ X[i][2j − 1] and U2[i][j] −→ X[i][2j],

we obtain the following nest:

for i = 1, N
for j = 1, N
c+ = X[i][2j − 1] +X[i][2j];

Note that this transformation can be viewed as converting two N×N arrays to
a single N×2N array. In general, if we want to transform k two-dimensional arrays
Ui[N][N] (1 ≤ i ≤ k)— all accessed with the same subscript expression [i][j] —to
a single two-dimensional array X[N][kN], we can use the following generic data
transformation:

Mui =
[

1 0
0 k

]
, fui =

[
0

i− k

]
.

Note that this transformation strategy can also be used whenreferences have
subscript expressions of the form [i ∓ a][j ∓ b]. So far, we have implicitly as-
sumed that the references accessed in the nest are uniformly generated. If two
arrays U1 and U2 are accessed using references {Ru1 ,ou1} and {Ru2 ,ou2}, re-
spectively, where Ru1 and Ru1 are not necessarily the same, we need to select
two data transformations {Mu1 ,fu1} and {Mu2 ,fu2} such that the transformed
references {Mu1Ru1 ,Mu1ou1 + fu1} and {Mu2Ru2 ,Mu2ou2 + fu2} will access
consecutive data items for a given iteration. Also, when considered individually,
each reference should have good spatial locality. As an example, for the following
nest, we can use the transformations

Mu1 =
[

1 0
0 2

]
, fu1 =

[
0

−1

]
;

Mu2 =
[

0 1
2 0

]
, fu2 =

[
0
0

]
.

for i = 1, N
for j = 1, N
c+ = U1[i][j] + U2[j][i]

After these transformations, the references inside the nest will be X[i][2j−1]
and X[i][2j] instead of U1[i][j] and U2[j][i], respectively, exhibiting high group-
spatial reuse. It should be noted that such transformations actually involve both
independent array transformations and array unification. To see this, we can
think of Mu2 as a composition of two different transformations. More specifically,

Mu2 =
[

0 1
2 0

]
=

[
1 0
0 2

] [
0 1
1 0

]
.
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It should be noted that array unification can also be used to optimize locality
performance of references with non-affine subscript functions. In fact, as noted by
Leung and Zahorjan [11], data layout optimizations promise a wider applicality
than loop-oriented techniques as far as non-affine references are concerned. This
is because, unlike loop restructuring, the legality of data transformations do not
rely on dependence analysis whereas the existence of even a single non-affine
reference may prevent the candidate loop transformation which would otherwise
improve data locality.

Let us consider the loop shown below assuming that f(.) is a non-affine
expression (which might even be an index array).

for i = 1, N
b+ = U1[f(i)] + U2[f(i)]

If considered individually, each reference here may have very poor locality
as there is no guarantee that the function f(.) will take successive values for
successive iterations of i. In the worst case, this loop can experience 2N cache
misses. Now, consider the following data transformations:

U1[f(i)] −→ X[f(i), 0] and U2[f(i)] −→ X[f(i), 1],

assuming that the new array X has a row-major layout. It is easy to see that,
due to the high probability that X[f(i), 1] and X[f(i), 2] will use the same cache
line, we might be able to reduce the number of misses to N. Notice that the data
transformations used here can be represented by

Mu1 =
[

1
0

]
,fu1 =

[
0
0

]
and Mu2 =

[
1
0

]
,fu2 =

[
0
1

]
It should be noted that this transformation can reduce capacity as well as conflict
misses.

There is an important difference between such transformations and those
considered earlier for the affine-references case. The data transformation matrices
used for non-affine references need to be non-square. Of course, nothing prevents
us to use non-square transformations for affine references as well. Consider the
two-level nested loop shown above that has the references U1[i][j] and U2[i][j].
Instead of using the transformations

U1[i][j] −→ X[i][2j − 1] and U2[i][j] −→ X[i][2j],

we could have easily used

U1[i][j] −→ X[i][j][0] and U2[i][j] −→ X[i][j][1].

Therefore, in general, we have the options of using a two-dimensional array of
size N×2N or a three-dimensional array of size N×N×2. The theory developed in
the rest of the paper can easily be adapted to the latter case as well.

A group of arrays with a unification characteristic is called an interest group.
The unification characteristic of the arrays in the same interest group is that
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they have the same dimensionality and each dimension has the same extent and
the arrays are accessed with the same frequency in the innermost loop. The first
two requirements are obvious. As for the third requirement, we say that two
references are accessed with the same frequency if (in their subscript functions)
they use exactly the same set of loop index variables. For instance, for a three-
level nested loop with indices i, j, and k from top, the references U1[i+k][j] and
U2[i][j − k] are accessed with the same frequency whereas the references U1[i][j]
and U2[j][k] are not accessed with the same frequency. The problem with this
last pair of references is that the reference U2[j][k] traverses the array at a much
faster rate than the reference U1[i][j] (as the former has the innermost loop index
k). It is known that a majority of the severe inter-variable conflict misses occur
between the references that are accessed with the same frequency [17]. Later
in the paper, we discuss more relaxed unification characteristics. Let us assume
for now, without loss of generality, that we have only one interest group (the
approach to be presented can be applied to each interest group independently),
and, that each nested loop in a given code accesses a subset of the arrays in
this interest group. Our objective is to determine a unification strategy so that
the overall data locality of the code is improved. Our approach makes use of a
graph structure where nodes represent array variables and edges represent the
transitions between them. Let us first consider the example code fragment below
to motivate our approach.

for i = 1, N
b+ = U1[i] + U2[i]

for i = 1, N
c+ = U3[i] + c

If we transform only the arrays U1 and U2 using the mappings

U1[i] −→ X[2i− 1] and U2[i] −→ X[2i],

we will have the statement b+ = X[2i− 1] +X[2i] in the first nest. It is easy to
see that, after these transformations, we have perfect spatial locality in both the
nests. On the other hand, if we transform only U1 and U3 using the mappings

U1[i] −→ X[2i− 1] and U3[i] −→ X[2i],

we will have b+ = X[2i − 1] + U2[i] in the first nest and c+ = X[2i] + c in the
second. The problem with this transformed code is that the references X[2i− 1]
and X[2i] iterate over the array using a step size of 2 and they are far apart
from each other. It is very likely that a cache line brought by X[2i− 1] will be
kicked off the cache by the reference U2[i] in the same or a close-by iteration.
Finally, let us consider transforming all three arrays using

U1[i] −→ X[3i− 2], U2[i] −→ X[3i− 1], and U3[i] −→ X[3i].

In this case, we will have b+ = X[3i − 2] + X[3i − 1] in the first nest and
c+ = X[3i] + c in the second nest. Note that in the second nest, we traverse the
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array using step size of 3 which may lead to poor locality for, say, a cache line
size that can hold at most two elements. The preceding discussion shows that
(1) selecting the subset of arrays to be unified (from an interest group) might
be important, and that (2) it might not always be a good idea to include all the
arrays (even in a given interest group) in the unification process. For instance,
in the current example, the best strategy is to unify only the arrays U1 and U2.
It is also easy to imagine that the use of the same array variable in different loop
nests can make the problem even more difficult.

3.2 Representation

In order to capture the temporal relations between array variables globally,
we use an undirected graph called array transition graph (ATG). In a given
ATG(V,E), V represents the set of array variables used in the program, and
there is an edge e = (v1, v2) ∈ E with a weight of w(e) if and only if there
are w(e) transitions between the arrays represented by v1 and v2. A transition
between v1 and v2 corresponds to the case that the array variable represented by
v2 is touched immediately after the array variable represented by v1 is touched,
or vice versa. Although an ATG can be built by instrumenting the program and
counting the number of transitions between different array variables, in this pa-
per, we construct an ATG using the information (constant or symbolic) available
at compile-time.

Consider the following code fragment, whose ATG is given in Figure 2(a).

for i = 1, N
U5[i] = (U3[i] ∗ U4[i]) + (U1[i] ∗ U2[i])
for i = 1, N
U6[i] = (U1[i] + U3[i]) ∗ U5[i]
for i = 1, N
U4[i] = (U5[i] − U6[i]) ∗ U1[i]

U1 U2

U4 U3

U5 U6

N

N

N N

N-1

2N

2N
2N-1

2N-1

U1 U2

U4 U3

U5 U6

N

N

N N

N-1

2N

2N
2N-1

2N-1

(a) (b)

Fig. 2. (a) Address Transition Graph (ATG). (b) An important path.

As explained earlier, in a given ATG, the edge weights represent the number
of transitions. For example, the weight of the edge between U1 and U4 is 2N,
indicating that there are 2N transitions between these two array variables. N of
these transitions come from the first nest where U1 is accessed immediately after
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U4. The remaning transitions, on the other hand, come from the last nest where
U4 is written after U1 is touched. Note that it makes no difference in which order
we touch the variables as long as we touch them consecutively. An important
thing to note about the ATG shown is that the edge weights differ from each
other and it makes sense to unify the arrays with large edge weights as these
are the arrays that are most frequently accessed one after another. For example,
we have 2N transitions between the variables U1 and U4 whereas we have only
N-1 transitions between U4 and U5, which indicates that it is more important
to unify U1 and U4 than unifying U4 and U5. The problem then is to select a
unification order (basically, paths in the ATG) such that as many high weight
edges as possible should be covered. Note that this problem is similar to the state
assignment with minimum Hamming distance problem, therefore, a polynomial-
time solution is unlikely to exist. In fact, Liao shows that a similar problem
(called offset assignment that involves selecting suitable placement order for
scalar variables) is NP-complete [13]. Eisenbeis et al. [5] also use a similar graph-
based representation. In the following, we present a polynomial-time heuristic
which we found very effective in cases encountered in practice. Also note that in
case a different memory access pattern is imposed by back-end, the code can be
profiled first to extract this access pattern, and then, based on that, a suitable
ATG can be constructed.

We start by observing that (after unification) a given array variable can have
only one left neighbor and one right neighbor. If we take a closer look at the
problem and its ATG, we can see that it is important to capture only the paths
with high weights. After we detect a path that contains edges with high weights
(henceforth called important path), then we can unify the array variables on this
path. Note that a given ATG may lead to multiple important paths. Figure 2(b)
shows an important path (using edges marked bold) that contains U4, U1, U6,
U5, and U3. Consequently, a solution for this example is to unify these variables
in that order. The transformed program is as follows:

for i = 1, N
X[5i− 1] = (X[5i] ∗X[5i− 4]) + (X[5i− 3] ∗ U2[i])

for i = 1, N
X[5i− 2] = (X[5i− 3] +X[5i]) ∗X[5i− 1]
for i = 1, N
X[5i− 4] = (X[5i− 1] −X[5i− 2]) ∗X[5i− 3]

3.3 Formulation

We now present our strategy for determining the important paths whose vertices
are to be unified. Given an ATG and a number of important paths on it, the
cost of a unification strategy can be defined as the sum of the weights of the
edges that do not belong to any important path. Let us first make the following
formal definitions:

Definition 1 Two paths are said to be ‘disjoint’ if they do not share any ver-
tices.
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Definition 2 A ‘disjoint path cover’ (which will be referred to as just a ‘cover’)
of an ATG(V,E) is a subgraph C(V,E′) such that, for every vertex v in C, we
have degree(v) < 3, and there are no cycles in C (degree(.) denotes the number
of edges incident on a vertex).

Definition 3 The ‘weight’ of a cover C is the sum of the weights of all the edges
in C. The ‘cost’ of a cover C is the sum of the weights of all edges in G but not
in C:

cost(C) =
∑

(e∈E)∧(e 6∈C)

w(e)

A cover contains a number of important paths and the array variables in
each important path can be unified. It can be seen that the cost of a unification
is the number of adjacent accesses to array variables that are not adjacent in
an important path. Given the definitions above, if a maximum weight cover for
an ATG is found, then that also means that the minimum cost unification has
also been found. The thick lines in Figure 2(b) show a disjoint path cover for
the ATG given in Figure 2(a). The cost of this cover is 5N-1 which can be seen
from the edges not in the cover.

Our unification problem can modeled as a graph theoretic optimization prob-
lem similar to Liao’s [13] modeling of the offset assignment problem for DSP
architectures and can be shown to be equivalent to the Maximum Weighted
Path Cover (MWPC) problem. This problem is proven to be NP-hard. Next, a
heuristic solution to the unification problem is given.

The heuristic is similar to Kruskal’s spanning tree algorithm. Taking the
ATG as input, it first builds a list of sorted edges in descending order of weight.
The cover to be determined initially is empty. In each iteration, an edge with
the maximum weight is selected such that the selected edges never form a cycle
and no node will be connected to more than two selected edges. Note that the
approach iterates at most V − 1 times and its complexity is O(|E| log |E|+|V |).

We now focus on different unification characteristics that are more relaxed
than the one adopted so far, and discuss our approach to each of them. Specifi-
cally, we will consider three cases:

(1) Arrays that are accessed with the same frequency and have the same dimen-
sionality and have the same dimension extents up to a permutation can be
part of an important path (that is, they can be unified).

(2) Arrays that are accessed with the same frequency and have the same dimen-
sionality but with different dimension extents can be part of an important
path.

(3) Arrays that are accessed with the same frequency but have different dimen-
tionalities can be part of an important path.

An example of the first case is the following two-level nested loop where
arrays U1 and U2 are of sizes N×M and M×N, respectively.
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for i = 1, N
for j = 1, M
b+ = U1[i][j] + U2[j][i]

Note that this first case is quite common in many floating-point codes. As
before, we want to transform the references U1[i][j] and U2[j][i] toX[i][2j−1] and
X[i][2j − 1], respectively. Our approach to this problem is as follows. Since the
dimension extents of the arrays U1 and U2 are the same up to a permutation, we
first use a data transformation to one of the arrays (say U2) so that the dimension
extents become the same. Then, we can proceed with our usual transformation
and map both the arrays to the common domain X.

In the second case, we allow the dimension extents of the arrays to be unified
to be different from each other. Consider the example below assuming that the
arrays U1 and U2 are of N×N and M×M, respectively, and N≤M.

for i = 1, N
for j = 1, N
b+ = U1[i][j] + U2[j][i]

In this case, we can consider at least two options. First, we can unify the
arrays considering the largest extent in each dimension. In the current example,
this corresponds to mappings

U1[i][j] −→ X[i][2j − 1] and U2[i′][j′] −→ X[i′][2j′],

for 1 ≤ i, j ≤N and 1 ≤ i′, j′ ≤N. On the other hand, for N+1≤ i′, j′ ≤M, we
can set X[i′][2j′] to arbitrary values as these elements are never accessed. A
potential negative side effect of this option is that if the elements X[i][2j − 1]
(when N+1≤ i, j ≤M) happen to be accessed in a separate loop, the corresponding
cache lines will be underutilized. The second option is to transform only the
portions of the arrays that are used together. For instance, in our example, we
can divide the second array above (U2) into the following three regions:

U21[i][j](1 ≤ i, j ≤ N), U22[i][j](N + 1 ≤ i ≤ M, 1 ≤ j ≤ N),

and U23[i][j], (1 ≤ i ≤ N, N + 1 ≤ j ≤ M).

After this division, we can unify U1 with only U21 as they represent the elements
that are accessed concurrently.

To handle the third case mentioned above, we can use array replication.
We believe that the techniques developed in the context of cache interference
minimization (e.g., [17]) can be exploited here. The details are omitted due to
lack of space.

4 Experiments

The experiments described in this section were performed on a single R10K
processor (195 MHz) of the SGI/Cray Origin 2000 multiprocessor machine. The
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processor utilizes a two-level data cache hierarchy: there is a 32 KB primary (L1)
cache and a 4 MB secondary (L2) cache (unified). The access time for the L1
cache is 2 or 3 clock cycles and that for the L2 cache is 8 to 10 clock cycles. Main
memory access time, on the other hand, ranges from 300 to 1100 nanoseconds
(that is 60 to 200+ cycles).

The proposed framework has been implemented within the Parafrase-2 com-
piler. The current implementation has the following limitations. First, it uses a
restricted form of unification characteristic. It does not unify two arrays unless
they are accessed with the same frequency and are of the same dimensional-
ity and have the same extents in each dimension. Second, it works on a single
procedure at a time. It does not propagate the memory layouts across proce-
dures, instead it simply transforms the unified arrays explicitly between proce-
dure boundaries at runtime. Finally, except for procedure boundaries, it does not
perform any dynamic layout transformation. In other words, an array is never
unified with different groups of arrays in different parts of the code.

We use two benchmark codes: bmcm and charmm. The bmcm is a regular array-
dominated code from the Perfect Club benchmarks. We report performance num-
bers for six different versions of the code: noopt, dopt, unf, noopt+, dopt+, and
unf+. Each version is eventually compiled using the native compiler on the Ori-
gin. noopt is the unoptimized (original) code, and dopt is the version that uses
individual data transformations for each array. It is roughly equivalent to data-
centric optimization schemes proposed in [8] and [2]. The version unf, on the
other hand, corresponds to the code obtained through the technique explained
in this paper. These three versions do not use the native compiler’s locality op-
timizations, but use back-end (low-level) optimizations. The versions noopt+,
dopt+, and unf+ are the same as noopt, dopt, and unf, respectively, except that
the entire suite of locality optimizations of the native compiler is activated.

Figure 3 shows the execution times (seconds), MFLOPS rates, L1 hit rates,
and L2 hit rates for these six versions using two different input sizes (small=∼6
MB and large=∼24 MB). We see that for both small and large input sizes, unf
performs better than noopt and dopt, indicating that, for this benchmark, array
unification is more successful than transforming memory layouts independently.
In particular, with a 14 MB input size, unf reduced the execution time by around
67% over the dopt version. We also note that the technique proposed in this
paper is not sufficient alone to obtain the best performance. For instance, with
the large input size, noopt+ generates 131.20 MFLOPS which is much better
than 94.78 MFLOPS of unf. However, applying tiling brings our technique’s
performance to 186.77 MFLOPS. These results demonstrate that control-centric
transformations such as tiling are still important even in the existence of array
unification. Finally, we also note that the dopt version takes very little advantage
of the native compiler’s powerful loop optimizations.

We next focus on a kernel computation from an irregular application, charmm.
This code models the molecular dynamic simulation; it simulates dynamic in-
teractions (bonded and nonbonded) among all atoms for a specific period of
time. As in the previous example, we experiment with two different input sizes
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∼6 MB ∼24 MB
noopt noopt+ dopt dopt+ unf unf+ noopt noopt+ dopt dopt+ unf unf+

Execution Time (sec): 2.169 0.793 1.890 0.791 1.409 0.641 49.964 7.631 32.734 6.928 10.627 5.443
MFLOPS: 56.45 176.52 63.17 176.28 85.62 215.33 20.07 131.20 30.59 145.27 94.78 186.77
L1 Hit Rate (%): 82.8 94.8 87.5 93.5 99.8 99.4 55.9 95.2 87.2 92.4 89.8 99.4
L2 Hit Rate (%): 96.9 98.7 99.6 99.3 98.6 99.6 95.2 98.0 82.0 99.3 95.8 97.9

Fig. 3. Performance results for bmcm.

(small=∼240 KB and large=∼12 MB). Since dopt version of this code is same
as the noopt version, we omit the former from consideration. We can make two
important observations from Figure 4. First, as expected, control-centric locality
optimizations of the native compiler bring only a marginal benefit, most of which
is due to scalar replacement. Second, the L1 miss rates for the noopt version
are quite high due to irregular nature of the data access pattern exhibited by
the kernel. A simple array unification which maps two most frequently accessed
(through indexed arrays) arrays into a single array improves both miss rates and
performance.

Overall, for these two codes, we find array unification to be very successful.

∼240 KB ∼12 MB
noopt noopt+ unf unf+ noopt noopt+ unf unf+

Execution Time (sec): 0.964 0.961 0.804 0.809 240.445 240.429 188.941 187.055
MFLOPS: 127.93 128.07 146.43 145.793 119.98 119.93 167.82 170.11
L1 Hit Rate (%): 70.6 75.5 90.1 90.0 85.2 90.5 95.5 95.3
L2 Hit Rate (%): 98.1 96.0 98.3 98.0 83.1 91.8 96.3 96.8

Fig. 4. Performance results for a kernel code from charmm.

5 Related Work

Wolf and Lam [19] present a locality optimization framework that makes use of
both unimodular loop transformations as well as tiling. Li [12] proposes a lo-
cality optimization technique that models the reuse behavior between different
references to the same array accurately. McKinley, Carr, and Tseng [14] present
a simpler but very effective framework based on a cost (cache miss) model. Sev-
eral other researchers propose different tiling algorithms with methods to select
suitable tile sizes (blocking factors) [7,10]. The effectiveness of these techniques
is limited by the inherent data dependences in the code.

More recently, a number of researchers have addressed limitations of loop-
based transformations, and proposed data layout optimizations called data trans-
formations. Leung and Zahorjan [11] and Kandemir et al. [8] propose data trans-
formations that apply individual layout optimizations for each array. While such
transformations are known to reduce some portion of conflict misses (in addition
to capacity misses) due to improved spatial locality in the inner loop positions,
they are not very effective to reduce inter-variable conflict misses. To reduce the
severe impact of conflict misses, Rivera and Tseng propose array padding [18].
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Many research groups have also focused on combining loop and data trans-
formations in an integrated framework. Cierniak and Li [2], Kandemir et al.
[9], and O’Boyle and Knijnenburg [16] investigate the integrated use of loop
and data transformations to enhance data locality. The large search space for
such integrated approaches generally forces them to limit the number of poten-
tial transformations. The data-centric array unification framework used in this
paper can also be integrated with loop transformations (although this issue is
beyond the scope of this paper).

Recently, a number of runtime-based approaches have been proposed to im-
prove locality of irregular array applications. Mellor-Crummey et al. [15], and
Ding and Kennedy [3] present data re-ordering techniques for irregular appli-
cations. While these techniques specifically focus on irregular applications, the
framework proposed in this paper can be used for both irregular and regular
applications.

Ding and Kennedy [4] present an inter-array data regrouping strategy to en-
hance locality. The main idea is to pack useful data into cache lines so that all
data elements in a cache line are consumed before the line is evicted from the
cache. Our work is different from theirs in several aspects. First, their imple-
mentation does not group arrays unless they are always accessed together. In
contrast, our approach has a more global view, and considers the entire proce-
dure with different nests accessing different subsets of the arrays declared. Sec-
ond, since we formulate the problem within a mathematical framework, we can
easily integrate array unification with existing loop and data transformations.
Third, it is not clear in their work how the arrays with multiple and different
(nonuniformly generated) references are handled.

6 Conclusions and Future Work

We have described a data optimization scheme called array unification. Our
approach is based on a mathematical framework that involves arrays, access
patterns, and temporal access relations between different array variables. The
general problem is formulated on a graph structure and temporal access relations
are captured by this representation. Subsequently, a heuristic algorithm deter-
mines the array variables to be unified and maps them into a common array
(data) space.

This work can be extended in a number of ways. First, we need a solid mech-
anism to integrate array unification with loop-based transformation techniques.
Second, the current approach works only on a single procedure at a time. A
mechanism that propagates the new array spaces (after unification) across pro-
cedure boundaries would further improve the performance.
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Abstract. The increasing demand for wireless devices running mobile
applications has renewed the interest on the research of high performance
low power processors that can be programmed using very compact code.
One way to achieve this goal is to design specialized processors with short
instruction formats and shallow pipelines. Given that it enables such ar-
chitectural features, indirect addressing is the most used addressing mode
in embedded programs. This paper analyzes the problem of allocating
address registers to array references in loops using auto-increment ad-
dressing mode. It leverages on previous work, which is based on a heuris-
tic that merges address register live ranges. We prove, for the first time,
that the merge operation is NP-hard in general, and show the existence
of an optimal linear-time algorithm, based on dynamic programming, for
a special case of the problem.

1 Introduction

Complex embedded programs running on compact wireless devices has become
a typical computer system nowadays. Although this trend is the result of a
mature computing technology, it brings a new set of challenges. It has become
increasingly hard to meet the stringent design requirements of such systems: low
power consumption, high performance and small code size. Due to this design
constraints, many embedded programs are written in assembly, and run on spe-
cialized embedded processors like Digital Signal Processors (DSPs) (e.g. ADSP
21000 [2]) or commercial CISC machines (e.g. Motorola 68000 [15]).

The increase in the size of embedded applications has put a lot of pressure to-
wards the development of optimizing compilers for these architectures. One way
to achieve this goal is to design specialized processors with short instruction
formats and shallow pipelines. Since it allows such architectural improvements,
indirect addressing is the most common addressing mode found in embedded
programs. Again, due to cost constraints, the number of address registers avail-
able in the processor is fairly small, specially in DSPs (typically ≤ 8). This
paper analyzes the problem of allocating address registers to array references in
embedded program loops.

The register allocation problem has been extensively studied in the compiler
literature [5,4,6,12] for general-purpose processors, but not enough work has been
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done for the case of highly constrained embedded processors. Local Reference Al-
location (LRA) is the problem of allocating address registers to array references
in a basic block such that the number of address registers and instructions re-
quired to update them are minimized. LRA has been studied before in [3,11,13].
These are efficient graph-based solutions, when references are restricted to basic
block boundaries. In particular, Leupers et al [13] is a very efficient solution to
LRA. Unfortunately, not much work has been developed towards finding solu-
tions to the global form of this problem, when array references are spread across
different basic blocks, a problem we call Global Reference Allocation (GRA).
The basic concepts required to understand GRA are described in Sect. 3. In [7]
we proposed a solution to GRA, based on a technique that we call Live Range
Growth (LRG). In Sect. 3 of this paper we give a short description of the LRG
algorithm. In the current work, we extend our study of GRA in two ways. First,
we perform the complexity analysis of the merge operation required by LRG,
and prove it to be NP-hard (Sect. 4). Moreover, we prove the existence of an
optimal linear-time algorithm for a special case of merge ( Sect. 5). In Sect. 6
we evaluate the performance of this algorithm, and show that it can save update
instructions. Section 7 summarizes the main results.

2 Problem Definition

Global Reference Allocation (GRA) is the problem of allocating address registers
(ar’s) to array references such that the number of simultaneously live address
registers is kept below the maximum number of such registers in the processor,
and the number of new instructions required to do that is minimized. In many
compilers, this is done by assigning address registers to similar references in the
loop. This results in efficient code, when traditional optimizations like induction
variable elimination and loop invariant removal [1,16] are in place. Nevertheless,
assigning the same address register to different instances of the same reference
does not always result in the best code. For example, consider the code fragment
of Fig. 1(a). If one register is assigned to each reference, a[i+1] and a[i+2], two
address registers are required for the loop. Now, assume that only one address
register is available in the processor. If we rewrite the code from Fig. 1(a) using
a single pointer p, as shown in Fig. 1(b), the resulting loop uses only one address
register that is allocated to p. The cost of this approach is the cost of a pointer
update instruction (p += 1) introduced on one of the loop control paths, which is
considerably smaller than the cost of spilling/reloading one register. The C code
fragment of Fig. 1(b) is a source level model of the intermediate representation
code resulting after we apply the optimization described in the next sections.

3 Basic Concepts

This section contains a short overview of some basic concepts that are required
to formulate the GRA problem and to study its solutions. For a more detailed
description, the reader should report to [7].
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(1) for (i = 0; i < N-2; i++) { p = &a[1];
(2) if (i % 2) { for (i = 0; i < N-2; i++){
(3) avg += a[i+1] << 2; if (i % 2) {
(4) a[i+2] = avg * 3; avg += *p++ << 2;
(5) } *p-- = avg * 3;
(6) if (avg < error) }
(7) avg -= a[i+1] - error/2; if (avg < error)
(8) else avg -= *p++ - error/2;
(9) avg -= a[i+2] - error; else {
(10) } p += 1;
(11) avg -= *p - error;
(12) }
(13) }

(a) (b)

Fig. 1. (a) Code fragment; (b) Modified code that enables the allocation of one register
to all references.

First of all assume, for the rest of this paper, that the array data type is a
memory word (a typical characteristic of embedded programs). Moreover, assume
that each array reference is atomic (i.e. encapsulated into a specific data type in
the compiler intermediate representation), and array subscript expressions are
not considered for Common Sub-expression Elimination(CSE).

A central issue in GRA is to bound allocation to the number of address
registers in the target processor. As a consequence, sometimes it is desirable that
two references share the same register. This is done by inserting an instruction
between the references or by using the auto-increment (decrement) mode. The
possibility of using auto-increment (decrement) can be measured by the indexing
distance, which is basically the distance between two index expressions of two
array references.

The concept of live range used in this paper is a straightforward extension of
idea of variable liveness adopted in the compiler literature [1]. The set of array
references of a program can be divided into sets of control-flow paths, each of
them defining a live range. For example, in Fig. 2(a) references are divided into
live ranges R and S. In our notation for live range, little squares represent array
references, and squares with the same color are in the same range. Moreover,
an edge between two references of a live range indicates that the references are
glued together through auto-increment mode or an update instruction. In Fig. 2,
symbol ”++” (”--”) following a reference assigns a post-increment (decrement)
mode to that reference. Notice that a live range can include references across
distinct basic blocks.

As mentioned before, not much research work has been done towards finding
solutions to the allocation of address registers for a whole procedure. A solution
to this problem has been proposed recently in [7], that is based on repeatedly
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a[i]++ a[i-1]++ 

a[i]-- a[i+1] 

a[i-1] 

a[i+1] 

a[i-1] 

a[i+1] 

a[i-1] 

a[i]-- 

a[i+1]-- 

a[i]++ 

a[i+1] 

a[i-1]++ 

a[i]++ 

(a) (b)

a[i+1]-- 

a[i]++ 

a[i-1] 

c5

B1 B1

B2 B3 B3B2

B4 B4

R S R      S ar += -1 

ar += +2 

ar += -2 

Fig. 2. (a) Two live ranges R and S; (b) A single live range is formed after merging
R 1 S.

merging pairs of live ranges R and S, such that all references in the new range
(called R 1 S) are allocated to the same register. The algorithm described in [7]
starts by partitioning all references across a set of initial live ranges. The initial
set of ranges(R) is formed by the individual references in the loop1. Ranges are
merged pairwise until its number is smaller or equal to the number of address
registers available in the processor. This technique is called Live Range Growth
(LRG). Merge operations for similar problems have also been studied in [14,
9]. The cost of merging two ranges R and S (cost1(R, S)) is the total number
of cycles of the update instructions required by the merge. For example, after
ranges R and S in Fig. 2(a) are merged, a single range R 1 S results (Fig. 2(b))
which requires three update instructions. At each step of the algorithm the pair
of ranges of minimum cost is merged.

3.1 The Merge Operator (R 1 S)

In order to enable references to share the same address register, the LRG algo-
rithm needs to enforce, at compile time, that each reference b should be reached
by only one reference a, since this allows the computation of the indexing dis-
tance d(a, b) at compile time. As a consequence, the compiler can decide, at
compile time, between using auto-increment (decrement) mode for a, or insert-
ing an update instruction on the path from a to b. This requirement can be
satisfied if the references in the CFG are in Single Reference Form (SRF) [7], a
variation of Static Single Assignment (SSA) Form [8].

After a program is in SRF, any loop basic block for which array references
converge will have a φ-equation, including the header and the tail of the loop.
After reference analysis, which is performed by solving reaching definitions [1,16]
with the data items being the array references, any φ-equation has associated
to it sets UD and DU , with elements ai ∈ UD and bj ∈ DU . The value w that
1 Each array access is assigned to a unique range.
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results from the φ-equation depends on how distant the elements in UD and
DU are. We want to select a reference w that reduces the number of update
instructions required to merge all ai to all bj . This can be done by substituting
exhaustively w for all the elements in UD ∪ DU , and measuring the cost due to
the update instructions.

The problem of merging two live ranges can now be formulated as follows.
Assume that, during some intermediate step in the LRG algorithm, two ranges
R and S are considered for merge. Consider, for the following analysis, only
those references which are in R ∪ S. The set of φ-equations associated to these
references forms a system of equations. The unknown variables in this system are
virtual references wk. These equations may have circular dependencies, caused
basically by the following reasons: (a) it originates from a loop; (b) each φ-
function depends on its sets UDφ and DUφ. Therefore, any optimal solution for
variables wk cannot always be determined exactly. Consider, for example, the
CFG of Fig. 4(a) corresponding to the loop in Fig. 1(a), after φ-equations are
inserted and reference analysis is performed. Three φ-equations result in blocks
B1, B3 and B6, namely:

s1φ : w1 = φ(w3, a[i + 1], w2) (1)
s2φ : w2 = φ(a[i + 2], w1, a[i + 1], a[i + 2]) (2)
s3φ : w3 = φ(a[i + 1], a[i + 2], w1) (3)

The work in [7] assumed that the optimal merge of any two ranges is a NP-
complete problem. For those instances of the problem in which the exact solution
is too expensive, a heuristic should be applied. Any candidate heuristic must
choose an evaluation order for the φ-equations such that, at each assignment
wk = φ(.), any argument of φ that is a virtual reference is simply ignored.
For example, during the estimate of value w3, in Equation 3, the argument
w1 is ignored and the resulting assignment becomes w3 = φ(a[i + 1], a[i + 2]),
which results in w3 = a[i + 1] (or a[i + 2], for the same cost). The final cost of
merge is dependent on the order that the heuristic uses to evaluate the set of φ-
equations. In the heuristic proposed in [7] (called Tail-Head), the first equation
in the evaluation order is the one at the tail of the loop. From this point on, the
heuristic proceeds backward from the tail of the loop up to the header evaluating
each equation as it is encountered, and computing the new value of wk, which
is then used in the evaluation of future equations.

Example 1. Consider the application of this heuristic to the Equations 1-3, from
the code fragment in Fig. 1(a). The result is shown in Fig. 3(a). First, the φ-
equation s3φ at the tail of the loop (block B6) evaluates to w3 = a[i + 1]. This
reference is equivalent to a[i] in the next loop iteration. Next, s2φ and s1φ are
evaluated, resulting in w2 = a[i+2] and w1 = a[i+1], respectively. At this point,
all virtual references (i.e. the values of wk) have been computed. In the last step,
update instructions and auto-increment(decrement) modes are inserted into the
code such that the references associated to the live ranges being merged satisfy
the computed φ-functions. This results in the addition of auto-decrement mode
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 s1
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Fig. 3. (a) Mode and update-instruction insertion for Tail-Head heuristic; (b) Optimal
mode and update-instruction insertion using dynamic programming.

to a[i + 2] in B5, and the insertion of three update instructions: (a) ar+ = 1 on
the edge (B1, B3); (b) ar+ = 1 on the edge (B6, B1); and (c) ar+ = −1 on the
edge (B3, B4).
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Fig. 4. (a) The CFG in SRF; (b) The DGφ representation; (c)The SGφ for the DGφ.
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4 Complexity Analysis of R 1 S

Given that the merge operation is central to the LRG algorithm, in the following
sections we perform the analysis of this operation. We complete the work started
in [7] by proving that the merge operation (i.e., finding the minimal cost for it)
is an NP-hard problem in general, through a reduction from the minimal vertex-
covering problem. Moreover, we show that in a special case the merge operation
admits an optimal solution, based on a dynamic programming algorithm. For
the other cases, we show that a simple heuristic leads to effective solutions.

4.1 The Φ-Dependence Graph

The problem of solving the set of equations above can be formulated as a graph
theoretical one as follows. Consider the code fragment of Fig. 4(a). We build
a dependence graph where vertices are associated to the φ-equations and edges
define dependencies between equations. This graph is called φ-Dependence Graph
(DGφ) and is constructed as follows:

Definition 1. The DGφ is an undirected graph for which there exist a vertex as-
sociated to each φ-equation, and there exist an edge (wi, wj), between two vertices
wi and wj, if and only if wi is a φ-function of wj and vice-versa.

Figure 4(b) shows the DGφ corresponding to the equations in Fig. 4(a).

4.2 The Φ-Solution Graph

Having constructed the DGφ for a set of φ-equations, we build a graph which
reflects all possible solutions for these equations. But before doing so, we need to
define some concepts. Let m be the number of distinct references that can result
from the φ-equations. The range of references can be obtained by a simple code
inspection, searching for the minimum and maximum values for each reference in
the loop2, which are stored into vector refs[i], 1 ≤ i ≤ m. Using these concepts
we can now construct a graph that encodes all the possible solutions for the
φ-equations.

Definition 2. The Φ-Solution Graph (SGφ) is an undirected graph constructed
from the DGφ as follows: (1) For each vertex u in DGφ insert m vertices into
SGφ, one for each possible solution of the equation associated to u; (2) If there
is an edge in DGφ between two vertices u and v, and being sets {u1, u2, . . . , um}
and {v1, v2, . . . , vm} the vertices in the SGφ associated with u and v respectively,
insert edges (ui, vj) into SGφ, for all 1 ≤ i, j ≤ m.

Figure 4(c) shows the SGφ obtained from the DGφ in Fig. 4(b). Notice that
SGφ is a multipartite graph, i.e. SGφ = {P1, P2, . . . , Pn}, with Pi = {vij , | 1 ≤
j ≤ m}. SGφ is a weighted graph, with costs both on its vertices and edges. We
2 It may be necessary to consider the loop increment.
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assign a local cost lcost(vij) to each vertex vij , where 1 ≤ i ≤ n and 1 ≤ j ≤ m,
and define it as follows:

lcost(vij) =
m∑

j=1

cost(refs[j], a) , (4)

for each real reference a in args[wi], where args[wi] is the set of all arguments
of the φ-function associated with wi. The local cost is computed using the same
cost function defined in [7] (which considers the possibility of using the auto-
increment(decrement) modes), by assuming that wi = refs[j] and considering
only the arguments of φi which are real references (i.e. not w). In other words,
lcost gives the contribution to the total merge cost when the solution for the φ-
equation associated to wi is wi = refs[j]. We also assign to each edge e = (vij , vkl)
in SGφ, a global cost given by

gcost(vij , vkl) = cost(refs[j], refs[l]) . (5)

Notice that both arguments of gcost are virtual references, and reflect the
cost of assigning solutions refs[j] and refs[l] respectively to virtual references wi

and wk. Figure 4(c) illustrates the local and global costs associated with each
SGφ vertex and edge.

Now we are able to state the solution of the φ-equation system in terms of
the SGφ. We want to determine the set V = {vi|vi ∈ Pi, 1 ≤ i ≤ n} such that
the total merge cost cost1[V ] = cost1(R, S) is minimum, where

cost1[V ] =
∑

lcost(vi) +
∑

gcost(e) , (6)

for all 1 ≤ i ≤ n and e ∈ SGφ[V ], where SGφ[V ] denotes the sub-graph of SGφ

induced by the vertices of V .

4.3 R 1 S is NP-hard

In this subsection, we prove that the problem stated above is NP-hard. To do
this, we re-state it as a decision problem, and call it the Minimum Cost Induced
Sub-graph Problem (MCISP).

Definition 3 (MCISP). Let G be an instance of a SGφ and k a positive in-
teger. Find a subset V of the vertices of G (as described in Sect. 4.2) such that
cost1[V ] ≤ k.

We show that MCISP is NP-hard through a reduction from the Vertices
Covering Problem (VCP) [10], defined as follows.

Definition 4 (VCP). Given a graph G and an integer k, decide whether G has
a vertex-cover C with at most k vertices, such that each edge of G has at least
one of its incident vertices in C.

Theorem 1. MCISP is NP-complete.
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Fig. 5. (a) VCP on original instance graph G; (b) MCISP on reduced instance graph
G′.

Proof. First, it must be noticed that MCISP ∈ NP. This is an easy task, as we
can verify in polynomial-time if a given solution V has a total cost less than or
equal to k. We will not give more details on this.

Now, for MCISP to be NP-complete, it is missing to show that it is NP-hard.
To do this, we use a reduction from a known NP-complete problem to MCISP.
We choose the vertex-cover problem (VCP) for this purpose.

Consider now the reduction of VCP, with instance graph G and integer k, to
MCISP, with G′ and k′. First we show how to create G′ from G. For example,
consider the graph G in Fig. 5(a). For each vertex v ∈ G, we insert two vertices
v0 and v1 in G′. Then, for each edge e = (u, v) ∈ G, we insert four edges in G′:
(u0, v0), (u0, v1), (u1, v0) and (u1, v1).

Next, we add the costs to G′, both to its vertices and edges, to reflect the
local and global costs defined above. For each v0 we make lcost(v0) = 0, and for
each vertex v1 we set lcost(v1) = 1.

On the edges, the following costs are assigned: gcost(u0, v0) = +∞, and
gcost(u0, v1) = gcost(u1, v0) = gcost(u1, v1) = 0. Fig. 5(b) illustrates the graph
G′ obtained from G in Fig. 5(a). It is clear that this reduction can be done in
polynomial-time. Now we are going to prove that, having obtained G′ from G
as described above, and setting k = k′, VCP on G and k is satisfied if and only
if MCISP on G′ and k′ is satisfied. Let’s first see why the forward argument
holds. Let C be a solution to VCP. So, for each edge in G, at least one of its
incident vertices is in C. We argue that V = V1 ∪ V0, where V1 = {v1|v ∈ C}
and V0 = {v0|v /∈ C} is a solution to MCISP. Let q ≤ k be the cost of C (i.e.,
the number of vertices). Consider now the cost of the solution V to MCISP. The
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Fig. 6. (a) The DDGφ for the DGφ of Fig. 4; (b) The DSGφ for the DDGφ in (a).

first summation on Equation 6 is exactly the number of vertices in V1, which is
also the number of vertices in C (i.e. q). Now consider the second summation in
Equation 6. As C is a solution to VCP, there are no two vertices u0, v0 ∈ V such
that the edge (u0, v0) ∈ G′[V ]. Hence, every edge in G′[V ] has its gcost equal to
0, and cost1[V ] is exactly q.

We still have to prove the backward argument, i.e., that given a solution V
to MCISP with cost q ≤ k′, there is a solution C to VCP with the same cost q.
Being k′ a finite integer number, G′[V ] has no edge between any two vertices u0
and v0. Therefore, choosing C = {v|v1 ∈ V }, any edge in G will have at least
one of its incident vertices in C, and so C is a vertex-cover for G.

Now it is just missing to show that the cost of solution C to VCP is also
q. This is easy to see, as the cost q is exactly the number of vertices in V with
subscript 1, which is also the number of vertices in C. And so, the correctness
of the polynomial-time reduction is proved.

Having proved the decision version of the problem to be NP-complete, and
being the problem an optimization one, we conclude that the problem of finding
the minimal cost for the merge operation is NP-hard.

5 The Case when DGφ Is a Tree

As shown in the previous section, the merge operation is NP-hard. In this section
we present an optimal exact algorithm for merging two live ranges, under the
assumption that the corresponding DGφ is a tree. The algorithm is based on the
dynamic programming technique, and uses a special order to traverse the nodes
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of the DGφ. Ordering the traversal of the vertices actually means imposing a
direction on each edge of the dependence graph. The arc (u → v) obtained by
choosing a direction for the edge (u, v) implies that wu is an argument of wv,
unlike in the previous form of the DGφ, when edge (u, v) indicated that wv was
also an argument of wu. In this directed form of the DGφ (called DDGφ) the
other arguments of the φ-functions are not changed.

Our algorithm is based on a particular traversal of the DDGφ that we call
Leaves Removal Order (LRO). This order is obtained by successively removing
any leaf of the tree. If l is a leaf, it has a unique adjacent node, say v, such that
the direction of (l, v) is set to l → v. When l is removed, wv is dropped out of
the list of arguments of the φ-function for wl.

This ordering algorithm can be implemented with time-complexity O(n)3,
for example by taking into account the degree of each vertex.

Figure 6(a) shows the DDGφ obtained from the DGφ of Fig. 4(a), using
the algorithm just described above. We call the attention to the fact that, al-
though we described this ordering algorithm separately, in practice it can be
implemented on the same pass as the next step.

The next step in our solution is a dynamic programming algorithm which
computes the minimum merge cost for any solution of our problem. We call this
algorithm the LRO Algorithm, and show its pseudo-code in Alg. 1. We need a
vector accost[1, . . . , m] for each vertex of DDGφ, to hold the cumulative cost
at this vertex, for each one of the m possible solutions of the corresponding
φ-equation, from refs[1] to refs[m], respectively. In other words, for each vertex
v of the DGφ we assign an element accost[i] to each one of its corresponding
vi vertices in SGφ. The accost vectors are initialized with the respective lcost
vectors. Then, following the LRO, for each leaf node l being removed, such that
l → v is its last arc, we add the cost cvi

to accostv[i], where cvi
is the minimum

value between accostl[j] + gcost(vi, lj), for all 1 ≤ j ≤ m.

Algorithm 1 LRO algorithm

(1) procedure LRO(DGφ, SGφ)
(2) for each vertex v ij ∈ SGφ, where 1 ≤ i ≤ n and 1 ≤ j ≤ m, do
(3) accost i[j] ← lcost(v ij)
(4) for all but the last vertex vp ∈ DGφ, according to LRO, do
(5) let (vp,vq) be the last edge incident to vp

(6) for j ← 1 to m do
(7) min ← +∞
(8) for i ← 1 to m do
(9) if accostp[i] + gcost(vpi, vqj) < min then
(10) min ← accostp[i] + gcost(vpi, vqj)
(11) accostq[j] ← accostq[j] + min

3 Remember that n is the number of vertices of DGφ
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The minimum total merge cost is the minimum value in the DGφ last vertex’s
accost vector. For simplicity, we omitted from Alg. 1 the code needed to recover
the solution (i.e. the set S = {vi|vi ∈ Pi, 1 ≤ i ≤ n}), though it should be
clear that it can be implemented without any extra computational complexity
cost. The time-complexity of this algorithm is O(n.m2). In practice, since m is
generally bounded by a small constant4, the algorithm complexity reduces to
O(n).

Lemma 1. Given a LRO sequence S = (v1, v2, ..., vn) of DGφ’s vertices, the
LRO Algorithm properly computes the minimal value for accost[vij ], for every
1 ≤ i ≤ n and 1 ≤ j ≤ m.

Proof. First, it must be noticed that, as long as DGφ is a tree, there always exists
an LRO. Moreover, the φ-functions are inserted such that the cost of every arc
in the CFG affected by the φ-functions’ values is considered exactly once. Let
Sk = (v1, ..., vk). We prove this lemma by induction in k.

Basis: k = 1. In this case, accost[v1j ], 1 ≤ j ≤ m, is just equal to lcost(v1j),
which is minimal, as all the lcost’s are chosen to be locally optimal.

Induction Hypothesis: We assume that, for every i < k, the LRO Algorithm
computes the minimal values for accost[vij ].

Inductive Step: We define the set A = {vi|i < k and (vi, vk) ∈ DGφ}. We now
need to show how to compute the minimal value for each accost[vkj ], 1 ≤ j ≤ m.
The lcost(vkj) is always in accost[vkj ]. So we have to minimize∑

vi∈A

min{accost[viy] + gcost(vkj , viy)|1 ≤ y ≤ m}

for each 1 ≤ j ≤ m. gcost(vkj , viy) is a precalculated constant. By the induction
hypothesis, accost[viy] is minimal, for each vi ∈ A and 1 ≤ y ≤ m. So, it turns
out that accost[vkj ] is correctly computed, for each 1 ≤ j ≤ m, as we minimize
a value among the minimal values for all possible choices. And so the proof is
complete, and the LRO Algorithm computes the minimal values for accost[vkj ],
for all valid values for k and j.

Theorem 2. The LRO Algorithm is optimal when the DGφ is a tree, in the
sense that it results in the smallest possible cost for R 1 S.

Proof. The Lemma 1 states that the LRO Algorithm computes the minimum
cost for accost[vij ], for all vertices vij ∈ SGφ, if the corresponding DGφ is a tree.
So, for the algorithm to compute the smallest cost for R 1 S, we just have take
the minimum between {accost[vnj ]|vnj ∈ SGφ, and the vn is the last vertex in
the LRO for DGφ}.

4 Remember that m is the number of references (inside the loop) in the range defined
by the one with the minimum and the one with the maximum index value.
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Example 2. Figure 6(b) shows the result of running this algorithm on the SGφ

from Fig. 4(c), according to the LRO from Fig. 6(a). In this figure, we show the
global costs on the edges, and the final cumulative cost on each vertex. At each
vertex v, we use arrows to point to the other vertices u (a single vertex in this
example), such that u is used to reach the minimum value at v. The vertices and
edges that compose the solution are highlighted in Fig. 6(b).

Figure 3(b) shows the code fragment of Fig. 1(a) with the modifications
associated to the solution illustrated in Fig. 6(b). Notice that only one update
instruction is necessary, which is in accordance with cost accost[v21] in Fig. 6(b).
Figure 3(a) shows the solution found using the Tail-Head heuristic described
in [7], for the instance of the problem shown in Fig. 1(a). This solution has a
higher cost (3 update instructions).

6 Experimental Results

Our experimental framework is based on programs from the MediaBench bench-
mark [18], which are typically found in many embedded applications. We have
implemented the LRG heuristic [7], and the LRO algorithm described in Sect. 5
into the IMPACT compiler [17]. Both algorithms run at lcode level, just before
all standard intermediate representation optimizations [1]. At each merge in the
LRG algorithm, the DGφ graph is tested for the presence of cycles. If DGφ is
cyclic the Tail-Head (TH) heuristic is applied. On the other hand, if DGφ is
acyclic, the LRO algorithm is used to compute the φ-functions.

Table 1. Comparison between the Tail-Head (TH) and LRO+TH approaches.

Program Loop Minimum % # Update Instr.
Name No. ARs Trees TH LRO+TH

1 2 100 4 3
jpeg 2 1 64 4 3

3 2 46 4 4
1 1 78 0 0

epic 2 1 100 3 3
3 2 77 2 1

pgp 1 2 100 0 0
2 1 100 1 1

mpeg 1 1 75 3 3
mesa 1 1 75 3 3

2 1 100 2 2
pegwit 1 1 67 2 2

2 2 100 1 0
gsm 1 2 100 0 0

2 1 89 1 1
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For each program, we measured the number of update instructions required
by its inner loops 5, such that one address register is used to access all array
references of each array (Table 1). This is a worst case scenario which reveals
the improvement resulting from the LRO algorithm. This table also shows an
estimate of the number of times when DGφ is a tree during the live range growth
process. These preliminary results indicate that this may be a frequent situa-
tion in embedded applications. We acknowledge that measuring the final cycle
count would be more realistic, but unfortunately at this point we do not have
a complete retarget of the IMPACT architecture to a real-world DSP proces-
sor. On the other hand, DSP compilers have few address registers available and
some of them are used to perform other tasks (e.g. stack access), such that only
very few are left for address register allocation. In this case, the above scenario
approaches what occurs in many real situations. Notice from Table 1, that the
improvement due to the LRO algorithm is typically one less update instruction
in the loop body, what considerably improves loop performance, particularly for
tight inner loops found in many critical signal processing applications.

Even more relevant, these numbers also reveal that the TH heuristic that we
proposed in [7] results in near optimal allocation.

7 Conclusions and Future Work

This paper addresses the problem of allocating address registers to array refer-
ences in loops of embedded programs. It is based on a previous work that assigns
address registers to live ranges by merging ranges together. The contributions
of this work are two. First, it proves that the optimal merge of address register
live ranges is an NP-hard problem. Second, it proves the existence of an optimal
linear-time algorithm to merge live ranges when the dependency graph formed
by the set of φ-equations on the references is a tree.

A full evaluation of this technique on a real-world DSP running a wide set
of benchmarks is under way. We are also working to add support to new DSP
features. One example is the support to modify registers. This kind of register is
present in many DSPs and we intend to use them to increment address registers
by values greater than one, incurring in no additional cost. By doing so, we
can avoid issuing some update instructions and, as a consequence, decrease the
update instruction overhead.

Acknowledgments. This work was partially supported by CNPq (300156/97-
9), ProTem CNPq/NSF Collaborative Research Project (68.0059/99-7) and by
fellowship grants CNPq (141710/2000-4) and (141958/2000-6). We also thank
the reviewers for their comments.

5 Only those loops which make access to arrays have been considered.
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Abstract. We present an automatic approach for prefetching data for
linked list data structures. The main idea is based on the observation
that linked list elements are frequently allocated at constant distance
from one another in the heap. When linked lists are traversed, a regular
pattern of memory accesses with constant stride emerges. This regularity
in the memory footprint of linked lists enables the development of a
prefetching framework where the address of the element accessed in one
of the future iterations of the loop is dynamically predicted based on its
previous regular behavior.
We automatically identify pointer-chasing recurrences in loops that ac-
cess linked lists. This identification uses a surprisingly simple method
that looks for induction pointers — pointers that are updated in each
loop iteration by a load with a constant offset. We integrate induction
pointer prefetching with loop scheduling. A key intuition incorporated
in our framework is to insert prefetches only if there are processor re-
sources and memory bandwidth available. In order to estimate available
memory bandwidth we calculate the number of potential cache misses in
one loop iteration. Our estimation algorithm is based on an application
of graph coloring on a memory access interference graph derived from
the control flow graph. We implemented the prefetching framework in
an industry-strength production compiler, and performed experiments
on ten benchmark programs with linked lists. We observed performance
improvements between 15% and 35% in three of them.

1 Introduction

Modern computers feature a deep memory hierarchy. The data move from main
memory to processor register files through a number of levels of caches. Prefetch
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1 max = 0;
2 current = head;
3 while(current != NULL) {
4 if(current -> key > max)
5 max = current -> key;
6 current = current -> next;
7 }

1 max = 0;
2 current = head;

tmp = current;
3 while(current != NULL) {
4 if(current -> key > max)
5 max = current -> key;
6 current = current -> next;

stride = current - tmp;
prefetch(current + stride*k);
tmp = current;

7 }

Fig. 1. A pointer-chasing loop that scans a linked list without and with prefetching.

mechanisms can bring data into the caches before it is referenced. These mecha-
nisms rely on the spatial and temporal locality of data that naturally occurs in
regular programs. However, for irregular, pointer-based applications, prefetching
is often less effective. Some critical issues that make the prefetching of pointer-
based data more difficult include:

1. Pointer-based applications display poor spatial and temporal locality. Unlike
array elements, consecutive data elements of a pointer-linked data structure
do not necessarily reside in adjacent memory locations. Also, references to
many unrelated data locations often intervene between reuses of linked list
elements.

2. In general, the address of a data element accessed in iteration i is not known
until iteration i − 1 is executed, and thus cannot be prefetched in advance.
This address dependence is known as the pointer-chasing problem.

3. Most pointer-based data structures are allocated in heap memory. Because
the heap is typically a large memory space, and these structures can be
anywhere in that space, heap allocation makes it difficult for compilers to
reliably predict cache misses or perform reuse analysis. Ad-hoc generation of
prefetches may result in performance degradation due to increased memory
traffic and cache pollution.

Prefetching in conjunction with software pipelining has been successfully
used in optimization of numerical loops [12]. In this work we perform induction
pointer prefetching to optimize pointer chasing loops. Our objective is to use in-
duction pointer prefetching to improve the software pipelining initiation interval
and to prevent the software pipeline from being disrupted because of primary
cache misses. Usually, the scheduler builds the software pipeline optimistically
assuming cache hit load latencies. If a load misses in the cache, the pipeline is
disrupted and loses its efficiency.

The induction pointer prefetching identifies induction pointers in pointer-
chasing loops and generates code to compute their memory access stride and to
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prefetch data. A loop contains a recurrence if an operation in the loop has a
direct or indirect dependence upon the same operation from some previous iter-
ation. The existence of a recurrence manifests itself as a cycle in the dependence
graph. A pointer-chasing recurrence is a recurrence that only involves loads with
constant offset and copy operations. We call the addresses used by loads involved
in the pointer-chasing recurrences induction pointers. For instance, in the exam-
ple in Figure 1, current is an induction pointer. The term comes from the fact
that such loads are similar to induction variables in that the address for the
load in the next iteration is provided by the execution of the load in the current
iteration.

Our prefetch method is motivated by the observation that, although the el-
ements of a linked list are not necessarily stored contiguously in memory, there
tends to be a regularity in the allocation of memory for linked lists. If the com-
piler is able to detect a linked list scanning loop, it can assume that the accesses
to the list elements generate a regular memory reference pattern. In this case,
the address of an element accessed in iteration i+ k is likely to be the effective
address of the element accessed in iteration i plus k ∗S, where S is the constant
address stride. The compiler can then insert code that dynamically computes
the stride S for induction pointers. Figure 1 shows a pointer chasing loop that
scans a linked list before and after prefetch insertion. See [19] for the actual
intermediate code used for prefetching.

Once the memory access stride of induction pointers is identified, data whose
addresses are computed relative to the induction pointers are speculatively pre-
fetched. The prefetch instructions issued do not cause exceptions and even if
their address is mispredicted the program correctness is preserved. We perform a
profitability analysis to establish whether prefetching is beneficial. Prefetching is
only performed if the analysis indicates that there are unused processor resources
and memory bandwidth for it. Our profitability analysis compares the upper
bounds on the initiation rate imposed by data dependency constraints and by
processor resource constraints. To prevent processor stalls due to prefetching,
we also estimate the number of outstanding cache misses in any iteration of the
loop. We avoid prefetching when this number exceeds the maximum number
supported by the processor.

This paper addresses the set of open questions listed below. Although the
problem of prefetching induction pointers, with and without hardware support,
has been studied before (see Section 5), to the best of our knowledge the frame-
work presented in this paper is the first that relies exclusively on compiler tech-
nology:

– How to identify pointer-chasing recurrences using a low complexity algo-
rithm? (see Section 2.1)

– How to decide when there are enough processor resources and available mem-
ory bandwidth to profitably prefetch an induction pointer? (see Section 2.5)

– How to efficiently integrate induction pointer prefetching with loop schedul-
ing based on the above profitability analysis? Such integration becomes com-
plex for pointer chasing loops with arbitrary control flow. (see Section 3)
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– How to formulate, algorithmically, the problem of maximizing the use of
cache-memory bandwidth in non-blocking cache systems that support mul-
tiple outstanding cache misses? (see Section 2.4)

– How well does speculative prefetching of induction pointers work on an
industry-strength state-of-the-art optimizing compiler? (see Section 4)

We describe our profitability analysis in section 2 and the prefetch algorithm
in section 3. We present the wall-clock execution time measurements and the
variation in the number of cache misses and TLB misses incurred with and
without prefetching in section 4. Finally we discuss related research in section 5.

2 Induction Pointer Identification and Profitability
Analysis

Ideally, we would like speculative prefetching to never cause any performance
degradation. Induction pointer prefetching may lead to performance degradation
as a result of one of the following: increased processor resource requirements
(computation units, issue slots, register file ports, etc); increased memory traffic
due to potential fetching of useless data; increased instruction cache misses; and
potential displacement of useful data from the cache.

Our profitability analysis addresses the problems of not degrading perfor-
mance due to the increase in required processor resources and in the memory
traffic. In our experience, pointer chasing loops are short, therefore instruction
cache misses are not an important concern. In our current implementation, the
profitability analysis does not take into account the cache pollution problem.
Nonetheless the effects of cache pollution are reflected in the results presented
in Section 4.

The execution time of a loop is determined by the rate at which iterations can
be initiated. We attempt to avoid performance degradation by estimating the
constraints imposed by processor resources and by recurrent data dependencies
on the initiation rate of each loop. Based on these constraints we decide when
we should prefetch for a given induction pointer.

The initiation interval (II) of a loop with a single control path is defined as
the number of clock cycles that separate initiations of consecutive iterations of
the loop. The minimum initiation interval (MII) defines an upper bound on the
initiation rate of instructions in a loop. The MII is computed as the maximum
of recurrence MII and the resource MII [5].

In loops with multiple control paths, the interval between consecutive execu-
tions of any given operation depends on the control path executed in each iter-
ation, and may change from iteration to iteration. A conservative upper bound
on the initiation rate of an operation L corresponds to the maximal MII of all
control paths that execute L.

We base our decision to prefetch data for a load instruction that belongs
to an induction pointer recurrence on three estimates: (1) an estimate of the
conservative upper bound on its initiation rate; (2) an estimate of the potential



Speculative Prefetching of Induction Pointers 293

node = ptr->next;
ptr = node->ptr;

r1 <- load r2, offset_next
r2 <- load r1, offset_ptr

(a) (b)
father = father->pred r2 <- r1

r1 <- load r2, offset_pred
(c) (d)

Fig. 2. Examples of code occurring in pointer-chasing loops.

increase in cache misses; and (3) an estimate of the potential resource usage
increase. Prefetching is deemed profitable if (i) it does not decrease the conser-
vative upper bound on load’s initiation rate, and (ii) a potential extra cache miss
caused by the prefetch does not result in a stall of the cache fetching mechanism.

2.1 Identification of List Traversing Circuits

We identify circuits in the data dependence graph of a loop that are indicative
of a linked list being traversed. Consider the code statements shown on Figure 2
(a) and (c) that are often used to traverse linked lists. These statements are
translated by the SGI compiler into the corresponding assembly sequences shown
on Figure 2 (b) and (d). Our key observation is that a circuit formed exclusively
by loads (with some offset) and copy instructions is likely to be a pointer-chasing
circuit.

We used the two patterns shown in Figure 2 for identification of the pointer-
chasing circuits. Conceptually our algorithm finds all the elementary circuits
in the loop’s data dependence graph using Tarjan’s algorithm [20] and then
finds those circuits consisting exclusively of loads with constant offsets and copy
instructions. Enumerating all circuits can be exponential in a general graph.
Our implementation avoids enumeration by identifying only the pointer-chasing
circuits. This has one important implication for the efficiency of our implemen-
tation: Tarjan’s algorithm’s complexity is O(N ∗ E ∗ C), where N and E are
respectively the number of nodes and the number of edges in the data depen-
dence graph, and C is the number of elementary circuits. Since in practice loops
tend to have very few pointer-chasing circuits (one in most cases), our imple-
mentation practically achieves O(N ∗ E) complexity.

The initiation rate of operations in list traversing circuits is bounded by
induction pointer recurrences and the resource usage. A precise determination of
the such bound should match each control path with recurrences that it executes.
However, such matching is expensive. Instead, we consider that the initiation rate
of an operation is limited by the most resource constrained control path in which
this operation executes, and by the most constraining recurrence to which this
operation belongs.
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2.2 Recurrence Bound on the Initiation Rate

The recurrence minimum initiation interval (recMII) of a loop is a lower bound
imposed on the MII by recurrences (cyclic data dependences) among operations
from multiple iterations of the loop. In classical software pipelining the recMII for
a recurrence c is given by the quotient of the sum of the latencies of the operations
in c, latency(c) and the sum of the iteration distances of the operations in c,
iteration distance(c) [5,15]. The iteration distance of each dependence in c is
equal to the number of iterations separating the dependent operations.

recMII(c) =
⌈

latency(c)
iteration distance(c)

⌉
When a loop L has a single control path, the recMII for the loop is computed
by taking the maximum of the recMII(c) over all the elementary circuits in the
data dependence graph of the loop.

In this framework we are also interested in prefetching in loops that have
multiple control paths. Therefore we must extend the concept of recMII to suit
our purposes. To this end we define the recMII associated with each instruction
L in the loop, recMII(L). Instead of all recurrences in the loop, the recMII(L)
considers only the recurrences in which L participates. Therefore recMII(L) is
the maximum of recMII(c) among all recurrences that execute L, and defines
a conservative bound on the initiation rate of instruction L.

recMII(L) = max
c|L∈c

{recMII(c)}

When computing latency(c) we assume that the loads in a pointer chasing re-
currence incur cache misses. As prefetches are added, the prefetched loads are
optimistically upgraded to cache hits, and the value of latency(c) is recomputed.
Therefore prefetching a load L reduces the recMII(c) for all the recurrences that
contain the load L.

2.3 Resource Bound on the Initiation Rate

The resource usage of the operations along a control path of a loop imposes an-
other upper bound on the rate at which operations in that path can be initiated,
the resource minimal initiation interval (resMII). The usage of each resource in
a control path is calculated by adding the resource usage of all operations in
that path. A conservative bound on the initiation rate of operation L in basic
block B is the maximum over lower bounds imposed by resource usage in each
control path that executes B:

resMII(L) = resMII(B) = max
p|B∈p

resMII(p)}, L ∈ B

where resMII(p) is the resource imposed lower bound on the instruction initi-
ation rate in the control path p.
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The resMII(B) for each basic block is computed using the DAG longest
path algorithm [4] on the control flow graph (CFG).1 Each vertex in the CFG
represents a basic block B. We associate a vector of weights, w(B) to each basic
block. Each element of w(B) represents the usage of a processor resource by the
basic block B. The longest path for a given processor resource r is the one that
uses r the most. The resMII(B) is given by the maximum longest path over all
processor resources.

2.4 Cache/Memory Available Bandwidth

We define the available memory bandwidth of a basic block B,M(B), as the num-
ber of additional memory references that can be issued in B without decreasing
the initiation rate of operations in the loop. As with processor resources, we use
a conservative estimate of available memory bandwidth. M(B) is defined as the
minimum available bandwidth over all control paths that execute B:

M(B) = min
p:B∈p

{M(p)}

To compute the available memory bandwidth of a control path p, M(p), we
estimate the number of potential cache misses, m(p), in each path p of the loop.
The available memory bandwidth of p is a function of m(p) and the number
of outstanding misses that the processor can have before it stalls, k. In our
experiments we defined the available memory bandwidth of a control path p as
the difference between the two: M(p) = k −m(p).

2.5 Prefetch Profitability Condition

Given a basic block B that contains a memory reference L that is part of a
pointer-chasing recurrence, the decision to prefetch for L is based on the prefetch
profitability condition below:

Condition 1 (Prefetch Profitability) Prefetching for a load L in a basic
block B is considered profitable if the following condition holds:(

resMIIP (L) ≤ recMIIP (L)
) ∧ (M(B) > 0)

where resMIIP (L) and recMIIP (L) are the resource and recurrence conserva-
tive lower bounds on initiation interval for the load L after the prefetch sequence
is inserted in the code, and M(B) is the available memory bandwidth of the basic
block B before the prefetch sequence is inserted in the code.

Condition 1 states that prefetching for a load L in a basic block B is prof-
itable only if the initiation rate of L is still limited by recurrences in the data
dependence graph and the potential cache miss introduced by the prefetch will
1 We do not consider the loop’s back edge when applying the longest path algorithm to

the CFG. As a consequence, our current implementation of the profitability analysis
ignores the use of processor resources carried over iterations.
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DoPrefetch(P, E, V )
1. C ← pointer-chasing recurrences;
2. R← Prioritized list of induction pointer loads in C;
3. N ← Prioritized list of field loads (not in C);
4. O ← R+N
5. Mark each o in O as a cache miss;
6. for each L in O, L ∈ B
7. do if recMIIP (L) ≥ resMIIP (B) and S(B) > 0
8. then add prefetch for L to B;
9. mark L as cache hit;
10. endif
11. endfor

Fig. 3. Prefetch algorithm.

not block memory fetching from the cache. This is a conservative approach be-
cause, even when there is no available bandwidth between the cache and the
main memory, prefetching at the correct address could improve performance by
starting memory accesses earlier.

2.6 Prefetching Field Loads

Prefetching for an induction pointer load enables prefetching of [field loads. Field
loads access memory through induction pointers but are not part of the re-
currence cycles. Prefetching for the load of an structure field does not require
additional address computations. Although prefetching of fields does not affect
recurrences, it may still be beneficial to prefetch data for field loads because such
prefetches will allow for the overlapping between memory accesses to fields and
other computations performed by the loop. Prefetching of field loads is consid-
ered profitable if there are enough unused processor and memory resources for
such prefetching in every affected control flow path. A field load prefetch is is-
sued only if the field is not expected to lie in the same cache line as its induction
pointer (see Section 3.1).

3 Prefetch Algorithm

The goal of the prefetch algorithm is to introduce prefetching whenever the extra
usage of resources does not reduce the initiation rate of operations in the loop
beyond the constraint imposed by loop recurrences.

We prioritize the loads in pointer-chasing recurrences (step 2-4 in Figure 3)
according to the frequency of execution of the basic blocks to which they belong.
In step 5 we mark the loads in the list O as cache misses. Observe that once a
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pointer-chasing recurrence is identified, it is reasonable to predict that without
prefetching the loads of such pointers will result in cold cache misses.2

For each load operation L in the priority list, we compute the available
memory bandwidth of basic block B to which L belongs, M(B). If M(B) is
greater than zero, it means that a new cache miss caused by the prefetch
instruction will not cause the processor to stall. Therefore there is unused
memory bandwidth available for a prefetch instruction. In this case we insert
the prefetch operations in B and compute recMIIP (L) and resMIIP (L). If
recMIIP (L) ≥ resMIIP (L), whenever the loop executes L, its initiation rate
is still constrained by the recurrences and not by resource usage. In this case
we mark L as a cache hit for future memory bandwidth availability estimates,
otherwise we remove prefetch operations from B.

Inserting prefetch operations for a load L in a basic block B may change the
resource usage and the memory bandwidth availability for all basic blocks that
share a control path with B. It also changes the recMII of recurrences to which
L belongs. Therefore these quantities must be recomputed for each operation
that we consider for prefetching.

3.1 Computation of the Memory Bandwidth Availability

The available memory bandwidth of a basic block B of a loop, M(B), is a
function of the maximum number of cache misses that may occur on any of the
control paths that execute B. Observe that the available memory bandwidth of
all operations that lie on the same control path changes when a prefetch sequence
is inserted in the path. We estimate the number of cache misses that can occur
in one iteration of the loop based on the coloring of the cache miss interference
graph.

Definition 1. The miss interference graph is an undirected graph G(V,E)
formed by a set of vertices, V , representing the memory operations in the loop,
and a set of edges, E, representing the interference relationship between the
memory operations. Two memory operations interfere if they may both cause a
cache miss in the same loop iteration.

When the cache miss interference graph is colored, memory operations that in-
terfere with each other are assigned distinct colors. Thus, the minimum number
of colors necessary to color the miss interference graph corresponds to the max-
imum number of misses that may occur in one iteration of the loop, regardless
of the control path executed by that iteration.

We use the following set of heuristic interference rules to build the miss
interference graph:

– memory references that are relative to a global pointer do not interfere with
any other memory references (we assume that they hit in the cache);

2 Some exceptions to this rule include inner loops traversing short linked lists, or
circular pointer chasing structures. Our framework does not attempt to identify
such situations.
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– memory references that are relative to the stack pointer do not interfere with
any other memory references (we assume that they hit in the cache);

– memory references where the memory address is loop invariant do not inter-
fere with any other memory references;

– two memory references at address base + constant offset do not interfere
if the bases are the same and the difference in their offsets is less than K,
where K is a parameter in our algorithm (we used K = 32, i.e. the cache line
size).

– two memory references that are executed in mutually exclusive control paths
do not interfere with each other.

The available memory bandwidth for a basic block B, is M(B) = k − N ,
where N is the number of distinct colors necessary to color the set of loads in
B and all its adjacent nodes in the cache miss interference graph, and k is the
number of outstanding cache misses that the processor can support before it
stalls.

4 Performance Evaluation

In order to evaluate our prefetch technique, we have collected 10 programs that
spend a significant portion of its execution time executing loops that traverse
linked lists. Our test suite includes two SPEC CINT95 benchmarks (126.gcc
and 130.li), seven SPEC CINT2000 (181.mcf, 197.parser, 300.twolf, 175.vpr,
253.perlbmk, and 254.gap) and two applications (mlp is a perceptron simula-
tor and ft is a minimum spanning tree algorithm). For the benchmarks in the
SPEC benchmark suite we used the reference input. Table 1 shows the execution
time of each program using three prefetch strategies: no prefetching, prefetching
without profitability analysis (all induction pointers in all pointer chasing loops
are prefetched), and induction pointer prefetching with the profitability analysis.

Preliminary evaluation results show that (1) identification of the induction
pointers is a good basis for prefetching; (2) the prefetching technique presented
in this paper achieves good speedups for programs that spend significant time
in pointer chasing loops; and that (3) balancing the loop recurrences and the
processor resource usage is necessary in order for prefetching to be effective.

4.1 Experimental Framework

We implemented our prefetch framework in the SGI MIPSpro Compiler suite.
This suite consists of highly-optimizing compilers for Fortran, C, and C++
on MIPS processors. It implements a broad range of optimizations, including
inter-procedural analysis and optimization, loop nest rearrangement and paral-
lelization, SSA-based global optimization, software pipelining, global and local
scheduling, and global register allocation [3,10,17].

We performed our experiments on an SGI Onyx machine with a 195 MHz
MIPS R10000 processor, 32 KB, two-way associative, non-blocking, primary
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Table 1. Execution time in seconds with and without prefetching.

Execution Time Performance Improvement
Benchmark No No Prof. With Prof. No Prof. With Prof.

Prefetch Analysis Analysis Analysis Analysis
181.mcf 3,396 sec. 2,854 sec. 2,699 sec. 16.0 % 20.5 %

ft 517 sec. 436 sec. 333 sec. 15.6 % 35.5 %
mlp 632 sec. 580 sec. 538 sec. 8.3 % 14.9 %

175.vpr 1,771 sec. 1,765 sec. 1,761 sec. 0.3 % 0.6 %
130.twolf 2,540 sec. 2,657 sec. 2,531 sec. -4.6 % 0.4 %
254.gap 1,174 sec. 1,226 sec. 1,207 sec. -4.4 % -2.8 %
130.li 285 sec. 293 sec. 292 sec. -2.8 % -2.5 %

253.perlbmk 2,062 sec. 2,131 sec. 2,104 sec. -3.3 % -2.0 %
197.parser 2,180 sec. 2,245 sec. 2,189 sec. -3.0 % -0.5 %
126.gcc 122 sec. 123 sec. 122 sec. -0.7 % -0.1 %

cache and 1MB secondary cache. We measured wall-clock time for each bench-
mark under the IRIX 6.5 operating system with the machine running in a single
user mode. The results reported are an average of three runs, and there was no
noticeable difference on the measurements obtained in each of the three separate
runs of the benchmarks.

Implementing our prefetch technique for an out-of-order processor such as
the MIPS R10000 processor has advantages and disadvantages. The out-of-
order scheduler of the MIPS R10000 dynamically pipelines loops that cannot
be pipelined by existing compilers. Pipelining these loops is essential in order for
the improved iteration rate with prefetching to be reflected in the performance
of the code. On the other hand, the out-of-order issuing of instructions makes
the measurement of performance difficult for two reasons: first, the dynamic
scheduler may move prefetches closer to their target loads reducing prefetch
efficiency; second, an out-of-order processor can reorder memory accesses, and
therefore affect the cache miss behavior.

Finally, the prefetch distance in our experiments has been set to prefetch
2 iteration in advance. We found that this distance is the most effective for
improving the L1 cache performance. Prefetching 1 iteration in advance, on the
other hand, reduces performance penalty when prefetching is counterproductive.

4.2 When Pointer Prefetching Works

The prefetching algorithm presented in this paper achieved significant (over 15%)
improvement in performance of the mcf, ft, and mlp (with a remarkable 35% for
ft) on top of all the standard optimizations of an industry-strength compiler.

We noticed that a very small number of loops are responsible for most of
the performance gain in those programs. For example, in the mcf, a single loop
accounts for 40% of the program execution time. This loop has two induction
pointers and both of them access memory locations at regular intervals that
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exceed the cache line size. The iteration count of this loop is comparatively large,
up to 400 iterations, and the control path taken most often is constrained by
the pointer chasing recurrence. Prefetching is very effective in hiding this loop’s
primary cache miss latencies and has a significant impact on its performance.
ft spends about 80% of its time in a loop that traverses a linked list of vertices
of a graph. No other computation is done in that loop and the loop’s initiation
rate is constrained only by the pointer-chasing recurrence. The mlp program has
two linked list loops where the majority of the execution time is spent. One
of these loops updates the weights of the synapses of neurons in a multi-layer
perceptron, while the other updates the gradient used to back-propagate the
output error. The initiation rate of these loops is constrained by the pointer
chasing recurrences. The trip count is moderate, 25 iterations on average, but
large enough that prefetching makes a significant difference.

4.3 When Pointer Prefetching Does Not Help

On the other hand, speculative induction pointer prefetching is not as effective
in a number of programs. The two main reasons for this are: (1) short loop trip
counts, and (2) irregular memory access pattern caused by the control flow in
the loop. In such cases, our profitability analysis has been effective in keeping
the negative impact of prefetching reasonably small.

For example, although the gcc extensively uses linked lists, prefetching does
not have significant impact because those lists are short and rarely suffer primary
cache misses. li spends much of its time in a number of pointer chasing loops
that operate on trees. Tree traversal using loops rather than recursive function
calls resembles the traversal of linked lists. Tree traversal does not have stride
regularity though, and speculative prefetching is counterproductive (we mea-
sured a 2.5% performance degradation and 20% increase in the number of cache
misses when prefetching is added). Another program, parser, has a number of
linked-list loops. However, these lists are either hash table lists (randomly placed
in memory), or their location in memory is randomized by the memory alloca-
tor. Thus prefetching is ineffective and results in moderately higher L1 cache
misses and TLB misses. Nonetheless, with profitability analysis the performance
degradation for parser is only 0.5%.

These results suggest an improvement to our method of identification of
memory references with potentially regular stride: complex control flow in a
loop is a good indication that the stride may be irregular and prefetching must
be avoided. This is subject for future work. On the other hand, use of profiling
information would also be helpful in identifying loops with irregular strides or
short trip counts.

5 Related Work

Compiler prefetching for array-based numeric applications takes advantage of
the data locality and of the compiler ability to analyze numerical loops [12].
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Application of prefetching to dynamically allocated irregular data structures
is more difficult. Such data structures can not be efficiently analyzed by the
compiler with respect to locality. Therefore in order for prefetching to be effective
it is often necessary to speculatively predict addresses to drive prefetching. Many
prefetching techniques have been proposed that try to address these problems.

Mowry and Luk use profiling information to identify potential cache
misses [13]. Ozawa et al. develop a compiler analysis combined with instruction
scheduling based on the observation that certain kinds of memory references
that represent a small fraction of static instructions tend to be responsible for
the majority of cache misses [14]. Finally, Lipasti et al. use the fact that often
the data at an address passed as a parameter to a function call suffers a cache
miss to issue prefetch for such cases [8].

Address speculation has typically been used in hardware prefetching schemes.
As in this work, they exploit the fact that often the addresses referenced by loads
and stores follow an arithmetic progression. By keeping track of the last effective
address and of the address stride, previously unseen addresses are speculatively
predicted [1,6,7]. In particular, Selvidge [18] and Mehrotra [11] noticed the reg-
ularity in memory streams generated by linked list accesses. A similar hardware
approach is to reproduce the address generation process in hardware and to
perform it in advance of other computations [16].

Our approach is different from the one proposed by Luk and Mowry both in
the identification of pointer chasing loops and in the implementation of prefetch-
ing [9]. They use high level declarations to identify Recursive Data Structures
(RDS) and points-to analysis to detect when a pointer to a record is assigned a
value that was obtained from the dereference of a pointer to the same record.
The implementation of such induction pointer identification requires high-level
information from the compiler front-end, and expensive pointer analysis for iden-
tifying a recursive data structure traversal. Their approach does not allow the
application of prefetching exclusively to linked list traversals. In contrast our
technique to identify induction pointers detects recurrence cycles associated with
pointer-chasing. The complexity of our induction pointer detection is O(n2) in
the number of nodes in the DDG of a loop, and thus is not nearly as complex as a
points-to analysis. Notice that for the case of regular strides, Luk and Mowry’s
data linearization scheme requires that the data be re-mapped to contiguous
memory location in order to use pointer arithmetic to compute the addresses.
In our framework no data re-mapping is required.

Chilimbi, Hill, and Larus propose the use of cache-conscious data structures
to improve the caching of pointer-based data structures. They propose to improve
locality by re-engineering the allocation of such structures [2].

6 Conclusion

Prefetching for pointer-based applications has been recognized as a difficult prob-
lem because the compiler does not know what to prefetch and when to do so.
In this paper we present a compiler prefetch method that is applicable to linked
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lists. We identify candidates for prefetching as data accessed through induction
pointers and propose a profitability analysis which effectively determines when
such prefetching will be beneficial. The prefetch technique presented in this paper
is remarkably simple and quite effective for some benchmarks, resulting in gains
in performance of 15-35% over their performance after standard compiler opti-
mizations, while displaying minimal performance degradation for others. This
simplicity — a small set of extra instruction for dynamic address calculation,
no data remapping, and no hardware support — allowed for an effective imple-
mentation in an industry-strength compiler. Moreover, there was no noticeable
change in the time required to compile the benchmarks that we tested when the
prefetch analysis was executed. Thus, with our framework, a compiler optimiza-
tion option can be implemented in existing compilers. Such a option would allow
existing processor architectures to deliver significant speedup for programs that
access data structures with regular stride.
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Abstract. Root scanning is the task of identifying references to heap objects
that are stored outside of the heap itself, in global and local variables and on
the execution stack. Root scanning is particularly difficult within an incre-
mental garbage collector that needs to be deterministic or give hard real-
time guarantees. Here, a method that allows exact root scanning is presen-
ted. The basic idea is to ensure that copies of all root references exist on the
heap whenever the garbage collector might become active. This approach
reduces the root scanning phase of the garbage collection cycle to an effi-
cient constant-time operation. A Java virtual machine and a static Java byte-
code compiler that use this technique have been implemented and analysed
using the SPECjvm98 benchmark suite. This Java implementation allows
for deterministic memory management as needed in real-time systems that
is difficult to achieve with traditional methods to perform root scanning.

1 Introduction

With the rising popularity of modern object-oriented programming languages like
Java [1] garbage collection has finally been accepted as a means for memory ma-
nagement, even though it typically brings a high degree of indeterminism to the
execution environment. Nevertheless, Java is more and more promoted as a deve-
lopment tool even for real-time critical systems that require deterministic
execution [2, 3].

The indeterminism of garbage collection has two aspects: the garbage collec-
tor causes pauses that are hard to predict while the automatic detection of free
memory makes predictions on the memory demand of an application difficult.

To avoid long unpredictable pauses caused by the collector, incremental or
concurrent garbage collection techniques are employed [4, 5, 6, 7]. A garbage
collection cycle can be performed in small increments while the main application
executes. Each collection cycle starts with the root scanning phase, during which
all references outside of the heap are detected and the referenced objects on the
heap are marked. This includes references on the local stacks of all threads, in
processor registers and in global variables outside of the heap. After the root scan-
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ning phase, the collector continues by recursively marking objects referenced by
objects that have already been marked. 

The root scanning of the stack of one thread typically requires stopping the
corresponding thread during the time the references are scanned. This can cause
pause times that are too long for time-critical real-time applications that require
short response times. 

In addition to these pause times, there is often not enough information avail-
able on where references are located and which references are live. Conservative
techniques can be employed in this case. Conservative root scanning treats all bit
patterns that happen to represent legal object addresses on the heap as if they were
actual pointers to heap objects. This usually works well since it is unlikely that a
random integer or float value on the stack is a legal object address, but it makes
the memory management completely unpredictable. Another difficulty in this ap-
proach are dangling references that reference objects on the heap, but that repre-
sent dead variables that are no more used by the application.

A deterministic garbage collector that can be used in safety-critical systems re-
quires exact information on the roots. Additionally, an incremental garbage
collector that is to be employed in hard real-time systems has to guarantee that the
pause times for root scanning are bounded and very short.

2 Related Work

Little work has been published in the area of root scanning for real-time garbage
collection, but several papers describe mechanisms for conservative and exact
root scanning.

The application of conservative root scanning in a mostly copying compacting
garbage collector has been presented by Barlett [8]. This collector refrains from
moving an object and changing its addresses if the objects might be referenced
from a conservatively scanned root reference. 

Boehm presents a practical implementation of a conservative garbage collec-
tor for C using conservative root scanning [9] and describes methods that reduce
the likelihood for pointer misidentification during conservative root scanning
[10]. Heap addresses that are found to be referenced by misidentified pointers are
blacklisted, the referenced memory is not used for allocation such that future re-
ferences to these addresses found during conservative root scanning will not
cause the retention of  memory.

Goldberg [11] describes a method for tag-free collection based on an idea by
Appel [12]. AppelÕs approach uses the return address stored in a functionÕs ac-
tivation frame to determine the function an activation frame belongs to. When this
function is known, the types of the variables within the activation frame can be
determined. Goldberg makes use of the fact that in a single-threaded environ-
ment, root scanning might only occur at calls or memory allocations. Additional
information can be associated with each call point that describes a functionÕs fra-
me at this point, taking into account the life span of local variables. On some ar-
chitectures, this can be implemented without a direct runtime cost. Goldberg also
proposes an extension of his approach for multi-threaded environments: If
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garbage collection is needed, all running threads should be stopped at the next
allocation or procedure call.

Diwan et. al. [13] propose the use of  tables generated by an optimizing com-
piler that describe live pointers and values derived from pointers and that allow
the garbage collector not only to find references but as well to update the referen-
ces to compact the heap. For multi-threaded environments, an approach similar to
GoldbergÕs is suggested: when GC is triggered, suspended threads are resumed
such that they reach their next GC-point. The compiler ensures that the time
needed to reach the next GC-point is bounded.

Agesen et. al. [14] compare exact root scanning with the conservative ap-
proach that is typically used in Java implementations. The average reduction in
heap size they achieved when using exact root scanning is 11% for a suite of 19
benchmarks they analysed, while the effect was more dramatic on a few tests.

Stichnoth et. al [15] show that it is even feasible to avoid the need for GC-
points and instead provide exact information on live root references for every ma-
chine instruction generated by a compiler. This avoids the need to resume suspen-
ded threads when garbage collection is triggered. GC maps are needed to hold the
exact information, the space required for theses maps is about 20% of the size of
the generated code.

The disadvantage of all these approaches is that they do not provide means to
avoid the pause time due to root scanning. Dub�, Feeley and Serrano propose to
put a tight limit on the size of the root set such that the root scanning time is limi-
ted [7]. Since this will not be practical for all systems, they propose to scan roots
incrementally, which would require the use of a write barrier for all root referen-
ces and impose a high runtime cost. 

Christopher presented an interesting approach that is based on reference coun-
ting [16] and that avoids the need of scanning root references that are stored out-
side of the heap [17]. The idea is that all objects with a reference count that is
higher than the number of references from other heap objects to this object must
be reachable from a root reference outside the heap. All the objects reachable
from such a root reference are then used as the initially marked set in the marking
phase of the garbage collector. The disadvantage is the high runtime overhead that
is required to keep the reference counts accurate: any assignment between local
reference variables needs to ensure correct adjustment of the reference counts.

3 The Garbage Collector

The technique for root scanning presented here is largely independent of the ac-
tual garbage collection algorithm. The explanation is therefore limited to the de-
scription of the mechanisms relevant for root scanning.  We have implemented an
incremental mark and sweep collector, but the technique might as well be applied
to different incremental garbage collection techniques that have been presented in
earlier publications [4, 5, 6, 7]. For compacting or copying techniques, additional
difficulties might arise when updating of root references is required. The use of
handles would be a solution here.  
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4 Synchronization Points

An important prerequisite for the root scanning technique presented in the next
section is to limit thread switches and garbage collection activity to certain points
during the execution of the application. The idea has been presented earlier [18]
and similar mechanisms have been employed earlier [19]. When synchronization
points are used, thread switching at arbitrary points during the execution is prohi-
bited. Instead, thread scheduling can occur only at synchronization points that are
automatically inserted in the code by the compiler or virtual machine. The imple-
mentation has to guarantee to insert the code required at a synchronization point
frequently enough to ensure short thread pre-emption delays. Since thread swit-
ches are restricted to synchronization points, root scanning might also only occur
at these points. A different thread might run and cause garbage collection activity
only if all other threads are stopped at synchronization points.

A possible implementation of a synchronization point is shown in Listing 1. A
global semaphore is used to ensure that only one thread is running at any time.
This semaphore is released and reacquired to allow a different thread to become
active. The code is executed conditionally to avoid the overhead whenever a
thread switch is not needed. The thread scheduler has to set the global flag syn-
chronization_required whenever a thread switch is needed.

The use of synchronization points has several important effects on the imple-
mentation:

1. The invariants required by an incremental garbage collector do not have to
hold in between two synchronization points. It is sufficient to restore the invariant
by the time the next synchronization point is reached. This gives freedom to opti-
mizing compilers allowing them to modify the code in between synchronization
points, e.g., the compiler might have write barrier code take part in instruction
scheduling (write barrier code is code that has to be executed when references are
modified on the heap such that an incremental garbage collector takes the modifi-
cation into account).

2. Between two synchronization points, no locks are required to modify the
memory graph or global data used for memory management. In the context of au-

...
if (synchronization_required == true) {

...
/* allow thread switch */
V(global_semaphore);
P(global_semaphore);
...

}
...

Listing 1. Code for conditional synchronization point.
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tomatic memory management this affects write barrier code and allocation of
objects that can be performed without the need for locks on the accessed global
data structures since all other threads are halted at synchronization points and are
guaranteed not to modify this data at the same time.

3. Exact reference information is required only at synchronization points since
root scanning can only take place here.

5 Constant Time Root Scanning

The idea presented here is to ensure that all root references that exist have to be
present on the heap as well whenever the garbage collector might become active.
This means that the compiler has to generate additional code to store references
that are used locally on the program stack or in processor registers to a separate
root array on the heap. Each thread in such a system has its own private root ar-
ray on the heap for this purpose. 

All references that have a life span during which garbage collection might be-
come active need to be copied to the root array. Additionally, whenever such a re-
ference that has been stored is not used anymore, the copy on the heap has to be
removed to ensure that the referenced object can be reclaimed when it becomes
garbage. The compiler allocates a slot in the current threadÕs root array for each
reference that needs to be copied to the heap. The root array might be seen as a
separate stack for references.

To ensure that the garbage collector is able to find all root references that have
been copied to the root arrays, it is sufficient to have a single global root pointer
that refers to a list of all root arrays. 

The root scanning phase at the beginning of a garbage collection cycle can be
reduced to marking a single object: the object referenced by the global root poin-
ter. Since all root arrays and all references stored in the root arrays are reachable
from this global root pointer, the garbage collector will eventually traverse all
root arrays and all the objects reachable from the root variables that have been
copied to these arrays. Since all live references have been stored in the root ar-
rays, all local references will be found by the garbage collector.

The effect of this approach is that the root scanning phase becomes part of the
garbage collectorÕs mark phase: While the collector incrementally traverses the
objects on the heap to find all reachable memory it incrementally traverses all
root references that have been stored in the root arrays.

To maintain the incremental garbage collectorÕs invariant, it is important to
use the required write barrier code when local references are stored into root ar-
rays. 

Another minor problem are root references in global (static) variables. A
simple solution is to store all static variables on the heap in a way that they are
also reachable from the global root pointer. If this is not possible, a possible solu-
tion could be to always keep two copies of all static variables, one copy at the ori-
ginal location and another one in a structure on the heap that is reachable from the
global root reference.
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6 Saving References in Root Arrays

Saving local references in root arrays on the heap is performance critical for the
implementation: Operations on processor registers and local variables in the stack
frame are very frequent and typically cheap. Storing these references in the root
arrays and executing the write barrier typically requires several memory
accesses and conditional branches. To achieve good performance the number of
references that are saved to the heap must be as small as possible.

The garbage collector might become active at any synchronization point.
From the perspective of a single method, the collector might as well become ac-
tive at any call, since the called method might contain a synchronization point. It
is therefore necessary to save all local references whose life span contains a syn-
chronization point or a call point. For simplicity of terms, synchronization points
and call points will both be referred to as GC-points in the following text.

It is not clear when the best time to save a reference would be. There are two
obvious possibilities:

1. Late saving: All references that remain live after a GC-point are saved di-
rectly before the GC-point. The entry of the root array that was used to save the
reference will then be cleared right after the GC-point. 

2. Early saving: Any reference with a life span that stretches over one or
several GC-points is saved at its definition. The saved reference is cleared at the
end of the life span, after the last use of the reference. Note that a life span might
have several definitions and several ends, so code to save or clear the reference
will have to be inserted at all definitions and ends, respectively.

It is not obvious which of these two strategies will cause less overhead. Early
saving might cause too many references to be saved, since the GC-points within
the life span might never be reached, e.g., if they are executed within a condi-
tional statement. Late saving might avoid this problem, but it might save and re-
lease the same reference unnecessarily often if its life span contains several GC-
points that are actually reached during execution.

A third possibility analysed here is a mixture between early and late saving,
which can be done as follows:

3. Mixed: Since synchronization points that use a conditional statement like
the one shown in Listing 1 are executed only when a thread switch is actually
needed, it makes sense to use late saving for life spans that only contain synchro-
nization points but no call points. In this case, the saving of the reference in the
root array before the thread switch and the clearing of the entry in the root array
when execution of the current thread resumes can be done conditionally within
the synchronization point, as shown in Listing 2. Whenever a life span contains
call points, early saving is used since it is likely that one of the call points is ac-
tually executed and requires saving of the variable.

7 The Jamaica Virtual Machine

Jamaica is a new implementation of a Java virtual machine and a static Java com-
piler that provides deterministic hard real-time garbage collection. Root scanning
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is done as just described: The compiler generates additional code to save live re-
ferences that survive GC-points into root arrays on the heap. There is only a
single global root pointer, and the garbage collectorÕs root scanning phase is re-
duced to marking the single object that is referenced by the global root pointer.

Other aspects of the implementationÕs garbage collector have been described
in more detail in earlier publications [20, 21]: An object layout that uses fixed size
blocks is used to avoid fragmentation. The garbage collection algorithm itself
does not know about Java objects, it works on single fixed size blocks. It is a
simple Dijkstra et. al. style incremental mark and sweep collector [4]. A refe-
rence-bit-vector is used to indicate for each word on the heap if it is a reference,
and a colour-vector with one word per block is used to hold the marking informa-
tion. These vectors exist in parallel to the array of fixed size blocks.

The garbage collector is activated whenever an allocation is performed. The
amount of garbage collection work is determined dynamically as a function of the
amount of free memory in a way that sufficient garbage collection progress can
be guaranteed while a worst-case execution time of an allocation can be deter-
mined for any application with limited memory requirements [22]. This approach
requires means to measure allocation and garbage collection work. The use of
fixed size blocks gives natural units here: the allocation of one block is a unit of
allocation while the marking or sweeping of an allocated block are units of
garbage collection work.

The static compiler for the Jamaica virtual machine is integrated in the Jamai-
ca builder utility. This utility is capable of building a stand-alone application out
of a set of Java class files and the Jamaica virtual machine. The builder optional-
ly does smart linking and compilation of the Java application into C code. The
compiler performs several optimizations similar to those described in [23]. The
generated C code is then translated into machine code by a C compiler such as
gcc.

...
ref := ...;
...
if (synchronization_required == true) {

Save_To_Root_Array(ref);

/* allow thread switch */
V(global_semaphore);
P(global_semaphore);

Clear_From_Root_Array(ref);
}
...
use(ref);
...

Listing 2. Conditionally saving a reference ref at a synchronization point
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8 Write Barrier in Jamaica

The purpose of a write barrier is to ensure that all reachable objects are found by
the incremental garbage collector even though the memory graph is changed by
the application while it is traversed by the collector. Three colours are typically
used to represent the state of objects during a garbage collection cycle: white,
grey and black. White objects have not been reached by the traversal yet. Grey
objects are known to be reachable from root references, but the objects that are di-
rectly referenced by a grey objects might not have been marked yet, i.e., they
might still be white. The incremental garbage collector scans grey objects and
marks all white objects that are reachable from the grey object grey as well. The
scanned object is then marked black.

The write barrier has to ensure the invariant that no black object refers to a
white object (alternative invariants and write barriers have been presented by Pi-
rinen [24]). One way to ensure the invariant is to mark a white object grey when-
ever a reference to the white object is stored in an object. The  marking is typical-
ly done using a few mark-bits that represent the colour of an object. The write
barrier code then sets these bits to the value that represents grey whenever a refe-
rence to a white object is written into a heap object. Card marking has been pro-
posed [25] as an alternative for generational garbage collectors. The heap is divi-
ded into cards of size 2k words, and every card has an associated bit that is set
whenever a reference is stored in a cell of the associated card. This technique
allows the use of very efficient write barriers [26]. 

Using mark bits is very efficient, but it has the disadvantage that finding a grey
object might take time linear in the size of the heap (the mark bits of all objects
need to be tested), and a complete garbage collection cycle might require time
quadratic in the size of the heap. This is clearly not acceptable for deterministi-
cally efficient garbage collection. For the collection cycle to be guaranteed to fi-
nish in linear time, finding a grey object has to be a constant-time operation. A
means to achieve this is to use a linear list of all grey objects. Marking a white ob-
ject grey then involves adding the object to the list of grey objects. 

Listing 3 illustrates the write barrier code that is needed by Jamaica to store a
reference in an object. Nothing needs to be done if a null reference is to be stored.
For non-null references, the colour of the referenced object needs to be checked.

...
if (ref != null) {

Object **colour = adr_of_colour(ref);
if ((*colour)==white) {

(*colour) = greyList;
greyList = ref;

}
}
obj->f = ref;
...

Listing 3. Write barrier code required in Jamaica when storing a reference ref in the field f
of object obj.
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If it is white, the object needs to be marked grey, i.e., added to the list of grey
objects. One word per object is reserved for the colour value. The colours white
and black are encoded using special values that are invalid object addresses. Any
other value represents grey objects, these objects form a linked list with the last
element marked with a special value last_grey that is also no valid object address.

The write barrier code from Listing 3 needs to be executed whenever a refe-
rence is saved in the root array. Listing 4 illustrates the code required to save a
reference in the root array and to release it later.

9 Analysis Using the SPECjvm98 Benchmark Suite

As we have seen above, the best time to save root references is not obvious. To
find a good approach, the tests from the SPECjvm98 [27] benchmark suite have
been analysed using late saving, early saving and mixed. Only one test from the
benchmark suite, _200_check, is not included in the data since it is not intended
for performance measurements but to check the correctness of the implementa-
tion (and Jamaica passes this test). 

For execution, the test programs were compiled and smart linked using the Ja-
maica builder. They were then executed on a single processor (333 MHz Ultra-
SPARC-IIi) SUN Ultra 5/10 machine with 256MB of RAM running SunOS 5.7.

In addition to the performance of Jamaica, the performance using SUNÕs JDK
1.1.8, 1.2 and 1.2.2 [28] and their just-in-time compilers has been measured as
well. However, these values are given for informative reasons only. A direct com-
parison of the garbage collector implementation is not possible due to a number
of fundamental differences in the implementations (deterministic real-time vs.
non-deterministic garbage collection, static vs. just-in-time compilation, etc.).

9.1 When To Save References
First, the implementation was instrumented to count the number of references that

...
/* save ref in root array: */
if (ref != null) {

Object **colour = adr_of_colour(ref);
if ((*colour)==white) {

(*colour) = greyList;
greyList = ref;

}
}
root_array[ref_index] = ref;
...
/* clear ref in root array: */
root_array[ref_index] = ref;
...

Listing 4. Required code to store an object in the root array and to clear the entry.
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are saved during the execution of all seven tests using the three different strate-
gies. The results are presented in Fig. 1.

Late saving of references requires the largest number of references to be
saved. In one test, _213_javac, late saving even lead to intermediate C code that
contained routines that were too large to be handled by the C-compiler on our
system (gcc 2.95.2). The large code overhead makes this approach impractical for
some applications.

Compared to the other strategies, late saving causes a significantly larger
number of references to be saved for all but one test. Since multi-threading does
not play an important role in most of the tests (the only exception being
_227_mtrt), this indicates that many life spans that contain a GC-point cause
several call points to be executed. Execution of several call points might also be
the case if the only GC-point in a life span is a call point that lies within a loop,
while the life span extends over this loop and the single call point is executed
several times at runtime.

Early saving also causes a high number of references to be saved. Obviously,
many references are saved that do not need to be saved and that are handled bet-
ter by the mixed strategy. The reason for this are synchronization points that lie
within the life span, but that only infrequently cause thread switches.

In all cases, the lowest number of references were saved using the mixed sa-
ving heuristic. Compared to late and early saving, the difference is often a drama-
tic reduction of a factor between two and four.

9.2 Runtime Performance
The runtime performance of the tests was analysed next. For these measurements,
the tests were recompiled without the instrumentation that was used in the pre-
vious section to count the number of saved root references. The results of the per-
formance measurements are shown in Fig. 2. For the analysis, the heap size was
set to 32MB for all tests but _201_compress, since it required more memory to
execute it was run with a heap of 64MB. The runtime shown is the real time, it
was measured for three runs of each test. The values shown are the times from the
fastest of these three runs.

In addition to the performance of Jamaica, the performance of SUNÕs JDK
1.1.8, 1.2 and 1.2.2 [28] and their just-in-time compilers has been measured as
well. 

The runtime performance decreases with the number of references saved, hen-
ce the runtime performance of the mixed strategy is best in all cases.

Compared to SunÕs implementation, the performance of the mixed strategy is
similar to that of JDK 1.1.8 or 1.2, while the performance of JDK 1.2.2. was im-
proved significantly. One can expect that better optimization in the compiler
implementation and direct generation of machine code will allow improvement of
the performance of Jamaica as well.

9.3 Runtime Overhead of Root Saving 
With the number of saved variables from Fig. 1 and the measured runtime perfor-
mance shown in Fig. 2 we are able to estimate the runtime overhead of root scan-
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ning. We assume that the cost to save the root references is linear in the number of
references saved. This assumption holds if cache and instruction scheduling ef-
fects are ignored and the likelihood for a reference value to be null or the referen-
ced object to be marked white is the same for the the three strategies late, early
and mixed saving. 

With these assumptions, linear regression analysis can be used to determine
the execution time if no references needed to be saved. Table 1 presents the re-
sults of this analysis. In addition to the estimated execution time with no referen-
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Fig. 1. Number of references saved in root arrays using late saving, early saving or mixed
strategies.
(*) Late saving in this test caused some methods to become too large to be handled by the C-compiler (gcc)
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ces saved, the percentage of overhead root saving imposes as a fraction of total
runtime for all tests and the three strategies has been calculated.

The estimated overhead for root saving ranges from 3.3% up to 30.8% of the
total execution time when the mixed strategy is used, with an average of 11.8%.
The average overheads for late and early saving are significantly higher: 23.7%
and 16.6%. There is only one test in which late saving has a lower overhead than
early saving, _209_db. Mixed has the lowest overhead for all the tests.

The average overhead is fairly high, but one can expect that additional opti-
mizations can help to reduce it further. Program-wide analysis can be employed
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Fig. 2. Runtime performance of the SPECjvm98 benchmarks using Jamaica with late sa-
ving, early saving or mixed strategies and JDK 1.1.8, 1.2 and 1.2.2
(*) Late saving in this test caused some methods to become too large to be handled by the C-compiler (gcc)
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to avoid multiple saving of the same reference in the caller and the callee method.
In addition to that, a more efficient implementation of the write barrier code that
needs to be executed to save a reference will be possible if the implementation ge-
nerates machine code directly. A global register could then be used to always hold
the head of the grey list and another global register might be used to determine the
colour entry associated with each object (the current implementation uses global
variables that need to be read explicitly).

9.4 Memory Footprint
Another important impact of the root saving code is on the code size, which is an
important factor for many applications in embedded systems with limited resour-
ces. The sizes of the executable binary files generated for the tests from the
SPECjvm98 benchmark suite are presented in Fig. 3. The figures are the sizes of
the ÕstripÕped binary files compiled for SPARC/Solaris that were used for the per-
formance measurements in Fig. 2. 

The code size cost of late saving is very significant, the binary files are 35% to
86% larger compared to early and mixed saving. The smallest binary files are
achieved using early saving, while the file sizes for mixed are between 0.2% and
1.7% larger. 

10 Conclusion

A new technique to do exact root scanning in an incremental, deterministic
garbage collected environment has been presented. The technique allows to avoid
the pause times due to root scanning. The root scanning phase of the garbage
collection cycle is reduced to a cheap constant-time operation.

Different strategies to implement the technique have been implemented in a
Java environment and analysed. The performance was compared to current im-
plementations that use non-deterministic garbage collection. It has been shown
that the overhead of the technique is limited and allows performance comparable
to current techniques. It permits a deterministic implementations that will allow
new application domains for garbage collected languages like safety-critical con-
trols with tight hard real-time deadlines.

Benchmark estimated runtime root saving overhead
w/o root saving late early mixed

_201_compress 079.7s 19.6% 13.9% 09.6%
_202_jess 043.9s 25.4% 18.5% 13.3%
_209_db 080.2s 06.6% 13.2% 03.3%
_213_javac 097.2s 0- 09.2% 06.9%
_222_mpegaudio 094.4s 13.9% 12.1% 09.9%
_227_mtrt 051.3s 24.0% 12.1% 09.1%
_228_jack 023.0s 53.0% 37.6% 30.8%
Average 23.7% 16.6% 11.8%

Table 1. Extrapolated runtime without root saving overhead and percentage of runtime
overhead for late, early and mixed saving strategies.
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Abstract. Compilers can exploit knowledge that a variable has a fixed known
value at a program point for optimizations such as code specialization and constant
folding. Recent work has shown that it is possible to take advantage of such
optimizations, and thereby obtain significant performance improvements, even if
a variable cannot be statically guaranteed to have a fixed constant value. To do
this profitably, however, it is necessary to take into account information about
the runtime distribution of values taken on by variables. This information can
be obtained though value profiling. Unfortunately, existing approaches to value
profiling incur high overheads, primarily because profiling is carried out without
consideration for the way in which the resulting information will be used. In this
paper, we describe an approach to reduce the cost of value profiling by making
the value profiler aware of the utility of the value profiles being gathered. This
allows our profiler to avoid wasting resources where the profile can be guaranteed
to not be useful for optimization. This results in significant reductions in both the
time and space requirements for value profiling. Our approach, implemented in
the context of the alto link-time optimizer, is an order of magnitude faster, and
uses about 5% of the space, of a straightforward implementation.

1 Introduction

Compilers can exploit knowledge that an expression in a program can be guaranteed
to evaluate to some particular constant at compile time via the optimization known as
constant folding [14]. This is an “all-or-nothing” transformation, however, in the sense
that unless the compiler is able to guarantee that the expression under consideration
evaluates to a compile-time constant, the transformation cannot be applied. In practice,
it is often the case that an expression at a point in a program takes on a particular value
“most of the time” [5]. As an example, in the SPEC-95 benchmark perl, the function
memmove is called close to 24 million times: in almost every case, the argument giving
the size of the memory region to be processed has the value 1; we can take advantage of
this fact to direct such calls to an optimized version of the function that is significantly
simpler and faster. As another example, in the SPEC-95 benchmark li, a very frequently
called function, livecar, contains a switch statement where one of the case labels,
corresponding to the type LIST, occurs over 80% of the time; knowledge of this fact
allows the code to be restructured so that this common case can be tested separately
first, and so does not have to go through the jump table, which is relatively expensive.
As these examples suggest, if we know that certain values occur very frequently at

R. Wilhelm (Ed.): CC 2001, LNCS 2027, pp. 319–333, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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certain program points, we may be able to take advantage of this information to improve
the performance of the program. This information is given by a value profile, which is a
(partial) probability distribution on the values taken on by a variable when control reaches
the program point under consideration at runtime. Our experience with value-profile-
based optimizations indicate that they can produce significant speedups for non-trivial
programs [15].

Unfortunately, existing approaches to obtaining value profiles tend to be very expen-
sive, both in time and space. For example, in an implementation of “straightforward”
value profiling by Calder et al., executables instrumented for value profiling are more
than 30 times slower, on the average, than the uninstrumented executables. The reason
for this is that their profiling decisions are made without any knowledge of the potential
utility of the profiles, i.e., the ways in which the profiles will be used for optimization.
Our experiments indicate that of all the variables and program points that are candidates
for value profiling in a program, typically only a tiny fraction actually yield value pro-
files that lead to profitable optimizations.1 This means that in value profilers based on
existing techniques, much of the overhead incurred in the course of profiling represents
wasted work.

instrumented/
optimized
executable

control flow
graph

input executable

basic block profile
+

value
profiler

optimizer

estimation
cost/benefit

end
front

instrumented
program

optimized 
program

back
end

Fig. 1. Alto system structure

In this paper, we describe a system that avoids these problems by tightly integrating
the value profiler with the optimizer that uses the results of value profiling (see Figure
1). This gives the value profiler a mechanism for estimating the utility of a value profile
at a given program point, and allows it to identify profiling candidates—i.e., variables
(memory locations, registers) at particular program points—that are clearly not worth
profiling, i.e., that can be guaranteed to not yield optimization opportunities. This is
done both during the instrumentation phase, when the profiler decides where to insert

1 A significant reason for this is that, as discussed in Section 4, code optimized to exploit runtime
value distributions must be guarded by a test, and the cost of this runtime test must be taken
into account when weighing the profitability of the optimization.
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instrumentation code for value profiling, and during the actual profiling itself, when
the instrumentation code so inserted can determine whether it is worth continuing to
profile a particular profiling candidate. By being able to use the cost-benefit consider-
ations guiding the optimizer, the profiler is able to identify and prune value profiling
candidates that have no possibility of contributing to any optimization. The resulting
system is highly selective: typically, fewer than 1% of all possible profiling candidates
are chosen for actual profiling. This selectivity leads to significant improvements in pro-
filing performance, yielding order-of-magnitude improvements in both the space and
time requirements for profiling, while retaining all of the optimization opportunities.

There has been a great deal of work on profiling techniques [2,3,13] and profile-
guided code optimization [6,7,17]. However, to the best of our knowledge this is the
first work that aims to make the profiler goal-directed, i.e., aware of the potential utility
of the profiling information that it is gathering, and able to modify its profiling actions
based on this awareness, in order to reduce profiling overheads.

2 System Overview

The work described here has been implemented in the context of alto, a link-time op-
timizer we have constructed for the Compaq Alpha architecture [16]. Alto can be used
to rewrite executable files, either to instrument them for profiling, or to carry out code
optimization. If profiling is carried out, a command line option can be used to control
whether basic block profiles, edge profiles, or value profiles are gathered.

This paper focuses on value profiling. The gathering of value profiles is a two-stage
process. We first use alto to instrument the input program—say, a.out—for basic block
profiling. This yields an instrumented executable a.bblprof.out that is then executed us-
ing representative “training inputs” to obtain a basic block profile. Using this basic block
profile, the original executable a.out is instrumented again, this time to gather value pro-
files. This yields a second instrumented executable a.valprof.out. Finally, a.valprof.out
is executed with the training input to obtain a value profile.

For subsequent optimization, the basic block and value profiles so gathered are fed
back to alto, which uses them to apply various code transformations on the input program
a.out.

3 Mechanics of Value Profiling

Our value profiling technique is inspired by (and largely based upon) work by Calder et
al.[5]. We keep track of the top N values occurring in a given register r at a given program
point p. In addition to the top N values, we include a field that counts the number of
values that are not recorded in the table; we label this the other field. Table 1 shows an
example of a value profile, where N = 6. The field labelled other refers to values other
than 1, 9, 20, 23, 100, or 0.

Each time execution reaches p, we profile the value contained in register r. If the
value is in the table, we increment the count of that value. If the value contained in r is not
already in the table, then we attempt to insert it. If there is no room in the table for the new
value, we increment the count of the other field. In the above example table, if register
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Table 1. Example Value Profile Table

Value Count

1 2635
9 1093

20 1395
23 244

100 140
0 410

other 4698

r contains the value 100, the count of 100 in the table would simply be incremented. If
r contained the value 2, then the count of other would be incremented, since there is no
room in the table to insert 2.

The number of entries in the value profiling table has a significant impact on the
running time of the value profiler. The table must be large enough that the most frequent
entry will be in the table, but as the table grows, the profiler must look at more entries
each time it reaches a profiling point. In this paper, we chose a value profiling table with
6 entries, plus the other field. This table size was the smallest size that captured most
optimization opportunities. Further analysis of table sizes can be found in [10].

In some cases, the most frequently occurring value overall is not one of the first N
distinct values.We would still like to capture this value during value profiling.We provide
a mechanism for allowing later values into the table by periodically cleaning the lower
half of the table. This means that the values are sorted based on their counts, and the N/2
least frequently occurring values are evicted (their counts are added to the other count).
Though cleaning is a fairly heavy process, it happens infrequently. Our experiments
indicate that, except for very small values of the cleaning interval, the actual cleaning
frequency does not significantly affect either speed or quality of profiling. Given this
insensitivity, we chose—in part to simplify comparison of results—the same cleaning
interval as Calder et al. [5], namely, 1000. In other words, the table is cleaned after the
execution has reached p 1000 times. After a table has been cleaned once, we must make
sure that a new value can enter the steady part of the table before we clean again. We set
the new value of the cleaning interval to 1000 + the count of the last entry in the steady
part. This means that if a new value occurs almost exclusively between cleanings, its
count should be higher than the last entry in the steady part of the table. It will then be
moved into the steady part, evicting the least frequently encountered value.

Each program point selected for profiling incurs both an execution and a space cost.
Profiling every register at every program point is obviously wasteful, so we must be
more selective. Calder et. al instrumented every load instruction. We consider this the
baseline approach, and discuss it in more detail in Section 5.1. Section 4 describes our
approach.
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4 Goal-Directed Value Profiling

To minimize the amount of wasted work during value profiling, we attempt to detect,
as early as possible, those profiling candidates whose value profiles can be guaranteed
to not yield useful optimizations. There are two possibilities for the detection of such
unprofitable profiling candidates:

(i) We may be able to tell, based on the basic block execution profile of the program,
that specializing the program based on the values of a variable at a given program
point will not yield an improvement in performance, regardless of the value profile
for the variable at that program point. In this case, we can avoid profiling this
candidate altogether. Section 4.1 describes a cost model for value-profile-based
code specialization, and Section 4.3 discusses how this model can be used for a
cost-benefit analysis that allows us to avoid profiling unprofitable candidates.

(ii) Even if we cannot eliminate a profiling candidate ahead of time as discussed above,
we may find, as profiling progresses, that the value profile for a particular profiling
candidate is simply not “good enough” to yield any profitable optimization, regard-
less of the values that may be encountered for that candidate during the remainder
of the computation. When this happens, we can discontinue profiling this candidate.
A natural place to do this is at the point where a value profile table is cleaned, since
cleaning requires us to examine the table in any case. The details of how we deter-
mine whether it is worth continuing to profile a particular candidate are discussed
in Section 4.4.

Calder et. al note that instructions other than loads may be highly invariant [4]. For
example, consider the following code:

r1← load 0(r18)
r2← and r1, 0xf

In this sequence, the and instruction may always produce the same result (if all of the
loads have the same low 4 bits) despite the load instruction never loading the same value
twice.

This discovery makes value profiling potentially much more powerful. The optimizer
can consider many potentially useful program points other than load instructions for
specialization. These may include function arguments (profiled at function entry), switch
statement selectors, and other such values. Calder reports that full profiling for all load
instructions results in a 32x slowdown. Since there are many program points, our cost-
benefit analysis is of critical importance in reducing the amount of time and space used
for profiling. We consider all registers at all program points candidates, and use the
cost-benefit analysis as discussed in Sec 4.3 to choose those candidates that may yield
useful optimizations.

Our system focuses on code specialization, since that optimization is implemented
in alto. If we change the optimizations used in alto, for instance to reduce indirect
function call overhead [18,19], we need not change the profiler. Since the optimizer shares
the cost-benefit decisions with the profiler, the profiler would simply select different
program points, based on the expected benefit.
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4.1 A Cost Model for Value-Profile-Based Code Specialization

Our approach uses value profiles primarily for value-based specialization. By this we
mean the elimination of computations whose result can be evaluated statically. Suppose
we have a code fragment C that we wish to specialize for a particular value v of a register
(or variable) r. Conceptually, value-profile-based specialization transforms the code to
have the structure if (r == v) then 〈C〉r=v else C where 〈C〉r=v represents the residual
code of C after it has been specialized to the value v of r. The test ‘if (r == v) . . . ’ is
needed because the value of r is not a compile-time constant, i.e., we cannot guarantee
that r will not take on any value other than v at that program point.

Notice that, while the specialized code 〈C〉r=v may be more efficient than the original
code C, the overall transformed code will actually be less efficient than the original code
for values of r other than v because of the runtime test that has been introduced. There is
thus a tradeoff associated with the transformation: if the optimized code is not executed
sufficiently frequently, then the cost of performing the runtime test will outweigh the
benefit of performing the value-based optimizations.

This optimization therefore requires a cost-benefit analysis to determine when to
specialize a program. Our analysis attempts to assign a benefit value to each instruction.
The benefit computation assigns a value to a 〈program point, register〉 pair. The benefit
is an estimate of the savings from specializing code based on knowing the value of the
register r at the program point p. This benefit computation has two components:

(i) For each instruction I that uses the value of r available at p, there may be some
benefit to knowing this value. The magnitude of this benefit will depend on the type
of I , and is denoted by Savings(I,r).

(ii) It may happen that knowing the value of an operand register of an instruction allows
us to determine the value computed by I . In this case, I is said to be evaluable given
r. If I is evaluable given r, the benefit obtained from specializing other instructions
that use the value computed by I are also credited to knowing the value of r at p.
The indirect benefits so obtained from knowing the value of r in instruction I are
denoted by IndirBenefit(I,r).

The savings obtained from knowing the operand values for an individual instruction is
essentially the latency of that instruction, if knowing the operand values allows us to
determine the value computed by that instruction, and thereby eliminate that instruction
entirely2 (our implementation uses latency figures for various classes of operations based
on data from the Alpha 21164 hardware reference manual):

Savings(I,r) = if Evaluable(I,r) then Latency(I) else 0.

Let Uses(p,r) denote the set of all instructions that use the value of register r that is
available at program point p. Then the benefit of knowing the value of a register r at
program point p is given by the following:

2 The benefit estimation can be improved to take into account the fact that for some instructions,
knowing some of the operands of the instruction may allow us to strength-reduce the instruction
to something cheaper even if its computation cannot be eliminated entirely. While our imple-
mentation uses such information in its benefit estimation, we don’t pursue the details here due
to space constraints.
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Benefit(p,r) =
∑

I∈Uses(p,r)
(ExecutionFreq(I)×Savings(I,r)+IndirBenefit(I,r))

IndirBenefit(I,r) = if Evaluable(I,r) then Benefit(p′,ResultReg(I)) else 0.

Here p′ is the program point immediately after I , and ResultReg(I) the register into
which I computes its result.

The equations for computing benefits propagate information from the uses of a
register to its definitions. These equations may be recursive in general, since there may
be cycles in the use-definition chain. alto computes an approximation of the solution
to the benefit equations. This estimate is used in alto to select program points for
value-based optimizations.

We use a simple decision function for estimating when the net benefit due to special-
ization for a given value profile is high enough to justify specialization for a particular
value v:

Benefit(p,r)×prob(v)−TestCost(r,v)×ExecutionFreq(p)≥ φ, (1)

where prob(v) is the probability of occurrence of the value v, TestCost(r,v) denotes
the cost of testing whether a register r has a value v, 3 and φ is an empirically chosen
threshold. This means that we will choose program point p and and register r for op-
timization if the benefit is high enough. Note that the cost of testing for the value v is
taken into account by subtracting it from the benefit.

This benefit computation is somewhat limited. It does not consider different possible
values when computing the benefit for knowing the result of an instruction. In some cases
(such as if the value is always zero), this means our computation may miss some oppor-
tunities to greatly simplify the code. Using particular values, however, results in very
high overhead for the cost-benefit computation. Our computation also does not attempt
to precisely model the cache behavior of the specialized code. We considered several
alternative computations, but most were either impractical or too costly to compute. Our
benefit computation, while imprecise in some respects can be computed quickly, and
produces noticeable speedup on significant benchmarks (see Figure 6).

4.2 Expression Profiling

The idea of value profiling can be generalized to that of expression profiling, where
we profile the distribution of values for an arbitrary expression, not just a variable or
register, at a given program point. Examples include arithmetic expressions, such as “the
difference between the contents of registers ra and rb” and boolean expressions such as
“the value of register ra is different from that of register rb” In general, the expressions
profiled may not even occur in the program, either at the source or executable level.

Expression profiles are not simply summaries of value profiles: e.g., given value
profiles for registers ra and rb, we cannot in general reconstruct how often the boolean

3 The cost of the test varies, depending on the value of v. Usually, this test requires at least two
instructions, a compare and a branch. If no registers are free, the test cost is higher. The cheapest
value to test against is zero, since that requires only a conditional instruction.
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expression ra == rb holds. Expression profiles are important for two reasons. First,
they conceptually generalize the notion of value profiles by allowing us to capture the
distribution of relationships between different program entities. Second, an expression
profile may have a skewed distribution, and therefore enable optimizations, even if the
value profiles for the constituents of the expression profile are not very skewed: for
example, a boolean expression ra 6= rb may be true almost all of the time even if the
values in ra and rb do not have a very skewed distribution.

The expressions that we choose to profile are determined by considerations of the
optimizations that they might enable. Our implementation currently targets two opti-
mizations: loop unrolling and load avoidance. More detailed discussion of expression
profiling can be found in [15].

4.3 Static Elimination of Unprofitable Candidates

When determining whether to profile a particular profiling candidate, we consider
whether the net benefit from any specialization for that candidate would be high enough
in the best possible case. For this we assume that prob(v) = 1 (i.e., v is the only value
encountered at runtime), and TestCost(r,v) is the cheapest possible, i.e., we test against
the value 0. If, despite these optimistic assumptions, the benefit of performing optimiza-
tion is outweighed by the cost of performing the test, this variable is eliminated as a
candidate for profiling. In other words, a program point register pair 〈p,r〉 is selected
for profiling if and only if,

Benefit(p,r)≥ TestCost(r,0)×ExecutionFreq(p)+φ, (2)

Using this selection algorithm has the additional property that profiling will tend to
be inserted in the less frequently executed portions of the code. Inserting tests in the
middle of a frequently executed loop is unlikely to result in speedups, and using a cost
benefit model accurately predicts that profiling such an instruction would be a waste of
resources.

This elimination of candidates is conservative, in the sense that no matter what
distribution of values is observed at runtime, the compiler will never choose this candidate
for specialization. This means that profiling these instructions would be a waste of
resources. This elimination of candidates is also very effective: As shown in Table 2,
fewer than 1% of possible program points are selected for profiling. This results in a
reduction in execution time of 74% on average (see Figure 2).

4.4 Dynamic Elimination of Unprofitable Candidates

Given the cost-benefit computation alto uses for selecting optimization opportunities,
we can determine before value profiling how frequently the most frequent value must
appear in order to perform specialization. This frequency can be used to turn off profiling
when it becomes unprofitable (i.e. the compiler will not perform the optimization). The
cutoff threshold is computed by taking equation 1 and solving for prob(v).

prob(v)≥ φ+
TestCost(r,0)×ExecutionFreq(p)

Benefit(p,r)
, (3)
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Table 2. Program Points Profiled Using Different Techniques

Program No. of Program Points
Total Baseline Static Dynamic

compress 16749 3302 71 17
gcc 271899 32910 6459 871
go 65328 14710 1273 262
ijpeg 49650 11728 189 31
li 32221 5404 152 33
m88ksim 40867 7535 211 54
perl 82462 16500 430 160
vortex 113236 23499 242 36

This gives a lower bound on the probability the most frequent value must have in order
for the optimizer to perform specialization. Since we know the execution frequency of
p from our basic block profile, we can substitute that into the equation for prob(v) ,
yielding the following:

count(v)
ExecutionFreq(p) ≥ φ+ TestCost(r,0)×ExecutionFreq(p)

Benefit(p,r) ,

If we solve this formula for count(v) , we can compute the minimum count that the
most frequently occurring value must have for the optimizer to perform specialization.
We then compute our threshold by subtracting this minimum count from the execution
frequency of p. We know that if the count of the other field ever exceeds this threshold,
then the optimizer can not select this value for specialization (since count(v) can not
be high enough)4. This means, that if the other threshold is exceeded, we should stop
profiling this point, since it will no longer be selected for optimization.

The cutoff threshold is thus computed as follows (φ is the same empirically chosen
threshold as in equation 1):

Threshold = (1− φ+TestCost(r,0)×ExecutionFreq(p)
Benefit(p,r) )×ExecutionFreq(p).

Each profiling table has a boolean flag added, which determines when value profiling
takes place. If the flag is true, normal value profiling takes place, if not, the value profiling
is skipped, and execution is returned to the original code. This boolean flag is checked
at every execution of the original profiling point.

The boolean flag is set to true before profiling begins. Each time the value profiling
table is cleaned, the table is inspected to see if profiling should continue. The count of
the other field is compared to the threshold cutoff value, and if the threshold is exceeded,
the boolean flag is set to false. Thereafter, value profiling will not be performed at this
program point.

4 Strictly speaking, profiling could stop when the sum of all table entries other than the most
frequent value exceed the threshold. For reasons of efficiency and simplicity of implementation,
we consider the more conservative criterion given above.
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Use of the cutoff threshold as computed above results in an additional 25% reduction
in execution time beyond static elimination (see Figure 2). Again, this threshold is a con-
servative choice, since the compiler would never choose this instruction for optimization
after exceeding the threshold as computed above.
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Fig. 2. Impact of Value Profiling on Execution Time (Relative to No Profiling)

5 Performance

We implemented our value profiling approach within the alto link-time optimizer.
The programs used were the eight SPEC-95 integer benchmarks. The programs were
compiled with the vendor supplied C compiler at maximum optimization (cc -O4) with
additional flags to produce statically linked executables.

Our tests used the training input for all benchmarks. Times reported represent the
average of ten runs, with the fastest and slowest times eliminated.

5.1 Baseline

Calder et al. instrument the register result of every load instruction [5]. To obtain a
baseline for our results, we implemented this approach inalto. Table 2 shows the number
of load instructions profiled using this approach. We implemented this straightforward
approach only for comparison purposes.

In many cases such a straightforward approach will waste significant time and space.
Most of the instructions being profiled will never be chosen by the optimizer for value-
based optimizations. Profiling these points is a waste of resources, since the optimizer
does not make use of the information obtained by the profiler. Knowing how the optimizer
will make use of the profiles allows us to focus our profiler on those program points that
may be chosen for value-based optimization.
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Table 3. Space Requirements for Profiling

Profiling Space (Bytes)
Program Straightforward Optimized SizeStraightforward/Sizeopt

compress 343408 7384 0.0215
gcc 3422640 671736 0.1960
go 1529840 132392 0.0865
ijpeg 1219712 19656 0.0161
li 583632 15808 0.0270
m88ksim 783640 21944 0.0280
perl 1716000 44720 0.0260
vortex 2443896 25168 0.0102

average 1231447 134115 0.0516

5.2 Experimental Results

Figure 2 shows the performance results, where No profiling represents the running
time of the original executable. The Straightforward profiler profiled the result of every
load instruction, as discussed in section 5.1. The Static profiler used static elimination
of unprofitable candidates, as discussed in section 4.3. The Dynamic profiler added
dynamic elimination of candidates as discussed in section 4.4.

Our baseline implementation profiled the result of every load instruction. This was
quite costly, both in time and space, with a slowdown of 10-28 times the original code.
After eliminating candidates unsuitable for profiling, the cost of profiling was reduced
to 2.4-5x of the original execution. Space overhead was also significantly reduced, on
average our approach uses 5% of the space of the straightforward approach. After adding
the threshold optimization, the cost of value profiling was reduced to 1.5-4.5x of the
original execution time. Table 3 shows the space overhead of value profiling.

The last column for Figure 2 shows the geometric mean of performance for each
implementation. Above each bar we also show the runtime overhead of gathering basic
block profiles, since we use this information to select value profiling opportunities. It
can be seen that this additional overhead of basic block profiling is very small. This in-
formation would be gathered for optimization purposes no matter which implementation
of value profiling is used.

5.3 Low Level Characteristics

We examined the performance of our profiling code using hardware performance coun-
ters. Unsurprisingly, we found that the Straightforward profiler used many more cycles
than either the Static or Dynamic profilers. This is due to instrumenting many more pro-
gram points than the other two approaches, which results in a much higher instruction
count for the Straightforward profiler. Figure 3 shows the cycles for the original code,
as well as the three profilers.

Adding the profiling cutoff threshold to the Static profiler resulted in a significant drop
cycles and instructions. This is due to the Dynamic profiler abandoning program points
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when they would no longer be selected by the optimizer. Figure 4 shows the number of
loads executed, and Figure 5 shows the number of branch instructions executed.

For some benchmarks, such as compress, the profiling cutoff threshold was extremely
effective. Many of the program points profiled were either extremely unpredictable
(resulting in the cutoff being invoked quickly) or extremely predictable (resulting in the
most frequent value being the initial table entry). For other benchmarks, the cutoff was
less useful. This is largely due to the cleaning check only considering the other field
when turning on or off profiling. If the value table has 3 values that each happen 33%
of the time, then the cutoff will not be invoked. However, the flag is still checked every
time the value profiling is invoked.
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Fig. 3. Cycles used in benchmarks
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5.4 Specialization Performance

This paper is focused on improving the performance of value profiling. Our system auto-
mates both the selection of profiling points for profiling and the selection of value profiles
for specialization. Figure 6 shows the speedup of the specialized program over running
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alto with all optimizations other than specialization. As Figure 6 shows, specialization
yeilds speedups of up to 14.1% on significant programs such as the SPEC95 integer
benchmarks. See [15] for further discussion of specialization performance in alto.
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6 Related Work

This work is closely related to the value profiling work of Calder et al.[5]. Their im-
plementation supports profiling of both memory locations and registers. They report
performance numbers for profiling the register result of every load instruction. Our cur-
rent implementation profiles only registers. The mechanics used in our implementation
are very similar to what Calder et al. refer to as “full” profiling.

Calder et al. also use convergent profiling to reduce the overhead of profiling in
their system. Convergent profiling uses an invariance variable to determine if profiling
is needed for a particular load instruction. This invariance variable is updated each time
the load instruction is reached. If the table is not changing, profiling will be turned off
for a while, and later turned back on for more profiling. An important invariant for us



332 S. Watterson and S. Debray

was that the count of a value in the value profile was a lower bound on the number of
times the value actually appeared at run time. At the same time, we would like the count
to be as close to accurate as possible. The higher the frequency of a value, the more
benefit that will accrue for that program point when it is considered for optimization.
Convergent profiling loses information that “full” profiling retains. Calder et al. report an
average slowdown of 10x for convergent profiling.We chose to use a cost-benefit analysis
to reduce the number of program points profiled, rather than lose information through
convergent profiling. Despite using “full” profiling, our overheads are considerably lower
than those reported by Calder et al.

Also related is work on runtime code specialization, which uses a semi-invariant vari-
able, along with its value to simplify the the code in the common case. Existing techniques
require the programmer to annotate the code to identify candidates for code specialization
[1,8,9] Value profiling can then be used to determine which of the programmer-specified
variables exhibit predictable behavior at runtime. Our implementation automates this
process, identifying candidates for profiling, and then choosing among these candidates
for optimization.

There is a large body of work relating to value prediction and speculation, e.g.,
see [11,12] . This involves using a combination of compiler generated information and
runtime information. For example, a load instruction will often load the same value as
it loaded the previous time it was executed. Predictable instructions such as these can
be speculatively executed, and then checked at a later time to make sure that execution
was correct. If the execution was incorrect, then recovery code must be executed.

Value profiling can help to classify predictable instructions for speculative execution.
Value profiling could also indicate which of several predictors will best suit a particular
instruction, increasing prediction accuracy.

7 Conclusion

Value-based optimizations are becoming increasingly important for modern compil-
ers [9] [8]. Performing these optimizations relies on information gathered at runtime.
Knowledge of how the optimizer will use this information can make the profiler much
more efficient. This paper describes our techniques for reducing the cost of gathering
value profiles, both in time and space, by tightly integrating the value profiler with the
optimizer that uses the value profiles.

Our optimizer makes use of a careful cost-benefit analysis to choose optimization
opportunities. We use this same analysis to select only those 〈 program point, register 〉
pairs for profiling that could be selected for optimization. This results in less than 1% of
all program points being instrumented. Our profiler also makes use of this knowledge
to modify its behavior while running, stopping profiling for program points that are no
longer profitable. Our profiler will usually not instrument an instruction in the middle of a
heavily executed loop, since the cost-benefit analysis can predict that such an instruction
will not be chosen for optimization.

Our techniques result in a slowdown of 1.5-4.5x over the original code, down from a
10-28x slowdown for a straightforward approach. We also reduce the space requirements
for a value profile to an average of 5% of that required by a straightforward approach.
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Abstract. This paper presents a framework for supporting the opti-
mization of Java programs using attributes in Java class files. We show
how class file attributes may be used to convey both optimization op-
portunities and profile information to a variety of Java virtual machines
including ahead-of-time compilers and just-in-time compilers. We present
our work in the context of Soot, a framework that supports the analysis
and transformation of Java bytecode (class files)[21,25,26]. We demon-
strate the framework with attributes for elimination of array bounds and
null pointer checks, and we provide experimental results for the Kaffe
just-in-time compiler, and IBM’s High Performance Compiler for Java
ahead-of-time compiler.

1 Introduction

Java is a portable, object-oriented language that is gaining widespread accep-
tance. The target language for Java compilers is Java bytecode which is a
platform-independent, stack-based intermediate representation. The bytecode
is stored in Java class files, and these files can be be executed by Java virtual
machines (JVMs) such as interpreters, just-in-time (JIT) compilers, or adaptive
engines that may combine interpretation and compilation techniques, or they
can be compiled to native code by ahead-of-time compilers. The widespread
availability of JVMs means that Java class files (bytecode) have become a pop-
ular intermediate form, and there now exists a wide variety of compilers for
other languages that generate Java class files as their output. One of the key
challenges over the last few years has been the efficient execution/compilation
of Java class files. Most of the work in this area has focused on providing bet-
ter JVMs and the best performing JVMs now include relatively sophisticated
static and dynamic optimization techniques that are performed on the fly, at
runtime. However, another source of performance improvement is to optimize
the class files before they are executed/compiled. This approach is attractive for
the following reasons:

(1) Class files are the target for many compilers, and class files are portable
across all JVMs and ahead-of-time compilers. Thus, by optimizing class files,
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there is potential for a common optimizer that can give performance improve-
ment over a wide variety of source language and target VM combinations.

(2) Class file optimization can be performed statically and only needs to be
performed once. By performing the class file optimization statically we can po-
tentially reduce the burden on JIT optimizers, and can allow for more expensive
optimizations than can be reasonably performed at run-time. In general, one
would want the combined effect of class file optimization and on-the-fly opti-
mization.

Although optimizing class files is beneficial, there are limits to what can be
expressed in bytecode instructions. Some bytecode instructions are relatively
high-level, thus they hide details that may be optimizable at lower-level repre-
sentations. For example, an access into an array is expressed as one bytecode
instruction, but at run-time the array reference must be checked to ensure it is
not null, the array bounds must be checked to ensure the index is in range, and
appropriate exceptions must be raised if these checks fail. Clearly, one would like
to avoid generating native code for the checks if a static analysis can guarantee
that they are not needed.

We have developed a general mechanism for using class file attributes to
encode optimization information that can be determined by static analysis of
bytecode, but cannot be expressed directly in bytecode. The basic idea is that
a static analysis of Java bytecode is used to determine some program property
(such as the fact that an array index expression is in range), and this infor-
mation is encoded using class file attributes. Any JVM/compiler that is aware
of these attributes can use the information to produce better native code. In
addition to array bound checks, such optimization attributes could be used for:
register allocation[1,13], eliminating useless null pointer checks, stack allocation
of non-escaping objects, devirtualization based on run-time conditions, specify-
ing regions of potentially parallel code, or to indicate the expected behaviour of
exceptions.

Attributes can also be used to convey profile information. Currently, ad-
vanced JVMs use on-the-fly profiling to detect hot methods, which may be
optimized or recompiled on the fly. However, ahead-of-time compilers cannot
necessarily make use of such dynamic information, and even for dynamic JVMs
it may also be beneficial to use static information. For example, one could gather
profile information from many executions, use information gathered from trace-
based studies, or estimate profile information using static analysis. In these cases,
the profile information could be conveyed via attributes.

In this paper we provide on overview of our general approach to supporting
attributes in the Soot framework. We provide an infrastructure to support a very
general notion of attributes that could be used for both optimization attributes
and profile-based attributes. The paper is organized as follows. In Section 2, we
briefly summarize the Soot framework, and outline our support for attributes.
To demonstrate our approach we show how we applied it to the problem of
eliminating array bounds checks, and we show how these attributes are expressed
in our framework in Section 3. In order to take advantage of the optimization
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attributes, the JVM/compiler processing the attributed class files must be aware
of the attributes. We have modified both the Kaffe JIT and the IBM HPCJ (High
Performance Compiler for Java) ahead-of-time compiler to take advantage of the
array bound attributes, and we report experimental results for these two systems
in Section 4. A discussion of related work is given in Section 5, and conclusions
and future work are given in Section 6.

2 Attributes and Soot

Our work has been done in the context of the Soot optimizing framework[21,25,
26]. Soot is a general and extensible framework to inspect, optimize and trans-
form Java bytecode. It exposes a powerful API that lets users easily implement
high-level program analyses and whole program transformations. At its core are
three intermediate representations that enable one to perform code transforma-
tions at various abstraction levels, from stack code to typed three-address code.
In Figure 1 we show the general overview of Soot. Any compiler can be used
to generate the Java class files, and the Soot framework reads these as input
and produces optimized class files as output. The Soot framework has been suc-
cessfully used to implement many well known analyses and optimizations on
Java bytecode such as common subexpression elimination, virtual method reso-
lution and inlining[23]. All of these transformations can be performed statically
and expressed directly in optimized Java bytecode. Until recently, the scope of
these transformations was limited by the semantics and expressiveness of the
bytecodes themselves. Hence, optimizations such as register allocation and ar-
ray bounds check elimination could not be performed. The objective of the work
in this paper was to extend the framework to support the embedding of custom,
user-defined attributes in class files.

2.1 Class File Attributes

The de facto file format for Java bytecode is the class file format [17]. Built into
this format is the notion of attributes that allows one to associate information
with certain class file structures. Some attributes are defined as part of the Java
Virtual Machine Specification and are essential to the correct interpretation of
class files. In fact, all of a class’s bytecode is contained in attributes. Attributes
can also be user-defined and Java virtual machine implementations are required
to silently ignore attributes they do not recognize.

The format of class file attributes is very simple and flexible: attributes con-
sist of a name and arbitrary data. As shown in Figure 2, attribute name index
is a 2 byte unsigned integer value corresponding to the index of the attribute’s
name in the class file’s Constant Pool, attribute length is a 4 byte unsigned
integer specifying the length of the attribute’s data and info is an array of
attribute length bytes that contains the actual uninterpreted raw attribute
data. This simplistic model conveys great freedom and flexibility to those that
wish to create custom attributes as they are unhindered by format constraints.
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Fig. 1. General Overview

The only binding requirement is for a custom attribute’s name not to clash with
those of standard attributes defined by the Java Virtual Machine Specification.

attribute_info {
u2 attribute_name_index;
u4 attribute_length;
u1 info[attribute_length];

}

Fig. 2. Class File Attribute Data Structure

Attributes can be associated with four different structures within a class file.
In particular class files have one class info structure as well as method info
and field info structures for each of the class’ methods and fields respectively.
Each of these three structures contains an attribute table which can hold an
arbitrary number of attribute info structures. Each non-native, non-abstract
method’s attribute table contains a unique Code attribute to hold the method’s
bytecode. This Code attribute has an attribute table of its own, which can
contain standard attributes used by debuggers and arbitrary custom attributes.

2.2 Adding Attributes to Soot

An Overview: Figure 3 provides a high-level view of the internal structure of
Soot, with support for attributes. The first phase of Soot is used to convert the
input class files into a typed three-address intermediate code called Jimple[6,25].
In Jimple, each class is represented as a SootClass, and within each SootClass
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there is a collection of SootFields and SootMethods. Each method has a method
body which is represented as a collection of instructions, with each instruction
represented as a Unit.

Add Tags

Static Analysis and Transformations

Jimplify and Type

  (Tag aggregation)
Generate Jasmin Code

   Jasmin
Assemble attributed

SOOT

class files

optimized 3-addr code
with static analysis info.

optimized 3-addr code
with tags

 jasmin assembler (bytecode)
 with attribute directives

typed 3-addr code

Optimized class files with attributes

Fig. 3. Internal Structure of Soot

Jimple was designed to be a very convenient intermediate form for compiler
analyses, and the second phase of Soot, as shown in Figure 3, is to analyze
and transform the Jimple intermediate representation. There already exist many
analyses in the Soot framework, but a compiler writer can also add new analyses
to capture information that will be eventually output as class file attributes.
Soot includes an infrastructure for intraprocedural flow-sensitive analyses, and
implementing new analyses is quite straightforward. In Section 3 we discuss our
example analysis for array bounds elimination.

After the analysis has been completed, analysis information has been com-
puted, but one requires some method of transferring that information to at-
tributes. In our approach this is done by attaching tags to the Jimple represen-
tation (third phase in Figure 3).

After tagging Jimple, the fourth phase of Soot automatically translates the
tagged Jimple back to bytecode. During this phase the tags may be aggregated
using an aggregation method specified by the compiler writer. Our system does
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not directly produce class files, but rather it produces a form of assembly code
used by the Jasmin bytecode assembler[11]. We have modified the Jasmin as-
sembler language so that during this phase Jimple tags are converted to Jasmin
attribute directives.

Finally, the fifth phase is a modified Jasmin assembler that can read the
attribute directives and produce binary class files with attributes.

Hosts, Tags and Attributes: Attribute support in Soot has been achieved by
adding two key interfaces: Host and Tag. Hosts are objects that can hold Tags;
conversely, Tags are objects that can be attached to Hosts. These interfaces are
listed in Figure 4. There are five Soot classes that implement the Host interface;
these are SootClass, SootField, SootMethod, Body and Unit, the latter of
which is Soot’s abstract notion of a bytecode instruction.

public interface Host {
public List getTags(); /* gets list of tags associated with the host.*/
public Tag getTag(String aName); /* gets a tag by name. */
public void addTag(Tag t); /* adds a tag to the host. */
public void removeTag(String name); /* removes a tag by name. */
public boolean hasTag(String aName); /* checks if a tag exists.*/

}

public interface Tag {
public String getName();
public byte[] getValue();

}

Fig. 4. The Host and Tag Interfaces

Tags are meant to be a generic mechanism to associate name-value pairs to
Host objects in Soot; they are not necessarily mapped into class file attributes.
For this purpose, we have introduced the Attribute interface, which extends
the Tag interface. Soot objects that are subtypes of Attribute are meant to be
mapped into class file attributes; however, because the Soot framework uses the
Jasmin tool to output bytecode, an Attribute object must actually be an instance
of JasminAttribute for the translation to take place (see Section 2.2 for more
information).

Compiler implementors can create application-specific subclasses of Jasmin-
Attribute and attach these to Hosts. There is a natural mapping between the
aforementioned Soot classes that implement the Host interface and the attribute
architecture present in class files as described in Section 2.1. JasminAttributes
attached to a SootClass will be compiled into an entry in the attribute ta-
ble of the corresponding class. SootMethod and SootField attributes are dealt
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with similarly. Dealing with JasminAttributes attached to Soot Units is a bit
trickier and is addressed in the following section.

Mapping Unit Attributes into a Method’s Code Attribute Table: Soot
Attributes attached to Units do not map trivially to a given class file structure
as was the case for SootClass, SootMethod and SootField attributes, because
Units naturally map to bytecode instructions, which do not have associated at-
tribute tables. The obvious solution is to map all of a method’s Unit attributes
into entries in the method’s Code Attribute’s attribute table in the generated
class file. Each entry will then contain the bytecode program counter (PC) of the
specific instruction it indexes. This is what is done automatically by the Soot
framework at code generation time. However, generating one Code attribute
per Unit attribute can lead to undue class file bloat and increased processing
and memory requirements by virtual machine’s runtime attribute interpretation
module. Often different instances of identical Code Attribute attributes should
be expressed in a tabular format. For example instead of creating 10 null pointer
check attributes for a method, it is more efficient to create a single redundant
null pointer table as an attribute for these in the class file. The Soot frame-
work allows an analysis implementor to easily create this table by providing the
TagAggregator interface as outlined in Figure 5.

By implementing this interface and registering it in the class CodeAttribute-
Generator, it is possible to selectively aggregate Tags attached to different Unit
instances into a single Tag. A user can aggregate all Attributes generated by
his/her analysis by iterating over a method’s Units and calling the aggregateTag
method on each of the Tags attached to a given Unit. The produceAggregate-
Tag method is then called to produce a single aggregate attribute to be mapped
into single attribute in the method’s Code Attribute’s attribute table.

public interface TagAggregator {
public void aggregateTag(Tag t, Unit u);
public Tag produceAggregateTag();

}

Fig. 5. The TagAggregator Interface

Extending Jasmin for Attribute Support : The Soot framework does not
directly generate bytecode; instead it uses the Jasmin tool to do so. Jasmin spec-
ifies a textual assembler-like grammar for class files and transforms conforming
input into binary class files. Because the Jasmin grammar does not provide con-
structs for expressing generic class file attributes, we have augmented it to accept
and correctly process the added language constructs for attributes.

Informally, an attribute is encoded in Jasmin as a triple consisting of an
attribute directive, the attribute’s name and the attribute value in Base64.
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The attribute directive is one of .class attribute, .method attribute,
.field attribute and .code attribute. These directives must be produced
in Jasmin code at specific locations:

.class attribute: These must be found immediately before the class’ field dec-
larations.

.field attribute: These must be found immediately after the field declaration
they relate to.

.method attributes: These must be found immmediately after the method
declaration they relate to.

.code attribute: These must be found before the end of the method they relate
to. Code attributes that correspond to instructions with specific bytecode PC
values must express this symbolically. This is done by outputting a Jasmin
assembler label before each bytecode that is indexed by some attribute. This
label is then used as proxy for the PC of the bytecode it indexes in a Jasmin
.code attribute attribute. Labels are encoded inside an attribute’s Base64
value data stream by surrounding the label name with the % symbol. When
our modified Jasmin actually creates the class file attribute, it will replace
the labels found in an attribute’s data stream by the corresponding 16-bit
bigendian PC value.

Figure 6(a) gives an example of a Java method and Figure 6(b) gives an
extract of the attributed Jasmin assembler generated, showing the labeled byte-
code instructions corresponding to the two array accesses in the program. For
this example the generated class file attribute will be 6 bytes: 2 bytes for the PC
represented by label2, followed by 1 byte for the Base64 encoded value AA==(no
check needed), followed by 2 bytes for the PC represented by label3 and finally
1 byte for the Base64 encoded value Aw== (array bounds checks needed).

public void sum(int[] a) {
int total=0;
int i=0;
for (i=0; i<a.length; i++)

total += a[i];
int c = a[i];

}

(a) Java source

.method public sum([I)V
...

label2:
iaload
...

label3:
iaload
return

.code_attribute ArrayNullCheckAttribute
"%label2%AA==%label3%Aw=="

.end method

(b) attributed Jasmin

Fig. 6. Attributed Jasmin



342 P. Pominville et al.

Summary: With all of these features the Soot framework is now well endowed
with a simple-to-use, generic-attribute generation feature that is tightly inte-
grated into its overall optimization support facilities. This enables analysis im-
plementors to seamlessly augment their analysis with custom attribute support.

3 Attributes for Array Bounds Checks

In the previous section we outlined how we have integrated attributes into the
Soot optimizing framework. In this section we illustrate the framework using
an example of eliminating array bounds checks. We briefly describe the array
bounds check problem, the analyses we use to find unneeded checks, and how
to create bounds check tags and convert them into class file attributes by using
the Soot framework. Finally, we show how to modify a JVM to take advantage
of our attributes.

3.1 The Array Bounds Check Problem in Java

Java requires array reference range checks at runtime to guarantee a program’s
safe execution. If the array index exceeds the range, the runtime environment
must throw an IndexOutOfBoundsException at the precise program point where
the array reference occurs. For array-based computations, array bounds checks
may cause a heavy runtime overhead, and thus it is beneficial to eliminate all
checks which a static analysis can prove to be unneeded. In fact, several Java
virtual machines implement array bounds check elimination algorithms in their
JIT compilers[22,4]. In these systems the optimization is done at runtime as part
of the translation of bytecode to native code. However, since the optimization is
done at runtime, this approach has two limitations.

(1) Only relatively simple algorithms can be applied because of time constraints.
(2) They lack global information, such as field information and whole-program

information. Usually a JIT compiler can not afford the expense of these
analyses.

We have developed an algorithm that works at the bytecode level. By stat-
ically proving that some array references are safe and annotating these using
class file attributes, an attribute-aware JIT can avoid generating instructions
for array bounds checks without performing the analysis itself. The attributed
class files can also be used by an ahead-of-time compiler, such as IBM’s High
Performance Compiler for Java.

Java requires two bounds checks, a lower bound check and upper bound
check. The lower bound of an array is always a constant zero. The upper bound
check compares the index with the array length. On popular architectures, such
as IA-32 and PowerPC, both checks can be implemented by just doing an upper
bound check with an unsigned compare instruction, since a negative integer is
always larger than a positive one when it is interpreted as an unsigned integer.
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Thus, in order to be really beneficial, one must eliminate both the upper and
lower bound checks.

Another subtle point is that eliminating array bounds checks is often also
related to eliminating null pointer accesses. Each array access, for example x[i],
must first check that the array x is not-null. In many modern compilers null
pointer checks are performed by handling the associated hardware trap if a
null pointer is dereferenced. In this case the machine architecture guarantees
a hardware exception if any very low memory addresses are read or written.
In order to do the upper array bounds check the length of the array must be
accessed, and since the length of the array is usually stored at a small offset
from x, this access will trap if x is null. Thus, the array bounds check gives a
null pointer check for free. If the array bounds check is eliminated, then it may
be necessary to insert an explicit null pointer check (since the address of x[i]
may be sufficiently large to avoid the null pointer trap, even if x is null).

3.2 Static Analyses

We have developed two static analyses, nullness analysis and array bounds check
analysis, using the Soot framework. Each of these analyses are implemented using
the Jimple typed 3-address representation.

Nullness Analysis: Our nullness analysis is a fairly straightforward flow-
sensitive intraprocedural analysis that is implemented as an extension of the
BranchedForwardFlowAnalysis class that is part of the Soot API. The basic
idea is that variable x is non-null after statements of the form x = new(); and
statements that refer to x.f or x[i]. We also infer nullness information from
condition checks of the form if (x == null). Since the nullness analysis is in-
traprocedural, we make conservative assumptions about the effect of method
calls.

Array Bounds Check Analysis: The core of the array bounds check algo-
rithm is an intraprocedural analysis. For each method, it constructs an inequality
constraint graph of local variables, integer constants, and other symbolic nodes
(i.e. class fields, array references, and common subexpressions) similar in spirit
to the work by Bodik et. al. [2]. The algorithm collects constraints of nodes and
propagates them along the control flow paths until a fixed point is reached. For
each array reference, the shortest distance from an array variable to the index
indicates whether the upper bound check is safe or not, and the shortest distance
from the index to the constant 0 determines the safety of lower bound check.

We have extended this basic analysis in two ways. The first handles the case
where an array is assigned to a field in a class. Fields with final or private
modifiers are analyzed first. Often these fields can be summarized by simply
scanning all methods within the current class. Using these simple techniques we
can determine whether a field is assigned a constant length array object that
never changes and never escapes.
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The second extension is used to find rectangular arrays. Multidimensional
arrays in Java can be ragged (i.e. different rows in an array may have different
lengths), and this makes it more difficult to get good array bounds analysis.
However, in scientific programs arrays are most often rectangular. Thus, we
have also developed a whole-program analysis using the call graph to identify
rectangular arrays that are passed to methods as parameters. Rectangular arrays
can have two different meanings, shape rectangular (each dimension has the
same size, but subdimensions can be sparse in memory or aliased), or memory-
shape rectangular (the object is created by ’multianewarray’ bytecode and no
subdimensions are ever assigned other array objects). The second type is stricter
than the first. For bounds check analysis, shape rectangular is good enough.

3.3 From Analysis to Attributes

After the analysis phase the flow information is associated with Jimple state-
ments. The next step is to propagate this information so that it will be embedded
in the class file attributes. This is done by first tagging the Jimple statements,
and then specifying a tag aggregator which packs all the tags for a method into
one aggregated tag.

Format of Attribute: We first outline the attribute as it eventually appears
in the generated class file. The structure of the array bounds attribute is quite
straightforward. It has the name "ArrayNullCheckAttribute". Figure 7 shows
the format of the array bounds check attribute as it will be generated for the
class files.

array_null_check_attribute {
u2 attribute_name_index;
u4 attribute_length;
u3 attribute[attribute_length/3];

}

Fig. 7. Array Bounds Check Attribute

The value of attribute name index is an index into the class file’s constant
pool. The corresponding entry at that index is a CONSTANT Utf8 string represent-
ing the name "ArrayNullCheckAttribute". The value of attribute length is
the length of the attribute data, excluding the initial 6 bytes. The attribute[]
field is the table that holds the array bound check information. The attribute-
length is 3 times larger than the table size. Each entry consists of a PC (the
first 2 bytes) and the attribute data (last 1 byte), totalling 3 bytes. These pairs
are sorted in the table by ascending PC value.

The least 2 bits of the attribute data are used to flag the safety for the two
array bounds checks. The bit is set to 1 if the check is needed. The null check



A Framework for Optimizing Java Using Attributes 345

information is incorporated into the array bounds check attribute. The third
lowest bit is used to represent the null check information. Other bits are unused
and are set to zero. The array reference is non-null and the bounds checks are
safe only when the value of the attribute is zero.

Add Attributes: It takes two steps to add attributes to class files when using
the Soot annotation scheme. The attribute is represented as a Tag in the Soot
framework. For the array bounds check problem we proceed as follows:

Step 1: Create an ArrayCheckTag class which implements the Tag interface.
The new class has its own internal representation of the attribute data. In our
implementation the ArrayCheckTag uses 1 byte to represent bounds checks
as explained above. For each array reference, we create an ArrayCheckTag
object. The tag is attached to a Jimple statement which acts as a Host for
the array check tag.

Step 2: Create a class called ArrayCheckTagAggregator which implements the
TagAggregator interface.
The aggregator will aggregate all array check tags for one method body.
We then register the aggregator to the CodeAttributeGenerator class, and
specify the aggregator as active. The aggregator generates a CodeAttribute
tag when it is required to produce the aggregated tag. The CodeAttribute
tag has the name "ArrayNullCheckAttribute", which is the attribute name
in the class file.

Soot manages all CodeAttribute tags and produces a Jasmin file with the
appropriate attribute directives, and finally Soot calls the extended Jasmin as-
sembler to generate the class file with attributes.

3.4 Making a JVM Aware of Attributes

After generating the annotated class file, we need to make a JVM aware of at-
tributes and have it use them to improve its generated native code. We modified
both Kaffe’s OpenVM 1.0.5 JIT and the IBM HPCJ ahead-of-time compiler to
take advantage of the array bound attributes. Below we describe the modifica-
tions needed for Kaffe; the modifications to HPCJ are similar.

The KaffeVM JIT reads in class files, verifies them, and produces native
code on demand. It uses the methods structure to hold method information.
We added a field to the methods structure to hold the array bounds check
attribute. Figure 8 shows the data structure.

When the VM reads in the array bounds check attribute of the Code at-
tribute, it allocates memory for the attribute. The <PC, data> pairs are then
stored in the attribute table. The pairs were already sorted by PC when written
into the class file, so no sorting has to be done now.

The Kaffe JIT uses a large switch statement to generate native code for
bytecodes. It goes through the bytecodes sequentially. We use the current PC as
the key to look up the array bounds check attribute in the table before generating
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typedef struct _methods
{ ....

soot_attr attrTable;
} methods;

typedef struct _soot_attr
{ u2 size;

soot_attr_entry *entries;
} soot_attr;

typedef struct
_soot_attr_entry

{ u2 pc;
u1 attribute;

} soot_attr_entry;

Fig. 8. Modified Kaffe Internal Structure

code for array references. Because attribute pairs are sorted by ascending PC,
and bytecodes are processed sequentially, we can use an index to keep the current
entry in the attribute table and use it to find the next entry instead of searching
the whole table. Figure 9 gives the pseudocode.

idx = 0;
...
case IALOAD:

...
if (attr_table_size > 0) { /* attributes exist. */

attr = entries[idx].attribute;
idx++;
if (attr & 0x03) /* generates bounds checks. */

check_array_index(..);
else
if (attr & 0x04) /* generates null pointer check. */

explicit_check_null(..);
} else /* normal path */

check_array_index(..);

Fig. 9. Using attributes in KaffeVM

Here, we turn off bounds check instructions when the array reference is non-
null and both bounds are safe. We also insert null check instructions at the
place where bounds check instructions can be removed but the null check is still
needed.

4 Experimental Results

We measured four array-intensive benchmarks to show the effectiveness of the
array bounds check attribute. The benchmarks are characterized by their ar-
ray reference density, and the results of bounds check and null check analysis.
These data are runtime measurements from the application programs, and do
not include JDK libraries. We also measured the class file size increase due to
attributes. Finally we report the performance improvement of benchmarks on
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attribute-aware versions of KaffeVM and the IBM High Performance Compiler
for Java.

4.1 Benchmarks

Table 1(1) shows benchmark characteristics.1 The third column describes the
array type used in the benchmark: s represents single dimensional and m repre-
sents multidimensional.2 The last column shows array reference density of the
benchmark, which is a count of how many array references per second occur in
the benchmark. It is a rough estimate of the potential benefit of array bounds
check elimination.

Table 1. Benchmarks

(1) Benchmarks (2) Analysis results (3) File size increase
Name Source Type Density low up both not all Soot -W with incr.

null attr.
mpeg specJVM98 s/m 19966466/s 89% 51% 50% 58% 26% 256349 276874 8.0%
FFT scimark2 s 10262085/s 77% 61% 59% 97% 59% 2380 2556 7.4%
LU scimark2 m 14718027/s 97% 64% 64% 68% 31% 1641 1907 16.2%
SOR scimark2 m 13683052/s 99% 99% 99% 51% 50% 445 507 13.9%

4.2 Result of Analysis

Table 1(2) shows the percentage of checks that can be eliminated. This is mea-
sured by instrumenting the benchmark class file and getting dynamic numbers.

The first and second columns show the percentages of lower and upper bounds
checks that could be safely removed. Usually we see that a much higher percent-
age of lower bounds can be proved safe than upper bounds. The third column
shows the percentage of bounds checks where both upper and lower can be safely
removed. The forth column shows the percentage of safe null pointer checks, and
the fifth column shows the percentage of array references that are not null and
with both bounds checks safe. Clearly we are most interested in the last column,
when we determine that we can eliminate both bounds and we know the array
is not null.

4.3 Class File Increase

The increase in file size due to adding attribute information is shown in Ta-
ble 1(3).
1 Note that we use the abbreviation mpeg for the benchmark mpegaudio.
2 Multidimensional arrays are harder to analyze due to their more complex aliasing,

as well as the possibility of being non-rectangular.
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The first column shows the file size in bytes after Soot whole program opti-
mization. The second column shows file size of the optimized class file including
array bounds check attributes, and the relative increase in file size is listed in
the last column. The file size increase depends primarily on the static count
of array references—each array reference needs 3 bytes of attribute information,
and the class itself needs a constant pool entry to store the attribute name. Note
that in this prototype work we have made no effort to reduce or compress this
information; significant improvements should be possible.

4.4 Kaffe Performance Improvement

We measured the KaffeVM (ver 1.0.5 with JIT3 engine) modified to take advan-
tage of array bounds check attributes. It runs on a dual Pentium II 400MHz PC
with 384Mb memory, Linux OS kernel 2.2.8, and glibc-2.1.3. The modified JIT
compiler generates code for an array reference depending on the attribute. If no
attribute is present, it generates bounds check instructions as in Figure 10(a).
If the attribute shows safe bounds check and unsafe null check, it inserts null
check code in place of the bounds check (Figure 10(b)). If both bounds checks
and null check are safe, no instructions are added.

cmp reg1, [reg2+off]
jge outofboundserror

cmp reg1, 0
je nullpointerexception

(a) Array Bounds Check Instructions (b) Explicit Null Check Instructions

Fig. 10. Check Instructions

Table 2 gives the benchmark results for the attribute-aware KaffeVM. The
“nocheck” column shows the running time without any bounds or null checks
for the application classes, while the “with attr” and “normal” columns show
the execution times of each benchmark with and without attributes respectively.
Each benchmark gets some improvement roughly scaled according to the per-
centage of safe checks. Note that LU without checks actually has a performance
degradation; this anomaly is discussed in the next section.

Table 2. KaffeVM Runtime

name normal nocheck with attr
mpeg 80.83s 62.83s(22.3%) 72.57s(10.2%)
FFT 51.44s 48.84s(5.1%) 50.01s(2.8%)
LU 81.10s 81.88s(-0.9%) 78.15s(3.6%)
SOR 46.46s 41.23s(11.3%) 43.19s(7.0%)
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4.5 High Performance Compiler Performance Improvement

The High Performance Compiler for Java runs on a Pentium III 500MHz PC
with the Windows NT operating system. The structure of the High Performance
Compiler is such that safe checks could be removed prior to its internal optimiza-
tion phase, allowing subsequent optimizations to take advantage of the reduced
code; this has resulted in a speed increase that does not correlate as well with the
relative number of checks removed. Tables 3 and 4 show the benchmark times
with and without internal optimizations—the last two columns in each table
give the performance improvement when either just array bounds checks or just
null pointer checks are completely removed; note that as with KaffeVM, there
are some unexpected performance decreases.

Table 3. IBM High Performance Compiler without Optimizations

name normal nocheck with attr noarray nonull
mpeg 50.88s 29.96s(41.1%) 39.14s(23.1%) 30.64s(39.8%) 47.94s(5.8%)
FFT 28.22s 25.09s(11.1%) 26.59s(5.8%) 25.15s(10.9%) 28.85s(-2.2%)
LU 39.99s 28.83s(27.9%) 32.33s(19.2%) 28.92s(27.7%) 38.39s(4.0%)
SOR 24.16s 15.46s(36.0%) 15.55s(35.6%) 15.18s(37.2%) 23.96s(0.8%)

Table 4. IBM High Performance Compiler with Optimizations On

name normal nocheck with attr noarray nonull
mpeg 21.27s 15.93s(25.1%) 20.33s(4.4%) 17.12s(19.5%) 20.82s(2.1%)
FFT 17.39s 15.34s(11.8%) 19.45s(-11.8%) 16.08s(7.5%) 18.58s(-6.8%)
LU 21.50s 14.84s(30.8%) 21.27s(1.1%) 15.03s(30.1%) 21.49s(0.0%)
SOR 11.93s 8.88s(25.6%) 8.88s(25.6%) 8.88s(25.6%) 11.92s(0.1%)

Generally with the High Performance Compiler results, we see a very slight
improvement in the running time due to null pointer check elimination (“normal”
column and “nonull” column respectively), and a significantly larger improve-
ment due to array bounds check elimination (“noarray” column). This reflects
the relative cost of the two operations—where possible the High Performance
Compiler implements null pointer checks by handling the associated hardware
trap if a null pointer is dereferenced. The machine architecture guarantees a
hardware exception if any very low memory addresses (e.g. zero) are read or
written. Thus, since most null pointer checks are required because of an im-
pending dereference or write anyway, the null pointer check can be implemented
as an implicit byproduct of the subsequent code (see Figure 11(a)). The result
is that the check itself has relatively little apparent cost. Array bounds checks,



350 P. Pominville et al.

alternatively, require an explicit test and branch, and so eliminating them has a
noticeable impact on the code being executed.

Surprisingly, the combination of eliminating both kinds of checks together
is significantly more effective than the sum of eliminating both individually.
This is a consequence of both optimization and the way null pointer checks have
been implemented through the hardware exception mechanism. An array element
reference in Java needs to be guarded by both a null pointer check and an array
bounds check on the array index ([17]). In the High Performance Compiler, the
code generated for an array bounds check naturally consists of a load of the
array size followed by a comparison of the size with the index in question. The
array size field, however, is offset only a small distance in memory from the start
of the array object; the hardware supports trapping on a range of low addresses,
and so a dereference of the array size field is as effective as dereferencing the
object itself at generating the required hardware trap if the original object is
null. Subsequent optimizations easily recognize this situation and combine the
two checks into the same actual code; the code output for an array load or store
is thus often identical whether a null pointer check is performed or not (see
Figure 11(a)).

The symmetric situation, eliminating array bounds checks without also elim-
inating null pointer checks, is also not as effective as one might expect. In order
to remove the array bound check while leaving behind the implicit null pointer
check, specific code to dereference the array object must be inserted in order to
still trigger the hardware trap mechanism if the array object is null (e.g. code
in Figure 11(a) is replaced by the code in Figure 11(b)). This means that the
benefit of deleting the bounds check code is offset slightly by the code required
to explicitly dereference the object as part of a null pointer check.

mov eax,[ebx+offset]
(implicit null ptr check)

cmp eax,edx}
jge outofboundserror

test eax,[eax]
(explicit null ptr check)

(a) Array Bounds Check with (b) Null Pointer Check Inserted if
Implicit Null Pointer Check. Array Bounds Checks Eliminated.

Fig. 11. HPCJ Check Instructions

It is interesting that anomalous results occur in the FFT runs as well as
the LU run of KaffeVM. Here the benchmark runs without some or all runtime
checks are actually slower than the versions with checks. Since we are only reduc-
ing the checking overhead, and never increasing it, it seems counterintuitive that
performance would ever be less than the baseline for any of our runs. However,
in certain key benchmark functions the code changes due to eliminating some
but not all bounds checks seems to negatively impact instruction cache utiliza-
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tion, and we find our code highly sensitive to the exact sequence of bytes being
executed. For instance, if the benchmark is compiled so as to artificially ignore
the array bounds attribute information for a specific function (and thus gener-
ate normal bounds checks regardless of whether attribute information tells us
they are unnecessary), much of the performance degradation is eliminated. The
interaction of optimizing compilers with optimizing hardware is clearly a com-
plex issue with many tradeoffs, and we may not be able to benefit all programs
equally.

5 Related Work

Work related to this paper falls into three categories: (1) other tools for opti-
mizing class files; (2) related techniques for optimizing array bounds checks; and
(3) other uses of class file attributes.

5.1 Class File Tools

The only other Java tool that we are aware of that performs significant opti-
mizations on bytecode and produces new class files is Jax[24]. The main goal of
Jax is application compression where, for example, unused methods and fields
are removed, and the class hierarchy is compressed. Their system is not focused
on low-level optimization and it does not handle attributes.

There are a number of Java tools that provide frameworks for manipulat-
ing bytecode: JTrek[14], Joie[5], Bit[16] and JavaClass[12]. These tools are con-
strained to manipulating Java bytecode in their original form, however. They
do not provide convenient intermediate representations such as Baf, Jimple or
Grimp for performing analyses or transformations, they do not allow the pro-
duction of bytecode, nor do they handle attributes.

5.2 Array Bounds Checks

Array bounds check optimization has been performed for other languages for a
long time. Value range analysis has been used to remove redundant tests, verify
programs, or guide code generation [9]. Further, there are a number of algorithms
that use data flow analysis to remove partial redundant bounds checks [8,15].

More recently, the Java language has been the focus of research. Array bounds
check elimination has been implemented in JIT compilers [22,4]. Midkiff et. al.
[18,19] proposed a Java Array package and loop versioning algorithm to over-
come the bounds check overhead in Java scientific programs. An algorithm for
general applications was presented in [2]. Compared with these intraprocedu-
ral algorithms, our algorithm can take advantage of field information and our
analysis for finding rectangular arrays.

Field analysis is useful to other optimizations such as object inlining and
escape analysis [7]. Knowing an array’s shape can also help memory layout of
array objects [3].
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5.3 Using Attributes

To the best of our knowledge there has been relatively little work done in inves-
tigating the possible uses of class file attributes to improve performance. We are
aware of only two research groups that have been investigating this topic and
both are focused on performance of bytecode.

Hummel et. al. gave an initial study on using attributes to improve perfor-
mance, where they showed, using hand-simulation, that performance could be
improved using attributes [10]. More recently this group has presented a system
built on guavac and kaffe [1]. Their modified guavac compiler translates from
Java source code to their own intermediate representation, and then converts
this intermediate representation to annotated bytecode, which is then executed
using their modified kaffe JIT. They have concentrated on conveying regis-
ter allocation information. This involves developing a virtual register allocation
scheme where one assumes an infinite number of registers and then proceeds to
statically minimize the number that are actually used.

The second group, Jones and Kamin, have also focused on register allocation
[13]. Their approach monotypes each virtual register, which allows for efficient
runtime verifiability of their attributes; attributes to deal with spills are also
presented. Their experimental results also exhibit significant code speedups.

Compared to these groups, our work is more focused on providing a general
purpose framework for producing attributed class files. The input to our system
can be class files produced by any compiler, and we provide the necessary in-
frastructure to convert the class files to typed 3-address intermediate code and
to perform analysis on this intermediate code. We also provide a simple mecha-
nism for converting the resulting flow analysis information to class file attributes.
In this paper we have demonstrated how this scheme can be applied to array
bounds checks; however, it can easily be applied to other problems, including
the register allocation problem.

6 Conclusions and Future Work

In this paper we have presented an approach to using class file attributes to
speed up the execution of Java bytecode. Our approach has been designed and
implemented as part of the Soot bytecode optimization framework, a system
that takes as input any Java bytecode and produces optimized and attributed
bytecode as output. In our system, the compiler writer develops the appropriate
flow analysis for the Jimple typed 3-address representation, and then uses tags
to attach attribute information to the appropriate hosts (statements, methods,
classes or fields). If the tags are attached to statements (Units), the compiler
writer can also specify a tag aggregator which combines all tags within a method.
The Soot system applies this aggregator when producing the attributed class
files. As part of our system we have produced an extended version of the Jasmin
assembler which can now support attribute directives and produces attributed
class files.
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Our system is very easy to use, and we showed how to apply it to the problem
of eliminating array bound checks. We provided an overview of our array bounds
check analysis and we showed how the results of the analysis can be propagated
to attributes. We also modified two virtual machines, the Kaffe JIT and the
IBM HPCJ ahead-of-time compiler, to take advantage of the attributes, and we
presented experimental results to show significant performance improvements
due to the array bounds check attributes.

In our current approach our attributes are not necessarily verifiable. Given
verifiable class files and a correct analysis, we guarantee to produce correct at-
tributes. Thus, if our system is used as a front-end to an ahead-of-time compiler,
there is no problem. However, if our attributed class files are transmitted from
our system to an external VM via an insecure link, we need a safety-checking
mechanism to ensure the attribute safety. Necula’s proof-carrying code[20] could
be one solution to this problem.

Based on our work so far, we believe that the attributes supported by our
system can be used for a wide variety of tasks as outlined in the introduction,
and we plan to work on several of these in the near future. In particular, we wish
to examine how escape analysis and side-effect information can be expressed as
attributes, and we plan to examine how some of the profile-based attributes can
be used. We also would like to see how attributes can be used with other virtual
machine implementations.
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Abstract. SmartTools is a development environment generator that
provides a structure editor and semantic tools as main features. The
well-known visitor pattern technique is commonly used for designing
semantic analysis, it has been automated and extended. SmartTools
is easy to use thanks to its graphical user interface designed with the
Java Swing APIs. It is built with an open architecture convinient for
a partial or total integration of SmartTools in other environments. It
makes the addition of new software components in SmartTools easy.
As a result of the modular architecture, we built a distributed instance
of SmartTools which required minimal effort. Being open to the XML
technologies offers all the features of SmartTools to any language defined
with those technologies. But most of all, with its open architecture,
SmartTools takes advantage of all the developments made around those
technologies, like DOM, through the XML APIs. The fast development
of SmartTools (which is a young project, one year old) validates our
choices of being open and generic.The main goal of this tool is to provide
help and support for designing software development environments for
programming languages as well as application languages defined with
XML technologies.

Keywords. Program transformation, Software development, In-
teractive Environment.

1 Introduction

Producing high-quality software has become a major concern in industry. There
is a long history of research about providing help and support during the devel-
opment process [6,7,9,14,15,16,21]. It is imperative that the research community
creates technologies to enhance the quality of software development and increase
the developers productivity. Those goals are addressed by the SmartTools frame-
work and research. It is composed of a set of generic and interactive software
components organized in a modular architecture.
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The reason for building a generic integrated environment, rather a collection
of independent specific tools, is that integration enables the sharing of common
services. It is also important, for each new language created, such as domain
specific languages to propose and generate an interactive and uniform environ-
ment. The quality of these interactive environments must be as close as possible
to those proposed by industrial distributors like the Visual Studio environment
of Microsoft. Finally, the architecture of this system must be conceived with the
aim of facilitating the integration of research tools and widely used tools (e.g.
standardised Application Programming Interfaces, APIs).

These above requirements have justified our choice of Java and XML tech-
nologies. The SmartTools system is completely written with the Java program-
ming language and strongly uses XML technologies. The SmartTools framework
is a natural successor of the Centaur system [9] and uses the same basic concepts,
as the abstract syntax tree (AST) specification or formalism.

From an AST specification describing a given language L, SmartTools auto-
matically generates a structure editor dedicated to this language. So the end-
user (developer) can edit any L file thanks to this uniform structure editor with
generic visualisation tools (see Figure 1). For example, we can have many views
of a document: one for the text representation, one for the structure editing
menu and another for graphical representation.

With this basic environment, the designer of a given language is able to easily
define and implement using the generic tools, a set of specific applications for
his language. As we are using the Java Swing API, the graphical user interface
has a great quality and is easily configurable.

In the following, we will only focus on the important aspects of SmartTools
framework: the modular and extensible architecture, powerful and simple se-
mantics tools and the utilisation of XML technologies. The system is open to
other developments and uses standard mechanisms as XML for data exchange.

2 The Architecture of the SmartTools Framework

SmartTools is made of several independent software components that communi-
cate with each other through an asynchronous messaging system. One compo-
nent, the message controller, is in charge of controlling the flow of messages and
delivering them to their destinations. All other components have to register on
the message controller to let it know what types of messages they want to re-
ceive. Then they will receive only those types of messages and never be disturbed
by the others. Information carried in messages is serialised in XML format. The
design of this messaging system has proven to be simple, efficient, and easy to
maintain.

Thanks to that component-based architecture, we designed a docu-
ment/views relationship that gives us the possibility to have several different
views showing one document each with a different presentation.

If for some specific need one wants to design a new type of view, it is not
necessary for the designer of this new view to deal with all the program APIs.
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It can be done by extending a default view component and adding some spe-
cific code to describe what happens when that view receives messages notifying
any modification of the document. This design makes SmartTools seamlessly
extensible for any kind of specific purpose.

It was not difficult using such a component-based architecture to take ad-
vantage of other tools developed at INRIA such as ProActive [4,11] to make a
distributed version of SmartTools. Another benefit is that SmartTools compo-
nents can be used by other applications without the need of the whole system.
We made some successful experiences of SmartTools components integration in
third parties environment [17,12,8].

We also easily connected new components like XML parsers (Sax, Xerces)
and some graphic components like a graph server based on the Koala Graphic
toolbox [3].

3 Semantic Analysis within the SmartTools Framework

For any tree manipulation, it is important to have a simple and powerful pro-
gramming technique. This technique may neither require a high level of expertise
nor an advanced knowledge about the tool.

With Java, an Object Oriented language, it is natural to use a well-known
programming technic: the Visitor Design Pattern [13,18]. The advantage of this
technique is the ability to reuse code and to specify dynamic semantic as an eval-
uator (see Figure 1). From the specification of an abstract syntax, it is possible
to automatically generate Java source code, like a default depth-first traversal
for example.

We have introduced a generic visitor concept to factorize identical behaviours
applying to the nodes of a tree. With this technique we have defined one visitor
only to graphically display the tree, for any language. We also use a Java Multi-
Methods implementation [12] to fill many deficiencies [18,19] due to the visitor
implementation based on the Java reflect APIs. Additionally with this technique,
we gain lisibility without losing efficiency.

We use DOM (level 2) as Tree API where each node has the same type. In
SmartTools we extend this behaviour by typing (sub-classing) each node accord-
ing to a given formalism (AST). Thus, we can use the Visitor Pattern technique
on DOM Tree. Many existing applications use visitor patterns (Generic Java
[10], Dynamic Java [2], ...) and connecting them in SmartTools is very easy.

4 Using XML Technologies

As XML will be more and more used as a communication protocol between
applications, we wanted to be able to handle any XML document in SmartTools
[20]. Any XML document importing a DTD (Document Type Definition) has a
typed structure. That DTD describes the nodes and their types, that is very
similar to our AST formalism.
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In order to obtain this result, we have specified and implemented a tool which
converts a DTD formalism into an AST equivalent formalism. With this con-
version, we automatically offer a structure editing environment for all languages
defined with XML in the SmartTools framework. It is important to note that
XML documents produced by SmartTools are well-formed.

So far, all the features of a DTD are not properly considered, by instance the
importation of other DTDs (and namespaces), but that should be fixed in the
near future. We are also studying XML schemas and RDF (Resource Description
Framework) schemas, the successors of DTD.

Thus any application that respects the implementation of the APIs, can be
XML-compliant. All the manipulated trees in SmartTools are Java DOM Trees
to ease the integration with other tools and to have a very open data structure.

We offer a tool to automatically generate parsers. This tool can be useful for
a designer to define a user-friendly concrete syntax for his language. But, extra
data are required in the definition of the language.

We have also integrated the XSL (XML Style-sheet Language) specifications
that describe the layout of a document as well as the XSLT (XSL Transforma-
tion).

5 Conclusion

SmartTools offers a quality development environment platform for research tools
and benefits from large fields of applications thanks to XML technologies. The
rapid evolution of SmartTools confirms our choices in term of modular architec-
ture which facilitates the integration of other Java developments. In particular
the choice of Java makes it possible to obtain a great quality graphical user inter-
face with low development effort. Moreover the XML components, thanks to an
open architecture, offers low cost advantages to SmartTools and broader appli-
cation fields. We already have some examples of successful and easy integration
of research tools [1,8,12], and technology transfer in industrial environment [5].
In both cases, the great quality of interactive environment, was the determinant
element.
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Fig. 1. SmartTools
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1 Characterization of the Toolset

Visual languages have an important role in modelling systems, in specification of
software, and in specific application domains. A processor for a visual language
consists of a graphical frontend attached to phases that analyse and transform
the visual programs. Hence, the construction of a visual language processor re-
quires a wide range of conceptual and technical knowledge: from issues of visual
design and graphical implementation to aspects of analysis and transformation
for languages in general. We present a powerful toolset that incorporates such
knowledge up to a high specification level. Visual editors are generated by iden-
tifying certain patterns in the language structure and selecting a visual repre-
sentation from a set of precoined solutions. Visual programs are represented by
attributed abstract trees. Hence, further phases of processing the visual pro-
grams can be generated by state-of-the-art tools for language implementation.
We demonstrate that ambitious visual languages can be implemented with rea-
sonable small effort and with rather limited technical knowledge. The approach
is suitable for a large variety of visual language styles.

The main concepts of our approach are described by the three layers shown
in Fig. 1: The tool VLEli generates visual structure editors from specifications.
It is built on top of tools for graphical support (Tcl/Tk and Parcon) and for
language implementation in general (Eli). The topmost layer contains variants
of visual patterns, each of which encapsulates the implementation of visual lan-
guage elements in terms of specifications for VLEli.

Fig. 1. Multi-Layered Specification
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The central tool VLEli is conceptually based on attribute grammars: It gen-
erates visual editors, which operate on abstract program trees as their central
data structures. They perform computations during tree walks as specified for
the particular language. The computations create and modify the graphical rep-
resentation of the program via the interface to the graphical support tools in the
bottom layer. The abstract program tree and the attribute grammar method
also enable the direct connection to many tools in the Eli system which solve a
wide range of general language implementation tasks.

The topmost layer of our approach contains a set of precoined descriptions
of various graphical language elements in terms of the underlying layers. They
are used to compose a visual language implementation without writing lower
level specifications explicitly. Each such description is considered to be a variant
of an abstraction that we call a visual pattern. It comprises the common prop-
erties of visual language elements with respect to their abstract structure, the
interaction operations needed for them, and their visual concept. For example
the List pattern represents an ordered sequence, allows element insertion and
deletion, and visualizes the structure by drawing the elements side by side in a
row. A language designer instantiates such a pattern variant and associates its
components with certain constructs of the tree grammar.

2 Tool Demonstration

The demonstration of our tool set addresses three topics

1. Method: Visual patterns used in attribute grammar specifications.
2. Generated Products: Properties of the structure editors.
3. Variety of visual language styles.

2.1 Method

A visual pattern represents an abstract concept, like the visualization of a set
and its elements. The notion of visual patterns provides also a means of reusable
implementation specification: For each visual pattern concrete variants are de-
scribed in terms of composable specifications for VLEli: Such a pattern variant
encapsulates operations that are needed for a visual structure editor to imple-
ment a certain graphical representation of the structural abstraction. That are
operations, which

– draw graphical components, e.g. the oval of a set,
– layout components of the structure, e.g. the elements of a set within its oval,
– provide facilities for user interactions, e.g. insert and delete elements.

These operations are expressed in terms of attribute grammar computations
and composed to computational roles. The language designer selects such roles
and associates them to the abstract syntax symbols. Fig. 2 gives an idea of
various applications of patterns in five visual languages.
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Fig. 2. Visual Pattern Applications in Visual Languages
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2.2 Generated Products

The generated language processor consists of a graphical structure editor which
builds an abstract program tree, and of analysis and translation phases which
operate on that tree. The demonstration shows that the generated editors pro-
vide interactive graphical operations of high quality. The editors provide direct
manipulation: The user can drag new language elements from toolbars and drop
them where appropiate. The elements can be selected, and moved or deleted
as required. Editing is assisted by highlighting the nearest possible location for
moved language elements. Furthermore, all pattern variants provide specialized
layout concepts. Thus a compact layout for the Nassi-Shneiderman-Diagrams is
achieved as easily as the free non-overlapping layout of the statechart diagrams.
For the latter, a constraint-solver is applied which adjusts the sizes and positions
of language elements as necessary.

The implementation of these facilities comes almost for free by using variants
of visual patterns.

2.3 Variety of Visual Language Styles

We checked the usability of our approach by implementing five visual languages:
UML statechart diagrams and Petri-nets are examples of languages, that mainly
apply the set-pattern and require a constraint-based layout to implement non-
overlapping elements. Nassi-Shneiderman diagrams and Query-by-example are
visual languages that use hierarchical structures visualized using automatic lay-
out techniques. Query-by-example needs complex editing operations, e.g. to in-
stantiate a database table. Streets is a more complex visual language for model-
ing parallel programs. Its implementation comprises a visual structure editor and
phases for analysis and code-generation, which are generated from specifications
for the Eli system.

The languages impose diverse requirements for editing and visualization fea-
tures. They are implemented completely by visual patterns, in particular by
variants of Form, List, FormList, Table, Set and Line. In the tool demonstra-
tion a selection of these generated products is shown to demonstrate the variety
of visual language style that is addressed by our tool approach.
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Abstract. The Asf+Sdf Meta-environment is an interactive develop-
ment environment for the automatic generation of interactive systems for
constructing language definitions and generating tools for them. Over the
years, this system has been used in a variety of academic and commer-
cial projects ranging from formal program manipulation to conversion
of COBOL systems. Since the existing implementation of the Meta-en-
vironment started exhibiting more and more characteristics of a legacy
system, we decided to build a completely new, component-based, version.
We demonstrate this new system and stress its open architecture.

1 Introduction

The Asf+Sdf Meta-environment [12] is an interactive development environ-
ment for the automatic generation of interactive systems for constructing lan-
guage definitions and generating tools for them. A language definition typically
includes such features as syntax, prettyprinting, typechecking, and execution of
programs in the target language. The Asf+Sdf Meta-environment can help in
the following cases:

– You have to write a formal specification for some problem and you need
interactive support for this.

– You are developing your own (application) language and want to create an
interactive environment for it.

– You have programs in some existing programming language and you want
to analyze or transform them.

The Asf+Sdf formalism [1] [10] allows the definition of syntactic as well
as semantic aspects. It can be used for the definition of languages (for pro-
gramming, writing specifications, querying databases, text processing, or other
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applications). In addition it can be used for the formal specification of a wide
variety of problems. Asf+Sdf provides:

– A general-purpose algebraic specification formalism based on (conditional)
term rewriting.

– Modular structuring of specifications.
– Integrated definition of lexical, context-free, and abstract syntax.
– User-defined syntax, allowing you to write specifications using your own

notation.
– Complete integration of the definition of syntax, and semantics.
– Traversal functions (for writing very concise program transformations),

memo functions (for caching repeated computations), and more.

The Asf+Sdf Meta-environment offers:

– Syntax-directed editing of Asf+Sdf specifications.
– Incremental compilation and testing of specifications.
– Compilation of Asf+Sdf specifications into dedicated interactive stand-

alone environments containing various tools such as a parser, prettyprinter,
syntax-directed editor, debugger, and interpreter or compiler.

– User-defined extensions of the default user-interface.

The design goals of the new implementation to be demonstrated include:
openness, reuse, extensibility, and in particular the possibility to generate com-
plete stand-alone environments for user-defined languages.

2 Technological Background

ToolBus. A hallmark of legacy systems in general and the old Asf+Sdf Meta-en-
vironment in particular is the entangling of control flow and actual computation.
To separate coordination from computation we use the ToolBus coordination
architecture [2], a programmable software bus based on process algebra. Coordi-
nation is expressed by a formal description of the cooperation protocol between
components while computation is expressed in components that may be written
in any language. We thus obtain interoperability of heterogeneous components
in a (possibly) distributed system.

ATerms. Coordination protocol and components have to share data. We use
ATerms [4] for this purpose. These are trees with optional annotations on each
node. The annotations are used to store tool-specific information like text co-
ordinates or color attributes. The implementation of ATerms has two essential
properties: terms are stored using maximal subterm sharing (reducing memory
requirements and making deep equality tests very efficient) and they can be ex-
changed using a very dense binary encoding that preserves sharing. As a result
very large terms (with over 1, 000, 000 nodes) can be processed.
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Fig. 1. Architecture of the Asf+Sdf Meta-environment

SGLR. In our language-centric approach the parser is an essential tool. We
use scannerless, generalized-LR parsing [13]. In this way we can parse arbitrary
context-free grammars, an essential property when combining and parsing large
grammars for (dialects of) real-world languages.

Term rewriting. Asf+Sdf specifications are executed as (conditional) rewrite
rules. Both interpretation and compilation (using the ASF2C compiler [5]) of
these rewrite rules are supported. The compiler generates very efficient C code
that implements pattern matching and term traversal. The generated code uses
ATerms as its main data representation, and ensures a minimal use of memory
during normalization of terms.

3 Architecture

The architecture of the Asf+Sdf Meta-environment is shown in Figure 1. It
consists of a ToolBus that interconnects the following components:

– User interface: the top level user-interface of the system. It consists pri-
marily of a graph browser for the import graph of the current specification.

– Text Editor: a customized version of XEmacs for text editing.
– Structure Editor: a syntax-directed editor that closely cooperates with the

Text Editor.
– Parser: scannerless, generalized-LR parser (SGLR) that is parametrized

with a parse table.
– Parsetable generator: takes an SDF syntax definition as input and gen-

erates a parse table for SGLR.
– Tree Repository: stores all terms corresponding to specification modules,

parse tables, user-defined terms, etc.
– Compiler: the ASF2C compiler.
– Interpreter: executes specifiations by direct interpretation.
– Unparser generator: generates prettyprinters.
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Fig. 2. The main user-interface of the Meta-environment is a module browser that
provides a graphical and a textual view of the modules in a specification. A number of
operations can be initiated for each module. Here it is shown with the modules from a
small specification of a typechecker for the toy language Pico.

4 Applications of Asf+Sdf and the Meta-environment

There are a number of academic and industrial projects that use either Asf+Sdf
directly or components of the Meta-environment in one way or another. c The
applications of Asf+Sdf can be split into three groups:

1. In the field of language prototyping Asf+Sdf has been used to describe
the syntax and semantics of domain specific languages, e.g., the language
Risla for describing financial products [3]. As another example, the syn-
tax of the algebraic specification language Casl has been prototyped using
Asf+Sdf [7]. Box [9] [11] is a small domain specific language developed for
prettyprinting within the Meta-environment.

2. In the field of reverse engineering and system renovation, Asf+Sdf is used
to analyze and transform COBOL legacy code [8].

3. As an algebraic specification formalism for specifying language processing
tools. In fact, a number of components of the Meta-environment itself have
been specified using Asf+Sdf:
– the ASF2C compiler,
– the unparser generator, and
– parts of the parsetable generator.

For other components, such as the ToolBus and the syntax-directed editor,
an Asf+Sdf specification was made for prototyping use only. That specifi-
cation formed the basis for an optimized, handcrafted implementation.
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Components of the Meta-environment are used as stand-alone tools in a vari-
ety of applications. Examples are the Stratego compiler [14], the Risla compiler,
the Elan environment [6], and a commercial tool for designing and implementing
information systems.

5 Demonstration

We will show a number of applications of the Meta-environment ranging from
a simple typechecking problem (Figure 2) to syntax-directed editing and trans-
formation of COBOL systems.

6 Obtaining the Asf+Sdf Meta-environment

The Asf+Sdf Meta-environment can be downloaded from:

http://www.cwi.nl/projects/MetaEnv/completa/

Individual components, such as the ATerm library, Tool-
Bus, parser generator, and parser (SGLR) can be obtained from:
http : //www.cwi.nl/projects/MetaEnv/.

All components of the Asf+Sdf Meta-environment are available as open
source software.
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